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AbstrAct

Recent years have witnessed the booming 
popularity of CLS platforms, through which 
numerous amateur broadcasters live stream their 
video contents to viewers around the world. 
The heterogeneous qualities and formats of 
the source streams, however, require massive 
computational resources to transcode them into 
multiple industrial standard quality versions to 
serve viewers with distinct configurations, and 
the delays to the viewers of different locations 
should be well synchronized to support commu-
nity interactions. This article attempts to address 
these challenges and to explore the opportu-
nities with new generation computation para-
digms, in particular, fog computing. We present 
a novel fog-based transcoding framework for 
CLS platforms to offload the transcoding work-
load to the network edge (i.e., the massive num-
ber of viewers). We evaluate our design through 
our PlanetLab-based experiment and real-world 
viewer transcoding experiment.

IntroductIon
Recent years have witnessed the emergence of 
the crowdsourced livecast service (CLS) plat-
forms, represented by Twitch TV (https://www.
twitch.tv), YouTube Live (https://www.youtube.
com/live), and so on. Given the rapid devel-
opment of personal computing devices (e.g., 
smartphones) and broadband network access, 
most video sources in CLS come from amateur 
broadcasters rather than commercial/professional 
content providers, which remarkably stimulates 
content diversity. This new generation of livecast 
service has already achieved tremendous success. 
According to Twitch Retrospective 2015 (https://
www.twitch.tv/year/2015), Twitch TV had 35,610 
concurrent broadcasters and more than 2 mil-
lion concurrent viewers during peak time in 2015, 
with the total stream time exceeding 241 billion 
minutes through the whole year.

While globally gaming is the major topic on 
Twitch TV and other mainstream platforms, we 
have also witnessed the prevalence of regional 
diversities. For example, the Chinese market is 
dominated by Douyu TV (https://www.douyu.
com), Panda TV (http://www.panda.tv), and Inke 
(https://www.inke.cn), with a wide range of live-
cast contents such as singing, talk shows, and 
even traveling livecast.

Similar to traditional YouTube-like video 
streaming, the streams in CLS platforms normal-
ly have various qualities and formats to serve 
viewers with diverse network conditions. How-
ever, such heterogeneity in source content is 
more dramatic. For example, as we measured on 
Twitch TV, the live video contents are generated 
at over 150 different resolutions, which clearly 
demands unifying the source streams into indus-
trial standard quality versions. Video on demand 
(VoD) providers such as YouTube and Netflix 
have widely adopted adaptive bit rate (ABR) [1] 
streaming and dynamic adaptive streaming over 
HTTP (DASH) [2], where the video contents are 
sliced and transcoded into multiple quality ver-
sions, which are finally served to distinct viewers 
based on their individual requirements. Unlike the 
VoD scenario, real-time video transcoding for live 
streaming requires a huge amount of concurrent 
computational resources, which can be expensive 
with dedicated servers and even the cloud. As 
a trade-off between cost and quality of service 
(QoS), popular CLS platforms such as Twitch TV 
only offer transcoding services to a small number 
of premium broadcasters, which make up only 1 
to 1.5 percent of all broadcasters.

CLS platforms also involve a great number of 
viewers who constantly interact with broadcast-
ers and fellow viewers. They have shown great 
willingness to support the platform and broad-
casters, through forms such as donation and 
monthly subscription at a certain fee. Thanks to 
the rapid advancement in hardware and software, 
their home computers nowadays are powerful 
enough to transcode while playing high-quality 
live streaming simultaneously. As we observed, 
the viewer base in major CLS systems is always 
much larger than the channel base (the number 
of total channels) at any moment, indicating the 
existence of a huge amount of potential computa-
tional resources.

In this article, we seek novel solutions to off-
load the massive transcoding workloads in CLS 
systems to the edge of the network (i.e., the view-
ers). By analyzing the captured data and systemat-
ically studying the user behavior dynamics, we put 
forward a novel fog-based transcoding framework 
that crowdsourced the computational resources 
from viewers and smartly schedule stable viewers 
for real-time video transcoding. We also address 
the critical issue of cross-viewer synchronization 
so as to enhance community interactions.
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crowdsourced LIvecAst: 
chALLenges And opportunItIes

We first briefly introduce the background and 
related research on crowdsourced livecast. We 
then illustrate the unique features, challenges, and 
opportunities of this new generation of video ser-
vice through our measurements.

The form of crowdsourced livecast started to 
get popular in 2012, with some leading platforms 
guickly expanding in the market. This new gener-
ation of user-generated video streaming has also 
attracted much attention from academia. First, in 
terms of the social component of these platforms, 
Kaytoue et al. [3] proposed the first characteriza-
tion of the emerging online Web-based commu-
nity on Twitch TV, and Hamilton et al. [4] further 
studied its emergence, socialization, and participa-
tion. Second, regarding the video streaming per-
formance and user experience, Zhang et al. [5] 
explored the architecture of Twitch TV and inves-
tigated the impact of interaction delay on user 
experience. Aparicio-Pardo et al. [6] dug into the 
Twitch datasets and presented an optimal model 
for streaming quality to improve viewers’ satis-
faction. Third, in the field of system architecture, 
Chen et al. [7] proposed a generic cloud renting 
strategy to optimize the cloud site allocation for 
video transcoding and delivery in CLS platforms. 
He et al. [8] further put forward a cloud-based 
solution that jointly considers user satisfaction and 
service availability/pricing for video transcoding 
CLS platforms. However, given the considerable 
cost of deploying cloud servers and the fact that 
the CLS platforms charge viewers nothing as a 
free system by nature, cloud-based transcoding 
solutions, which are currently adopted by Twitch 
TV, can only provide transcoding service to very 
popular streams. To better explore the character-
istics and challenges in crowdsourced livecast, we 
have conducted three measurements.

First, it has been reported that communi-
ty interaction plays an important role in crowd-
sourced livecast services. For example, the chat 
lines of all broadcast channels is found to con-
stantly exceed 400 per second. (http://twitchsta-
tus.com/index.html) Intuitively, it is desirable that 
fellow viewers are relatively synchronized such 
that the in-channel community interaction would 
not cause negative user experience. But accord-
ing to our measurement, out-of-synchronization 
chats are not uncommon due to heterogeneous 
broadcast latency among fellow viewers. We set 
up two computers: one serves as the broadcaster 
to encode a source video at 1500 kb/s bit rate; 
the other hosts two identical virtual machines 
(VMs). We created a Twitch channel, and the two 
VMs watched the video stream as viewers. We 
first set the bandwidth limit to 2000 kb/s for both 
VMs. We then added the propagation delay of 
one VM (VM A) from 100 to 400 ms, while keep-
ing the other VM (VM B) unchanged. The broad-
cast latency difference between the two viewers 
under different network conditions is shown in 
Fig. 1. We can see that, with added propagation 
delay, the broadcast latency difference becomes 
significantly larger. A broadcast latency difference 
of 20 s is almost intolerable for real-time inter-
action between the viewers. On the other hand, 
when we changed the bandwidth of VM A to 

4000 kb/s and kept the added propagation delay 
at 400 ms, the broadcast latency difference is dra-
matically reduced by half. Our first measurement 
reveals that divergent end-to-end delays can cause 
intolerable broadcast latency difference for fellow 
viewers. Such physical constraints as propagation 
delay and bandwidth limit, however, are not easy 
to be lifted for viewers, and we instead should 
seek for solutions within the broadcast platform.

In our second measurement, we focused on the 
channels/broadcasters. From February 2015 to June 
2015, we captured the data of the broadcasters 
from Twitch TV every five minutes, using Twitch’s 
public application programming interface (API) 
(http://dev.twitch.tv). Two outstanding character-
istics attracted our attention. First, the resolution of 
source streams is highly varying over time. For exam-
ple, at one moment we witnessed 177 different res-
olutions ranging from 116p to 1600p. Even for the 
source streams with the same resolution, there are 
very different bit rates. Second, at any moment the 
viewer base is dramatically larger than the channel 
base, and the result is even more remarkable if we 
only consider the top 10 percent of channels, which 
attract more than 98 percent of viewers.

The third measurement specifically targets 
viewer behavior. We captured viewers’ online 
traces of five popular Twitch TV channels from 
January 25 to February 27, 2015. The measure-
ment captured the JOIN message when any reg-
istered viewer joins the channel and the PART 
message when the viewer leaves the channel. In 
total, we collected 11,314,442 JOIN records and 
11,334,140 PART records. We first see that the 
overall viewer online duration time can be closely 
fit to a scaled Pareto distribution function with a 
= 0.7 and xm = 2. Additionally, we can conclude 
that the longer a viewer is online, the more likely 
this viewer will continue to be online. The view-
ers’ online duration behavior is also quite con-
sistent, as we see around 80 percent of viewers 
have a standard deviation less than 20 min.

In summary, in such large CLS platforms as 
Twitch TV with a massive viewer base, a con-
siderable portion of online viewers are potential 
resources for stable video transcoding. When 
exploring these resources, however, inherent chal-
lenges lie in the viewers’ heterogeneity in terms 
of their stability and networking/system perfor-
mance, which calls for effective strategies to dis-
tinguish viewers and appropriately make use of 
their resource. To support rich community inter-
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Figure 1. Broadcast delay difference under different 
network conditions.
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actions, the delays to viewers at different loca-
tions should be not only minimized, but also well 
synchronized. We address these challenges by a 
novel solution inspired by fog computing [9].

Fog-bAsed trAnscodIng: 
ArchItecturAL vIew

We now illustrate the overall architecture of our 
design. At the top level, globally the system is divid-
ed into multiple regions. Each region is maintained 
by its own regional data center (also referred to 
as “regional server”), which is responsible for 
ingesting source videos from its region, assigning 
transcoding viewers, recollecting transcoded video, 
and forwarding the processed streams for further 
delivery (Fig. 2a). If the regional server cannot 
find enough transcoding viewers inside the same 
region, it forwards an assignment request to its 
neighbor regions, and such assignment is called 
cross-region assignment. If a transcoding viewer 
becomes offline prior to the termination of the 
assigned channel, another candidate needs to be 
scheduled to continue on the transcoding work, 
which is defined as reassignment. At the bottom 
level, each individual viewer/broadcaster has its 
own behavior, for example, online/offline time, 
which is not controlled by the system.

In terms of the scheduling process, our objec-
tive is to minimize the number of cross-region 
assignments and reassignments, as the former 
introduce extra streaming delay, while the latter 
cause additional system overhead for re-selecting 
candidates as well as short absence of the target 
quality version during reassignment. We there-
fore want the selected viewers to be as stable as 
possible, while having a candidate pool of rea-
sonable size so that it will not trigger too many 
cross-region assignments. Note that we assume 
selected viewers are cooperative, while in real-
world scenarios more incentive mechanisms (e.g., 
auction for crowdsource [10]) can be used. In the 
following three subsections, we illustrate how the 
system selects stable viewers, and then conducts 
the scheduling process.

extrActIng QuALIFIed stAbLe cAndIdAtes

Our observations above indicate that generally the 
stability of a viewer is proportional to the existing 
time he/she has already spent in the channel. We 

therefore set a waiting threshold T(t), after pass-
ing which the viewer can be regarded as stable. 
Notably, a longer waiting threshold leads to more 
stable candidates, but also results in fewer qualified 
candidates and more time wasted for waiting. We 
therefore want to maximize the total accumulative 
transcoding time of stable viewers leaving before 
and after the channel terminates. To do that, we 
formulate the mathematical expression of the sum 
of these two time components and set its deriv-
ative to zero, such that the transcoding time is 
maximized. Given the viewer online duration distri-
bution, the above mentioned scenario is achieved 
when the waiting threshold is around 30.4 percent 
of the remaining livecast time. In reality, due to the 
dynamics of viewers, this result can vary from 25 to 
34 percent of the remaining time.

estImAtIng IndIvIduAL stAbILIty

Now that we have the optimal online time thresh-
old to filter stable viewers in general, we also 
expect to estimate the stability of an individual 
viewer. Some heuristics, such as viewer age, gen-
der, and video quality [11, 12], can be used to 
further estimate the individual stability in a fine-
grained manner. Here we use a simple but effec-
tive heuristic that measures the average online 
duration and standard deviation of a viewer’s 
online record. We use a linear combination of 
them to further estimate the individual stability. 
This heuristic particularly reflects the fact that a 
longer average online duration indicates the view-
er tends to stay longer, and a smaller standard 
deviation means such behavior is more consistent.

scheduLIng whILe hAndLIng vIewer dynAmIcs

To minimize the reassignment count, we expect 
to choose the most stable candidate first. How-
ever, we are reluctant to change any assignment 
once made, unless either the directly related view-
er or channel state has changed.

To maintain the candidate pool, we can sim-
ply re-rank all candidates at any update, but this 
takes O(N) time every update and O(1) time at 
assignment time. It incurs significant calculation 
when N is large with frequent updates. Since 
there are many more viewer updates than chan-
nel updates and reassignments, and re-ranking is 
only conducted at the latter, we can instead order 
candidates at the assignment time (taking O(N-

Figure 2. Fog-based transcoding framework: a) system overview; b) scheduling process.
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logN) only). Nonetheless, any extra time at the 
scheduling moment is undesirable, as it increases 
the transcoding delay and consequently the live-
cast delay. Therefore, we seek to combine both 
strategies, that is, better organization of the candi-
dates with minimized operational cost per update. 
Many advanced organization structures can be 
applied in this context. Using the simple and 
mature B+ tree as an example, we can deploy a 
B+ tree in every region to organize all transcoding 
candidates, where the ordering key is the prefer-
ence (individual stability) of the candidate. Figure 
2b illustrates the major events for its deployment 
and maintenance, where the the single update 
operation time is reduced to O(NlogN).

When the system is running, any action will 
generate a message recording the time, viewer/
channel ID, and its type. According to the mes-
sage, qualified viewers will be inserted into the 
B+ tree; the starting channel will be assigned with 
transcoding candidates; the terminating channel 
will release its transcoding viewers back to the 
pool; a leaving candidate will be removed from 
the tree, or be replaced if already assigned.

prototype And experImentAL study
We implemented a prototype of our fog-based 
transcoding system on PlanetLab, with 5 nodes 
as servers, and 208 as viewers and broadcasters. 
Each viewer node will join the system and stay 
for a while according to the scaled Pareto distri-
bution. The proposed scheduler will select the 
most preferred candidates, who then use ffmpeg 
to transcode a 3.5Mb/s 1080p video into low-
er-quality versions.

In terms of scheduling results, over time the 
stable viewer ratio oscillates around 50 to 60 
percent, as shown by the blue line in Fig. 3b. We 
therefore focus more on the streaming perfor-
mance. We measure the streaming delay, which 
is one critical metric for video streaming. Figure 
3a shows the result measured on the five servers, 
from which we see huge delay variance in differ-
ent regions. For example, the delay in North Amer-
ica is much smaller than that in Asia. To further 
understand the impact of delay variance, we then 
focus on one server instance in the NA region. 
As shown in Fig. 3b, the green line indicates the 
live streaming delay measured by recording the 

transmission and transcoding time of every 1 s 
video slice. Clearly, the delay time changes at 
time 3.5 min and 51 min, which is caused by two 
reassignment events. The experimental result indi-
cates the existence of delay variance before the 
transcoded video content is streamed from serv-
ers. Although with the optimization of interaction 
delay the actual delay variance perceived by end 
viewers is mitigated, it is still worthwhile to make 
the scheduler take the delay performance into 
consideration when assigning transcoding work-
load for the same channel.

To see the transcoding ability of real end view-
ers instead of PlanetLab virtual machines, we con-
ducted another experiment with eight devices 
of different popular CPU types. We use VLC to 
do H.264 transcoding for a 1080p video (3.5 
Mb/s) to lower-quality versions while the device 
is playing a live streaming at Source quality from 
a channel on Twitch TV. For comparison, we also 
measured the transcoding time of the 720p video 
quality when the device was idle (denoted as 
720p*). Table 1 shows the experiment results in 
the form of transcoding time to video playback 
time ratio. We see almost all devices can handle 
quality versions equal to and lower than 480p. 
Transcoding for the 720p version, however, is 
more computationally intense, as only the top 
three devices manage to proceed in real time. 
Notably, the viewing QoE of all devices is almost 
not affected, and lack of computational ability is 
mainly revealed by the long transcoding time. For 
comparison, we also measured resource usage of 
a similar workload on an Amazon AWS m3.large 
server. Typically, transcoding a source video from 
1080p to 720p, 480p, 360p, and 240p takes 
around 73, 54, 42, and 35 percent CPU usage, 
respectively, which is around the same level of 
these personal devices.

In short, our experimental result confirms the 
real-time transcoding ability of modern CPUs, and 
also suggests distinguishing different unqualified 
viewers, as some of them can handle lower-qual-
ity versions.

optImIzIng the InterActIon deLAy
We now examine the critical issue of cross-viewer 
synchronization in the CLS platform. We consider 
a community as the broadcaster and the view-

Figure 3. PlanetLab-based experiment result.
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ers watching the same broadcaster at the same 
time who are willing to participate in community 
interaction through chatting. The literal interac-
tion should be relatively synchronized such that 
viewers’ watching experience will not be severely 
affected. Intuitively, this issue could be solved by 
dividing viewers into smaller chat channels based 
on viewers’ delay, but this would limit the user 
interaction in the community. We instead address 
this issue by adaptively tuning the video rates at 
viewers to achieve cross-viewer synchronization.

We start from a streaming session consisting of 
one broadcaster and a set of viewers. A streaming 
server with certain bandwidth capacity serves the 
viewers in this session, and the exact video rate 
allocated to each viewer is adjustable through 
transcoding, as long as it does not exceed the 
viewer’s downloading bandwidth.

As in previous studies [13, 14], we consider 
the viewing experience of a viewer is given by a 
utility function of the allocated video rate, which 
is strictly concave, increasing, and continuous-
ly differentiable. For the streaming session, our 
objective is then to optimize the viewers’ experi-
ence through rate adaptation (i.e., tuning stream-
ing rate of each viewer), and meanwhile ensure 
that the difference between any pair of viewers’ 
network delay is bounded by an empirical thresh-
old. Furthermore, the total streaming rates of all 
the viewers should not exceed the server’s capaci-
ty. This leads to a typical network utility maximiza-
tion (NUM) problem.

Since the objective function is differentiable 

and strictly concave, and the feasible region is 
compact, the optimal solution exists (although it 
may not be unique). This convex problem can be 
directly solved in a centralized way via the clas-
sic simplex and interior-point-based algorithms, 
provided that the streaming server has the infor-
mation of each viewer, that is, the end-to-end 
throughput and the end-to-end delay. It is, how-
ever, worth noting that a centralized solver can 
be very time-consuming for large sessions of thou-
sands of current viewers, not to mention viewers’ 
dynamic join and leave activities.

To this end, we develop a distributed algo-
rithm, InterSync, based on dual decomposition, 
which allows viewers to select appropriate play-
back bit rates without knowing others’ informa-
tion. The basic idea is that we can solve the dual 
of the original NUM problem at two levels. At the 
lower level, each viewer computes its video rate 
by maximizing its own surplus (i.e., utility minus 
payment) based on the aggregate price of band-
width and feeds this value back to the streaming 
server; at the upper level, the streaming server 
updates the dual variables according to the feed-
back information of individual viewers. The opti-
mal rate allocation will be obtained in a certain 
number of iterations. Compared to a centralized 
solver that directly obtains the optimal solution to 
the primal problem at the streaming server, our 
proposed InterSync algorithm is much easier to 
implement in practical systems.

We conducted a simulation to compare Inter-
Sync with a baseline MaxUtility. In MaxUtility, 
the network utility is maximized subject only to 
the bandwidth capacity of the streaming server, 
while the cross-viewer synchronization constraint 
is not considered. The bandwidth capacity of the 
streaming server is 100 Mb/s, and the number of 
viewers is 50. Each viewer’s bandwidth is uniform-
ly distributed between 0.5 and 5 Mb/s, and the 
network delay is uniformly distributed between 50 
and 500 ms. The source encoding rate is 5 Mb/s. 
We vary the end-to-end delay bound d from 50 
to 300 ms.

We report the average and the standard devia-
tion of network utility of both algorithms under dif-
ferent delay bounds, shown in Fig. 4. Since the delay 
bound is not considered in MaxUtility, the obtained 
network utility does not change. The network utility 
obtained by InterSync becomes higher as the delay 

Table 1. Transcoding time to video playback time ratio of different devices while playing live streaming at 
Source quality.

T CPU type 720p* 2.5 Mb/s 720p 2.5 Mb/s 480p 1.2 Mb/s 360p 0.8 Mb/s 240p 0.5 Mb/s

Intel i7-3770 @3.40 GHz x4 33.7% 59.6% 25.0% 17.5% 14.5%

Intel i7-3630QM @2.4 GHz x4 45.5% 58.2% 33.1% 24.7% 19.7%

Intel i5-2400 3.1 GHz x2 53.5% 66.7% 38.4% 27.8% 19.2%

Intel i5-3210M 2.50 GHz x2 90.6% 113% 68.6% 43.1% 34%

Intel i5-4250U 1.3 GHz x2 116.3%} 191.5% 92% 70.8% 51.2%

AMD a10-4600M 2.3 GHz x2 104.3% 143.3% 77.5% 59.4% 48.2%

Intel i3-2310M 2.10 GHz x2 130.0% 155.8% 90.0% 60.3% 44.4%

Intel Core 2 Duo 2.53 GHz x2 86.7% 190.5% 171.1% 112.3% 76.9%

Figure 4. Comparison of network utility. 

100 150 200 250 300
26

28

30

32

34

36

Delay bound (ms)

Ne
tw

or
k 

ut
ilit

y

InterSync
MaxUtility

The optimal rate allo-

cation will be obtained 

in a certain number of 

iterations. Compared 

to a centralized solver 

that directly obtains 

the optimal solution to 

the primal problem at 

the streaming server, 

our proposed InterSync 

algorithm is much 

easier to implement in 

practical systems.

Authorized licensed use limited to: SIMON FRASER UNIVERSITY. Downloaded on March 11,2020 at 05:00:09 UTC from IEEE Xplore.  Restrictions apply. 



IEEE Communications Magazine • April 2017 33

bound increases, since the feasible region of the 
optimization problem (1) also expands with larg-
er delay bound. Although MaxUtility outperforms 
InterSync in terms of network utility, the real-time 
community interaction becomes intolerable. In our 
simulation, the maximum end-to-end delay differ-
ence of MaxUtility ranges from 826.0 to 914.4 ms, 
with an average of 861.4 ms. As evidenced by the 
measurement above, this level of delay difference 
would easily lead to tens of seconds broadcast delay 
among viewers.

concLusIon
In this article, we present a novel fog-based 
transcoding framework to smartly assign qualified 
stable viewers to channels for transcoding assign-
ment in CLS systems. We evaluate our design 
through a PlanetLab-based experiment as well 
as an end-viewer transcoding experiment. Sev-
eral future improvements could be studied for 
our framework. First, it would be interesting to 
see hybridization of the proposed system with 
dedicated cloud servers, to have better stream-
ing performance at low cost. Second, more ded-
icated reward mechanisms can be studied to 
trigger viewers’ incentive of participation. Third, 
the dynamic pattern inside each region can be 
studied in a fine-grained manner, after which we 
can further present strategies for adapting viewer 
qualifying criteria. Moreover, given that the sourc-
es and viewers are shifting to mobile platforms 
(e.g., Facebook Live and Twitter Periscope for 
mobile livecast), effectively using their compu-
tation resources without significantly increasing 
their communication costs and energy consump-
tion becomes a challenge too.
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Given that the sources 

and viewers are shifting 

to mobile platforms 

(e.g., Facebook Live 

and Twitter Periscope 

for mobile livecast), 

effectively using their 

computation resources 

without significantly 

increasing their com-

munication costs and 

energy consumption 

becomes a  

challenge too.
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