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Abstract

Analyses of the human tongue motion as captured from 2D dynamic ultrasound data often requires segmentation of
the mid-sagittal tongue contours. However, semi-automatic extraction of the tongue shape presents practical challenges.
We approach this segmentation problem by proposing a novel higher-order Markov random field energy minimization
framework. For e�cient energy minimization, we propose two novel schemes to sample the solution space e�ciently.
To cope with the unpredictable tongue motion dynamics, we also propose to temporally adapt regularization based on
contextual information. Unlike previous methods, we employ the latest optimization techniques to solve the tracking
problem under one unified framework. Our method was validated on a set of 63 clinical data sequences, which allowed
for comparative analyses with three other competing methods. Experimental results demonstrate that our method
can segment sequences containing over 500 frames with mean accuracy of 3 mm, approaching the accuracy of manual
segmentations created by trained clinical observers.
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1. Introduction

1.1. Background

Analysis of the movement of the human tongue as cap-
tured in ultrasound (US) image sequences provide valuable
information for linguistic and phonetic studies, swallowing
research, as well as the modeling of the dynamic lingual
anatomy (Akgul et al., 1999; Engwall, 2003; Bressmann
et al., 2005). A crucial component to these analyses is
the extraction of tongue contours from US sequences. As
the number of frames of a typical speech recording runs
in the hundreds or thousands, it is both laborious and
di�cult to perform manual segmentation on each frame.
Therefore, techniques for highly-automated segmentation
are urgently needed.

The automatic segmentation of US images and track-
ing of the shapes within them are generally di�cult due
to known problems inherent to US imaging (Noble and
Boukerroui, 2006): (1) low signal-to-noise (SNR) ratio,
(2) high speckle noise corruption, (3) general US arti-
facts, e.g. acoustic shadowing, mirroring, and refraction
(Akgul et al., 1999), and (4) weak inter-frame relation due
to partially decorrelated speckle noise. For segmentation
of tongue US, fidelity of the image data for use in guid-
ing proper segmentation is especially poor. In particular,
structures within the tongue (e.g. tendons and blood ves-
sels) may function as US wave reflectors and prevent the
US waves from reaching the tongue surface. The result
of such a reflection is that parts of the tongue disappear,

rendering contour-extraction via detection of anatomical
landmarks, e.g. the apex of the tongue, nearly impossi-
ble. Disturbances of the US waves induced by surrounding
structures can cause sporadic disappearances of the entire
tongue contour as well as occurrences of bright profiles in
non-tongue regions (Iskarous, 2005; Akgul et al., 1999) (see
examples in Figure 1), further corrupting the reliability of
image features.

Figure 1: Lack of image evidence in some US frames. The posterior
and/or anterior regions of the tongue tend to have weak image ev-
idence for edgeness as highlighted by the red arrows in (a)-(c). In
extreme cases, image evidence (e.g. edgeness) may be missing in
more than half of the image (c). One sequence (no. 16 in S

dense

,
see Section 3) was especially challenging as almost all of its frames
lacked image features, due to an extensive resection of the patient’s
tongue. Four consecutive frames of that is shown in (d)-(g) along
with their reference delineations in dotted red lines.
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Seeing these challenges, we employ a Markov random
field (MRF) energy minimization framework that performs
spatio-temporal segmentation of tongue US within a sin-
gle optimization framework. To model the spatio-temporal
segmentation problem faithfully, we propose higher-order
energy potentials to encode data and regularization penalty
terms. We also contextually adapt the amount of temporal
regularization to account for the abrupt changes in tongue
trajectories. Finally, we extend the “fusion move” opti-
mization approach (Lempitsky et al., 2010) and propose
two solution sampling schemes that allow us to explore
the solution space much more e�ciently than conventional
approaches, e.g. (Boykov et al., 2001).

1.2. Previous works on Analyzing Tongue US

According to a recent survey on US segmentation (No-
ble and Boukerroui, 2006), there exist numerous segmen-
tation approaches for dynamic US sequences (e.g. de-
formable models (Kass et al., 1988; Li et al., 2006; Zhu
et al., 2010), registration-based methods (Nielsen, 2009;
Duan et al., 2006; Leung et al., 2009; Metz et al., 2011),
and tracking algorithms (Abolmaesumi et al., 2000; Ja-
cob et al., 1999; Abolmaesumi and Sirouspour, 2004; Yang
et al., 2008)). However, most of these methods were ap-
plied to cardiac sequences, which allow these methods to
benefit from the cyclic cardiac motions via, for example,
the use of shape and motion models (Yang et al., 2008;
Jacob et al., 1999). Since tongue dynamics as occurring
in normal, daily speech usually consist of intricate “gym-
nastics”, the lack of predetermined regularity renders the
direct application of these methods to dynamic tongue se-
quences challenging. Further, motion artifacts, random
occurrences of bright profiles near the mid-sagittal tongue,
variable illumination along the tongue surface, as well as
frequent disappearances of the tongue contour during many
parts of an image sequence result in especially poor data
fidelity (Iskarous, 2005), rendering methods that rely on
edge features (Leung et al., 2009; Nielsen, 2009) and/or
do not employ temporal information (Li et al., 2006; Duan
et al., 2006) potentially unreliable.

Two approaches to tongue US segmentation are de-
formable models and machine learning methods.

To the best of our knowledge, of all deformable model-
based methods for tongue US, only (Akgul et al., 1999;
Akgul and Kambhamettu, 2003) performed segmentation
spatio-temporally. In these works, the authors minimized
an energy function that encouraged candidate contours to
reside at regions of high image intensity gradients, and
three regularization terms, each of which either penalized
high levels of contour bending, constrained the amount of
contour stretching, or constrained the contour to be sim-
ilar in shape to a user-supplied contour. The deformable
contour model employed is based on two snakes, each of
which separately enforced spatial and temporal regulariza-
tions. Consequently, the same spatio-temporal coordinate
was represented twice, once on each snake. To ensure that
the two snakes converge at similar locations, an interaction

penalty term was added to discourage vertices that corre-
spond to the same spatio-temporal location from moving
far apart. Optimization of each snake was then performed
alternately. Clearly, the fact that two variables were used
to represent one spatio-temporal location and the need of
an additional interaction penalty term per vertex render
this approach very ine�cient when there are a large num-
ber of frames.

Another semi-automatic, snake-based method is the
frequently cited EdgeTrak software (Li et al., 2005). Due
to its public availability and ease of use, EdgeTrak has
become a de facto software for tongue tracking in US se-
quences, as reflected in many publications, e.g. (Aron
et al., 2008; Roussos et al., 2009; McCormick et al., 2008;
Qin et al., 2008; Aubin and Menard, 2006; Frisch, 2010).
EdgeTrak operates by minimizing an energy function that
examines edge gradients, region-based intensities, and con-
tour orientation. However, because it uses a local approach
(the contour of one frame is used to initialize the next),
it tends to lose track of the contour after segmenting a
few frames and manual refinement is usually needed, as
observed in (Roussos et al., 2009; Qin et al., 2008) and in
our experimental results.

In (Li et al., 2006), a level set approach was proposed
where an open segmentation and end points of the open
contour were modelled with two separate level set func-
tions while a statistical prior shape model was used to
govern the boundaries of the segmented contours. How-
ever, level set methods are generally more computationally
intensive since a signed distance function is used to repre-
sent the segmentations, and the distance function must be
updated in each iteration of the optimization. With a large
number of frames per sequence, the extra computation due
to the added dimensionality can be a huge burden.

In recent years, researchers have also begun to make
use of information gathered from other imaging modali-
ties to better cope with the problems of poor data fidelity
in US images. For example, in the snake-based extraction
method of (Aron et al., 2008), data collected from electro-
magnetic sensors were used to construct a spatial prior on
the contour positions. Segmentations were then initialized
in every frame using information derived from the sensors
and the image frames. While their reported results seem
promising, their method required the use of fiducials ac-
quired from an additional signal acquisition (modality) as
well as manual refinement. Their method also relied heav-
ily on the “sophisticated processing of US images” (Aron
et al., 2008) to enhance edge information.

In the method of (Roussos et al., 2009), which was
based on active appearance models (Timothy F. Cootes,
2001), data from X-ray videos were used to construct a
motion model for tongue contour tracking while an ex-
pert’s manual annotations of image frames were used to
build a texture model. According to their experimental
results, their approach was more accurate than methods
of (Li et al., 2005; Aron et al., 2008). However, the acqui-
sition of X-ray images may not normally be an option in

2



clinical practice, rendering this approach less practical.
Under learning-based approaches, a set of man-

ual delineations is used to train a function that predicts
tongue segmentations from a set of extracted features. For
example, (Qin et al., 2008) proposed a semi-automatic
method that used a trained radial basis function network
to nonlinearly map input landmark locations to a con-
tour estimate. Parameters of a spline interpolation were
then optimized via minimization of reconstruction errors,
which were learned from a set of reference delineations. In
(Fasel and Berry, 2010), the use of deep belief networks
for tongue-contour extraction was introduced. Using both
annotations and raw image frames, their belief networks
were trained to produce a binary mask that estimated the
contour location given the US frames.

1.3. Our contributions

In contrast to previous methods that require refinement
procedures (Akgul et al., 1999; Akgul and Kambhamettu,
2003; Li et al., 2005) or multiple modalities and/or train-
ing data (Qin et al., 2008; Fasel and Berry, 2010; Aron
et al., 2008; Roussos et al., 2009), our method only requires
an input of 3-5 points (e.g. mouse clicks) to construct a
template contour, which is then used to generate dense
segmentations for all frames in the input sequence that
may contain hundreds of frames. Unlike (Li et al., 2006;
Aron et al., 2008; Qin et al., 2008; Fasel and Berry, 2010)
that either segmented each image frame independently, or
initialized segmentation of each frame with the segmenta-
tion result of the previous frame (Li et al., 2005; Roussos
et al., 2009; Akgul et al., 1999), we explicitly make use of
temporal information by performing segmentation spatio-
temporally and, to address the problem with the sporadic
disappearances of the tongues in the sequences, we adapt
temporal regularization based on a measure that estimates
inter-frame consistency. Lastly, as our framework encodes
the entire spatio-temporal segmentation problem within a
single graph, we do not require interaction penalty terms
nor alternate optimization procedures like those proposed
in (Akgul et al., 1999; Akgul and Kambhamettu, 2003).

We note that our framework is closest to the work of
Friedland and Adam (Friedland and Adam, 1989), which,
according to (Noble and Boukerroui, 2006), is the first to
formulate segmentation of image sequences with spatio-
temporal regularization as an energy minimization prob-
lem. However, their method assumed that the shape of the
target object is elliptical and thus operated by optimizing a
set of 1-dimensional (1-D) radii values, each of which gives
a distance of a point on the detected target boundary to
a pre-detected centroid. In contrast, we do not require
such assumptions on object shape, which is inappropriate
for tongue contours. Instead, we give more flexibility to
how tongue contours can deform by modelling contour de-
formations with a set of displacement vectors. We also
model the data likelihood with higher-order MRF energies
to describe the segmentation problem. As we will empir-
ically demonstrate in Section 3, the use of a higher-order

MRF attains much higher accuracy than that achieved by
a first-order variant. Additionally, to explore the solution
space e�ciently, we propose two solution sampling schemes
and extend the “fusion move” approach (Lempitsky et al.,
2010) to assign labels to a group of vertices simultaneously.
As a result, rather than examining just two displacement
vectors per iteration, e.g. as done in (Boykov et al., 2001),
we now examine two configurations of contour deforma-
tions per iteration, thereby reducing computation tremen-
dously.

In summary, our contributions in this paper are three-
fold:

1. We develop a novel higher-order MRF model for
spatio-temporal segmentation in dynamic tongue US.
Adding to our preliminary work (Tang and Hamarneh,
2010), we (a) introduce and examine the e↵ective-
ness of a set of higher-order data likelihood terms
to capture image evidence for more reliable contour-
tracking, (b) propose two schemes to sample the so-
lution space, (c) extend the fusion move strategy
(Lempitsky et al., 2010) to optimize our energy func-
tion more e�ciently, and (d) tune temporal regular-
ization weights adaptively by examining contextual
information available in the image frames to deal
with sudden changes in tongue trajectories.

2. In evaluating our method, we used a much larger
dataset than those used in our preliminary work (Tang
and Hamarneh, 2010) and performed extensive eval-
uations, including comparative analyses with three
existing methods (Li et al., 2005; Glocker et al., 2008;
Metz et al., 2011). As we will present later, our
method can segment US sequences of more than 500
frames at one time and achieved an average accuracy
within 3 mm to reference delineations, which com-
pares favourably to a competing method (Li et al.,
2005).

3. For the best reproducibility of our method and to
contribute to the tongue US analysis community, we
have made our method available to the public at
http://tonguetrack.cs.sfu.ca, along with a report of
values of all parameters used in our experiments and
a set of guidelines for parameter-tuning in Section
2.8.

2. Methods

2.1. Overview

Let there be an image sequence I1:T (where super-
scripts denote frame numbers 1 to T ) and a set of three
to five user-provided points (i.e. x- and y- coordinates)
chosen near the tongue boundary in the first frame. Our
method begins by fitting a polynomial curve of third or-
der to the user-provided points in a least squares sense to
construct a template contour x1. We represent this con-
tour with a vector of spatial coordinates of length N , i.e.
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Table 1: Notations used in this paper.
x

1 Contour at frame 1
x

t

i

i-th contour vertex in frame t
I

1:T An image sequence of T frames
N Number of contour vertices of x1

d

t

i

Displacement label assigned to x

t

i

D Displacement field mapping all contours to x

1

D

0
Label field of 1D o↵sets (in Section 3.3.4)

k Optimization iteration number
L

k k-th candidate label fields
L,L

c

Label set of candidate solutions
n Unit normal vector
�, V Local phase and local phase orientation vector

I  t I  t+1

y
                  x
                  t

xi

e

0
xit

di
t+1

et

xi-1t

Figure 2: Schematic view of our approach. The x- and y- axes rep-
resent the spatial domain; the t-axis represents the time domain.
Shown are two frames I1 and It+1 of an image sequence. See Table
1 for notations.

x1 =
�

x1
1, · · · ,x1

N

 

, where x1
i

denotes the spatial coor-
dinates of the i-th vertex of x1 (see Table 1 for a list of
important notations). Our goal is to find a contour xt

that segments the tongue shape in each frame t. We shall
reach this objective via a graph-labelling approach where
we represent the spatial coordinates of all segmentations
with a graph and seek to label each node in the graph
with a displacement vector dt

i

(graph construction will be
given in Section 2.2). Prior to solving the labelling prob-
lem, xt is initialized as x1 for all frames. Upon the com-
pletion of our algorithm, the spatial coordinates of xt

i

is
calculated as xt

i

+dt

i

. The optimality of each label assign-
ment is computed as the weighted sum of data-driven and
regularization penalties, where the former type attracts a
segmentation to the desired image features in each frame
and the latter penalizes excessive bending in the estimated
contours. To cope with weak or absent image features, we
impose temporal regularization to ensure that contours of
consecutive frames be similar, thereby improving the ill-
posedness of the problem. With a graph-based approach,
these penalties are encoded in a MRF energy where energy
potentials either capture image evidence (Section 3.1), or
regularizations (Section 2.4). A schematic view of our
method is presented in Figure 2.

2.2. Graph construction

For our task of delineating the tongue contour in 2D
image frames, we construct a 2D graph G(V, E), where
each vertex in V represents the coordinates of a contour
point xt

i

= (x, y). The set of graph edges E has a topol-
ogy of a 2D grid where vertices along row t represent a
segmentation for frame t, and edges along each column
represent correspondence between two points in consecu-
tive frames, e.g. (xt

i

, xt+1
i

). For brevity, we denote the
column (temporal) edges as et 2 ET and row (spatial)
edges as es 2 ES such that ET

S

ES = E . Each edge es

represents intra-frame connectivity between two contour
vertices and is used to regularize the assigned displace-
ments of neighbouring contour vertices within each frame.
Conversely, each edge et represents inter-frame connectiv-
ity and is used to ensure that the assigned displacement
vectors of two temporal neighbours are coherent. We em-
phasize that the displacements dt cannot be relative to the
segmentation of the previous frame because xt�1 is also
part of the sought solution; thus, we make them relative
to the initial contour x1.

As we mentioned in Section 1, one may employ an arc-
length representation to describe the set of contour seg-
mentations and search instead for a set of 1-D radii values.
This would allow for a convex energy minimization prob-
lem. However, our parameterization approach, despite its
increased complexity, o↵ers more flexibility in adapting
the contour segmentation to model complex tongue defor-
mations, and allows for definitions of data and regular-
ization penalty terms that are more faithful in modelling
our tongue tracking problem. As demonstrated in (McIn-
tosh and Hamarneh, 2011), by trading this ease of “op-
timizablity” for a model that has “higher flexibility and
fidelity”, one can significantly improve segmentation accu-
racy over those obtained with a convex but simpler energy
form. Consequently, as we will illustrate later in Section
3.3.4, our higher-order energy formulation can achieve re-
sults that are superior to those formulated with an arc-
length representation.

2.3. Data penalties

Image intensity gradients and phase information are
two of the most commonly used features for calculating
edge-evidence in ultrasound image segmentation (Noble
and Boukerroui, 2006). In this work, five definitions and
corresponding implementations of data likelihood were ex-
plored, each of which is defined based on one of these
two types of information1. The e↵ectiveness of these data
terms for US tongue segmentation is reported later in Sec-
tion 3. Prior to calculation of the data penalties, the in-
tensity range of all image frames was scaled to [0, 1].

1We did not examine textural features, e.g. (Noble and Bouk-
erroui, 2006; Xie et al., 2005), in this work because use of these
features would require additional training procedures (e.g. to learn
the appearance model of the tongue contours).
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2.3.1. Intensity-based

A data penalty that is based on gradient is designed to
attract contour vertices to locations with high image inten-
sity gradient. A unary MRF energy potential representing
this penalty can be implemented as:

E
grad

(dt

i

;xt

i

) = exp

✓

1

|rIt(xt

i

+ dt

i

)|

◆

(1)

where dt

i

is the assigned displacement vector for xt

i

. This
energy, in the form of a unary potential, gives a high
penalty value if the assigned displacement dt

i

displaces xt

i

to locations of low image intensity gradients in It, thereby
encouraging segmentations to reside at image edges.

A data penalty that is purely based on image intensity
gradients, however, is highly sensitive to (speckle) noise.
Accordingly, based on the work of (Roussos et al., 2009) for
tongue contour extraction in US images, we propose a data
penalty term that analyzes the 1-D radial intensity profiles
(RP) extracted along the direction normal to the candidate
contour. Based on empirical experiments, we found that
the shapes of the intensity radial profiles extracted along
a set of manual delineations can be well-correlated to the
shape of a Gaussian kernel2. We thus propose a second-
order3 energy term that examines the correlation between
the shape of the radial profile and a Gaussian kernel. The
energy term yields a low penalty value when the estimated
correlation is high:

E
RP

(dt

i

,dt

j

,dt

k

;xt

i

,xt

j

,xt

k

, It) =
1

R

P

r=�R

G
�

(r)It(xt

j

+ dt

j

+ rnt

j

)

(2)
where nt

j

is the unit vector normal to the deformed seg-
ment (i.e. nt

j

= (xt

i

� xt

k

)/|xt

i

� xt

k

|), r is an integer o↵set
from the center of the profile, 2R is the length of the pro-
file, and G

�

is a Gaussian kernel with scale � and zero
mean (choice of parameter values will be discussed in Sec-
tion 2.8).

In (Li et al., 2005), the “band energy” data term was
proposed to measure the mean intensity di↵erence between

2We measured correlation coe�cients between the shapes of the
radial profiles at a set of manual delineations (y) and the shapes
of Gaussian kernels and found that the correlation was generally
> 0.7 while those extracted at a distance (> 4 mm) away from y

were < 0.6. Although the shape of the intensity profile generally
varied throughout the image, and depending on the angle between
the tongue surface and the ultrasound beam, we found that (2) per-
formed well (as Section 3 reports) probably due to its ability to
di↵erentiate tongue and non-tongue image edges. We also measured
correlation coe�cients between the shapes of the radial profiles at
y and the shapes of some Gumbel kernels (Booth and Li, 2007).
However, we found that the measured correlation coe�cients were
sensitive to the parameter ranges we tried.

3MRF energy terms that are functions of two or less variables are
known as first-order (order is defined as the number of the vertices in
the maximum clique subtracted by one (Ishikawa, 2011)); functions
of more than two variables are thus referred to as higher-order.

the top and bottom sides of the tongue contour. It was
motivated by the observation that two relatively homoge-
neous narrow bands of dark and bright intensities tend to
reside along the tongue contour. We therefore also exam-
ined the following term:

E
band

(dt

i

,dt

j

,dt

k

;xt

i

,xt

j

,xt

k

, It) =
�

�

�

�

0
P

r=�R

It(xt

j

+ dt

j

+ rnt

j

)�
R

P

r=0
It(xt

j

+ dt

j

+ rnt

j

)

�

�

�

�

(3)

2.3.2. Local phase

Figure 3: Local phase � and orientation V . Left column: Two ex-
ample US frames with corresponding reference delineations shown in
green; subregions of interest are outlined in yellow. Middle: Corre-
sponding local phase features. Right : subregion of local phase with
computed orientation vectors, i.e. V (x), overlaid (shown as blue
arrows).

Following (Belaid et al., 2011), we construct data terms
based on two phase features: local phase � and local ori-
entation vector V of each US frame (see 3). Both of these
features are insensitive to image contrast and other image
properties (Felsberg and Sommer, 2001; Kovesi, 1999; No-
ble and Boukerroui, 2006). The local phase, in particular,
is a popular local descriptor as it can describe a location’s
relative amounts of symmetric and anti-symmetric struc-
tures (e.g. location being on a ridge, an edge or a trough,
etc.). Local phase was shown to be useful for the detec-
tion of left ventricle boundaries in echocardiographs (Be-
laid et al., 2011; Noble and Boukerroui, 2006) as well as
for bone segmentation and fracture detection in US images
(Hacihaliloglu et al., 2008).

As presented in (Kovesi 1999; Rajpoot et al., 2009),
the local phase of I can be computed as:

�(I) = arctan

✓

I ⇤Re(F�1(H(!,'))

I ⇤ Im(F�1(H(!,'))

◆

(4)

where F�1 denotes the inverse Fourier transform and H is
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a 2D extension of a 1D log-Gabor filter, which is given as

H(!,') = exp

 

�
log( !

!0
)2

2 log( k

!0
)2

+
('� '0)2

2�2
'

!

, (5)

and !0 is the central frequency, k is a scale of the band-
width of H while '0 and �2

'

are the orientation and spread
of H. The local phase vector V of It is computed as:

V (x, I) = [I(x)⇤Re(F�1(H(!,')), I(x)⇤Im(F�1(H(!,'))]
(6)

We extracted these features using an adapted implementa-
tion of (Kovesi, 2012) and its default parameters. Example
phase features are shown in Figure 3.

The first phase-encoded data penalty we explored is
similar to (3); it examines image properties within the
bands on the top and the bottom of the candidate segmen-
tations in �t (the local phase of frame t) and is calculated
as:

E
��band

(dt

i

,dt

j

,dt

k

;xt

i

,xt

j

,xt

k

, It) =
�

�

�

�

0
P

r=�R

�t(xt

j

+ dt

j

+ rnt

j

)�
R

P

r=0
�t(xt

j

+ dt

j

+ rnt

j

)

�

�

�

�

.(7)

Following (Belaid et al., 2011), the second phase-based
penalty that we have examined maximizes the dot prod-
uct between the normal of the candidate contour and the
vector of the local orientation, i.e.:

E
orient

(dt

i

,dt

j

,dt

k

;xt

i

,xt

j

,xt

k

, It) =
⌦

nt

j

, V t(xt

j

+ dt

j

)
↵

.
(8)

2.4. Regularization energy terms

Following (Friedland and Adam, 1989; Akgul et al.,
1999; Li et al., 2005), we employ two spatial regulariza-
tion terms to impose smoothness on each segmentation.
The first penalizes the amount of bending (Akgul et al.,
1999; Li et al., 2005) incurred at each contour vertex and is
computed for every three displaced neighbouring vertices
as:

E
spatial

(dt

i

,dt

j

,dt

k

;xt

i

,xt

j

,xt

k

) = 1� u
ij

· u
jk

|u
ij

||u
jk

| (9)

where u
ij

= (xt

j

+ dt

j

) � (xt

i

+ dt

i

) and u
jk

is similarly
defined.

The second discourages the segmentation from shrink-
ing by constraining the distances between consecutive con-
tour vertices, i.e.:

E
length

(dt

i

,dt

j

;xt

i

,xt

j

) = |⇢�
�

�(xt

i

+ dt

i

)� (xt

j

+ dt

j

)
�

� |
(10)

where ⇢ is the mean distance between contour vertices on
x1.

Lastly, we impose temporal constraints (Noble and Bouk-
erroui, 2006) over each pair of two consecutive frames with:

E
temporal

(dt

i

,dt+1
i

;xt

i

,xt+1
i

) =
�

�dt

i

� dt+1
i

�

� , (11)

which measures the L2-norm between two displacement
labels that have been assigned to temporal neighbours xt

i

and xt+1
i

.

2.5. Overall MRF energy

Recall D is the set of displacement vectors assigned
to the entire graph. The overall energy incorporating the
above energy terms that describes the optimal set of con-
tour segmentations implied by D is defined as:

E(D) =
X

x

t

i

,x

t

j

,x

t

k

2V

↵ E
data

(·)

+
X

(xt

i

,x

t+1
i

)2ET

� E
temporal

(dt

i

,dt+1
i

;xt

i

,xt+1
i

)

+
X

(xt

i

,x

t

j

,x

t

k

)2ES

� E
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(12)

where E
data

(·) is one of the data terms defined in (1)-
(3),(7), (8), and ↵, �, �, ⌘ are weights for the respective
energy terms.

As we highlighted earlier, simpler forms of (12) may be
derived by representing segmentations using an arc-length
parameterization and computing normals by projecting a
vector from a chosen “centroid” point, as done in (Fried-
land and Adam, 1989), or by projecting from the template
contour x1 (illustration will be shown in Figure 12 in sec-
tion Section 3.3.4). However, as we will show empirically
in Section 3.3.4, this simpler approach tends to give results
that are inferior to those obtained from the minimization
of (12), even when both formulations operated with the
same number of labels. This is because although a simpler
formulation will result in energy functions that are easier
to minimize, the resulting energy function is not as faithful
to the intricate details of the problem and hence results in
lower accuracy, thereby sacrificing accuracy for the sake of
simplicity (McIntosh and Hamarneh, 2011).

2.6. Adaptive temporal regularization

To account for sudden decreases in inter-frame consis-
tency (IFC) due to rapid tongue motions, we propose to
introduce a time-dependent weight function W to vary the
amount of temporal regularization according to a measure
that estimates IFCs. Following (Revell et al., 2004), we
examine the normalized cross correlation (NCC) and the
speckle matching measure (SMM) between image intensi-
ties (in the region of interest) in frames It and It+1. In
particular, the SMM (Cohen and Dinstein 2003) was de-
signed to measure image similarity in regions of increased
speckle noise; it takes into account the fact that ultrasound
images were pre-processed with log-compression and are
partially corrupted by Rayleigh noise. Prior to calculating
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SMM, images in each sequence were first normalized to
zero mean and unit variance, to adjust for the di↵erences
in time and lateral gain compensations (Garbi, 2012) in-
curred in di↵erent frames (Boukerrouiet al, 2003). Then,
SMM is computed as:

SMM(It, It+1) =
X

j2⌦

(It � It+1)� log(e2(I
t�I

t+1) + 1)

(13)
where ⌦ is the region of interest in the image domain.

In integrating information provided by NCC and SMM,
we sought a function that accounts for both NCC and
SMM, i.e. one that produces low IFCs when both measures
are zero, and produces high IFCs when both measures are
large. Multiplication of NCC and SMM achieves this:

IFC(It, It+1) =
1

1
NCC(It, It+1)SMM(It, It+1) (14)

where 1 normalizes IFC to [0, 1] with respect to all IFC
values calculated from a sequence.

With IFC quantified, we next explored several options
to map IFC to a weight functionW that would implement
adaptive temporal regularization; i.e. W (·,�)⇥ E

temporal

in place of �E
temporal

. Based on empirical experiments
and results from (Tang et al., 2010) that similarly exam-
ined adaptive regularization for the problem of image reg-
istration, we propose applying a logistic function on IFC:

W (t, t+ 1,�) =
1

2 + e100(�IFC(It

,I

t+1))
+ � (15)

where  is computed as the mean plus one standard de-
viation of all IFC values in a sequence. Essentially, W
decreases temporal regularization by approximately 0.5�
when the IFC roughly drops below one standard deviation
below the mean IFC.

We realize other forms may potentially give better re-
sults those were reported in this paper, but finding this
ideal function would require additional training procedures
(e.g. learn a function that maximizes the correlation be-
tween changes in tongue trajectories and the measured
IFCs), which is beyond the scope of the current paper.
In Section 3.3.1, we will illustrate the benefits of using
W as defined in (15), especially in cases where temporal
discontinuities occurred frequently.

2.7. Optimization via higher-order clique reduction and fu-
sion moves

In finding the optimal D, we employ the higher-order
clique reduction (HOCR) technique (Ishikawa, 2011) to
transform (11) into a first-order form so that it can be e�-
ciently minimized by any discrete optimization algorithm,
once a set of admissible solutions L is chosen (to be dis-
cussed shortly).

Two popular discrete optimization methods are the
alpha-beta swap or alpha-expansion algorithms (Boykov

et al., 2001). We will briefly review the latter algorithm in
the context of our problem. At iteration k, this algorithm
iteratively improves an intermediate solution Dk by com-
paring Dk with a constant label field Lk that represents
a particular displacement vector. This process is repeated
for every element in L, one label (displacement vector) per
iteration. Improvement of Dk is made by finding a binary
label field B 2 BN⇥T that defines a set of changes (known
as the “moves”) to be made to Dk, i.e.:

Dk+1(i, t) :=

(

Dk(i, t) if B(i, t) = 0,

Lk(i, t) if B(i, t) = 1,
(16)

which, in words, leaves the current solution of xt

i

unchanged
if B(i, t) = 0 or adopts Lk if B(i, t) = 1. The binary label
shall minimize E(B) = E(Dk � Lk), which is the multi-
label energy of E after updatingDk with the move induced
by B. When the binary labelling problem is submodu-
lar4, it can be solved globally and in polynomial time by
graph cuts. By traversing L in some order and repeating
this process over several cycles, E(Dk) is approximately
minimized. The alpha-expansion algorithm has guarantees
on how close E(Dk) is to the global minimum (Ishikawa,
2011). Note, however, that each Lk must be constant in
order to ensure submodularity of the binary energy. This
means that exploring a large search space densely is very
ine�cient as |L| becomes large, and completing just one
cycle requires |L| iterations!

An arguably better alternative to the aforementioned
algorithms is Quadratic Pseudo Boolean Optimization (QPBO)
(Kolmogorov and Rother, 2007) because this algorithm
does not impose a submodularity requirement on E, so Lk

can be multi-valued (i.e. it may vary across i and t). To
illustrate the e↵ectiveness of examining multi-valued la-
bellings per iteration, consider the following 1-D example.
Let N = 6 and the optimal solution for xt be:

dt

⇤
= [�4,�2, 0, 2, 3, 4]

To reach dt

⇤
, one possible uniform discretization of R is

{�4,�3,�2,�1, 0, 1, 2, 3, 4} (assuming that the maximum
displacement in xt, i.e. 4, is known a priori). Hence, a pos-
sible label set is L = {�4v,�3v,�2v,�1v, 0v, 1v, 2v, 3v, 4v},
where v = [1 1 1 1 1 1]. Without any other prior knowl-
edge, we must traverse the entire L in the given order, e.g.:

Lk+1 := [�4,�4,�4,�4,�4,�4],
Lk+2 := [�3,�3,�3,�3,�3,�3],
...
or we would not obtain dt

⇤
if we were to terminate too

early (even if we could use the optimal order, we must still
traverse six of the elements in L that are also present in
dt

⇤
).
However, suppose there is a better sampling scheme

that generates multi-valued Lk, e.g.:

4A first-order binary function e : B2 7! R is submodular if e(0, 0)+
e(1, 1)  e(0, 1) + e(1, 0) (Boykov et al. 2001).
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L2 = {[�4,�2, 0,�2,�4,�6], [�1, 0, 1, 2, 3, 4]},

in which case, it would only take 2 iterations to traverse L2

entirely while still being able to reach a solution equal to
dt

⇤
, i.e. if the solution is initialized as D1 = L1, then one

can reach dt

⇤
via the binary labelling B = [0, 0, 0, 1, 1, 1]

(i.e. B maintains the labels of L1 for nodes 1, 2, and 3,
but adopts the labels of L2 for nodes 4, 5, and 6).

Clearly, two key elements to such computational sav-
ings are: 1) the occurrence of the proper fusions and 2) the
generation scheme for the label set that contains the most
plausible solutions. The first element is governed by our
objective function (11). For the second element, we exploit
the fact that dt

i

are spatially correlated (two neighbouring
vertices tend to move coherently) and propose two schemes
to sample the space of most plausible curve deformations
so that each Lk would describe a set of curve deformations,
rather than just a single displacement vector, as normally
required by alpha-expansion.

In the first proposed scheme, we generate contour de-
formations by displacing a subset of contour vertices on the
template x1 and use B-spline transforms to determine the
displacement vectors for the remaining contour vertices.
The displacements of each of the n

points

< N contour
vertices are determined by sampling the R2 space in po-
lar coordinates and each is limited to a distance of R

max

.
The set of displacements for a particular contour deforma-
tion thus constitutes one element in L and is examined as
a whole in each iteration. Figure 4 illustrates a possible
fusion move between two proposed labellings. From this
example, we can see that it is possible to model complex
deformations using only two proposed labellings, while it
would require j = n

points

unique displacement vectors if
we follow the conventional approach of using one indepen-
dent label per vertex.

Figure 4: Fusion moves enable e�cient curve evolutions. A template
contour x

1 (in thick line) and its deformed version (dotted) as a
result of (a) the i-th and (b) j-th proposed labelling. (c) An example
move fusing the 2 proposals. Clearly, it is not possible to map x

1

to the deformed contour (in dotted lines) using only constant-valued
labellings but is possible when fusing multi-valued ones like proposals
i and j.

To model more complex deformations than those com-
puted based on B-spline interpolations, we also propose
an alternative label generation scheme that applies a har-
monic function (Lu, 2004) on the coordinate of each point
x1
i

and computes a displacement vector d for di↵erent val-
ues of b and m:

d = x� (1 + b · cos(m · arctan(x1/x2)))x (17)

where x1 and x2 are the components of each 2D coordi-
nate; m 2 Z specifies the complexity of the deformations,

Figure 5: A subset of a proposed label set generated with harmonic
deformations (17). Each subfigure shows one proposed labelling l 2
L.

and b 2 R specifies the magnitude of the deformations.
Figure 5 presents a subset of a label set generated via the
above harmonic function.

For brevity, we shall denote the aforementioned label
generation schemes as uniform, B-spline, and harmonic.
The representativeness and e↵ectiveness of each scheme
for our segmentation method will be reported in Section
3.

To facilitate reproducibility of our results, we outline
the parameters involved and their values employed in this
study in Table 2. Note that R

max

essentially is the max-
imum allowable displacement, which also determines L
(size of the label set). This applies in all schemes. Ro-
bustness to these sampling parameters will be explored in
Section 3.3.3.

One caveat about optimization with QBPO is that it
may produce a partial labelling (i.e. not all nodes in the
graph are labelled), in which case, one may apply either
an “improve” or “probe” operation on the partial labelling
(Kolmogorov and Rother, 2007). The improve operation
takes an input labelling z and tries to lower the current
energy by fixing a subset of the labelled nodes to the la-
bels specified by z and running QPBO on the remaining
nodes. On the other hand, the probe operation simply
sets the unlabelled nodes with a default labelling prior to
rerunning QPBO. In this work, we employ the improve
operation to refine the current partial labelling, as it was
shown to be more e�cient than the probe operation (Kol-
mogorov and Rother, 2007). Our experiments generally
showed that only less than 0.2% of all nodes were unla-
belled after each iteration (prior to the use of the improve
operation), regardless of T (number of frames), so the im-
pact of the unlabelled nodes was minimal.

2.8. Parameter-tuning

All parameters presented in the paper may be classified
into two groups:

1. Those that can be set based on our prior knowledge
of the problem; and

2. Those that can be further optimized via parameter
learning procedures (Blake and Isard, 1998; Chen
and Sun, 2000; Iakovidis et al., 2007; Bocchi and
Rogai, 2011) that employ a set of reference delin-
eations.
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Table 2 shows the default values that we have used
for all involved parameters. For better reproducibility of
our experiments and the interests of future users, this ta-
ble also provides guidelines for fine-tuning these parame-
ters and highlights the ones that can be optimized (second
group).

2.9. Algorithm Summary

Template construction. Obtain > 3 user-provided
points that are located close to the tongue in the frame
where segmentation starts. Calculate a template contour
x1 by fitting a polynomial curve to the input points in a
least squares sense.

Label set generation. Discretize the solution space
to form the label set L for evaluation in (12). Note that L
should contain the expected set of deformations.

Optimization. Iteratively minimize (12) by compar-
ing the current labelling with a candidate in L in each it-
eration. Repeat the optimization procedure until the over-
all change in D drops below a user-provided convergence
threshold (typically 2 mm is su�cient).

3. Experiments and Validation Results

We begin this section by introducing details of S
dense

and S
sparse

, the two datasets used for evaluation in this
study. Then, in Section 3.2, evaluation measures are de-
scribed. Using subsequences in S

dense

, Section 3.3 will
present various experiments and their results relating to
the following: validity of the di↵erent terms in our pro-
posed higher-order energy (12); e↵ects of using adaptive
temporal regularization and di↵erent label generation schemes
for optimization of our energy, and comparison of (12)
to an alternative convex-formulation of (12). Section 3.4
will show results that compare our method to a de facto
method (EdgeTrak) and two baseline methods proposed in
the literature. Finally, Section 3.5 will present an evalua-
tion of our overall framework using all sequences in both
S
dense

and S
sparse

3.1. Data acquisition and reference delineations

Two existing datasets with reference delineations were
collected retrospectively. The first set, S

dense

, consisted of
23 US sequences was acquired in the study of (Rastadmehr
et al., 2008), which aimed to document the impact of a lat-
eral tongue resection on the speed of tongue movement in
patients before and after a partial lingual resection. Each
sequence in this set was captured while a participant read
out four sentences that are similar to those found in daily
speech. Due to variable reading speeds, sequences were
329-545 frames in length (mean of 404 ± 55 frames). All
frames in all sequences were manually segmented by an
expert observer.

The second dataset, S
sparse

, contained 38 sequences
acquired in the study of (Herold et al., 2010) in which

the authors analyzed the impact of partial glossectomies
on the height of tongue movement. During the recording
session, the participants repeated consonants such as /t/,
/k/ etc. in a vowel-consonant-vowel (VCV) context with
/a/ as the embedding vowel, e.g. /aka/, /ata/. For each
VCV sequence, frames were segmented during the steady-
state phase of the first vowel, at the peak lingual excursion
for the target consonant, and during the steady state phase
of the closing vowel.

The same ultrasound machine was used in both studies;
it was equipped with a E72 6.5MHz micro-convex phased-
array transducer with a 114 degree view angle, which pro-
vided an optimal balance between tissue penetration depth
and image clarity. The tongue movement of each partici-
pant was recorded using the protocol described in (Rastad-
mehr et al., 2008). The video output from the US scanner
was digitized to a video camera with a capture rate of 30
frames per second at a resolution of 240⇥ 320 pixels. Af-
ter image calibration, each pixel was scaled to a size of
0.48 ⇥ 0.48 mm2. As the studies in (Rastadmehr et al.
2008; Herold et al., 2010) were only interested in tracing
the tissue-air boundary, high-resolution imaging was un-
necessary.

Figure 6: Remarks on the manual delineations. Due to the thick
width of the hand-tracing tool in Ultra-CATS, the manual delin-
eations may appear shifted at times. Shown are the screenshots of a
manual segmentation viewed in Ultra-CATS (a) and MATLAB (b),
in which the shift is most apparent (notably in the central region
of the contour). Reference delineations may also extend beyond the
region of interest; (c) and (d) are two examples.

For each set, segmentation was done by hand-tracing
the tongue contour on each image frame of interest us-
ing the Ultrasonographic Contour Analyzer for Tongue
Surfaces software (Ultra-CATS) (Bressmann et al., 2005).
Note that because the width of the digital pen of the
contour-tracing tool in Ultra-CATS was 1-2 pixels (0.48-
0.96 mm), some delineated contours may be o↵ at times.
Figure 6 demonstrates such translational shifts.

Due to the nature of the collected data, segmentation of
S
dense

was more challenging than segmentation of S
sparse

because there exists much larger variability in tongue mo-
tion when reading the 4-sentence passage, as opposed to
the articulation of VCV sequences. We therefore per-
formed most of our empirical experiments on S

dense

, which
allowed us to examine di↵erent aspects of our method pre-
cisely.

The operator who performed the manual segmenta-
tions of S

dense

was the first author of (Rastadmehr et al.,
2008), a graduate student (Master of Science) in speech-
language pathology with experience in assessing and trac-
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ing B-mode ultrasound images of the tongue. To further
assess the accuracy of these manual delineations, our first
author later performed segmentation on a subset5 of this
dataset, i.e. 10 frames in ten sequences of S

dense

. Both
operators’ intra-operator variabilities were assessed by re-
peating the extraction session on a segment of a sequence
that involved 100 US frames a few days after the first ses-
sions. Inter-observer variability was measured by com-
paring the manual tracings between the observers. As
the inter-operator variability was within 2 mm (see Table
3), we believe that the manual tracings S

dense

are largely
valid.

Table 3: Intra-operator variability of operator 1 (Rastadmehr) and
operator 2 (Tang) are shown in the first two columns. The last
column reports the inter-operator variability.

Observer 1 Observer 2 Inter-obs. Var.
0.77 ± 0.69 mm 1.55 ± 0.47 mm 2.04 ± 0.90 mm

3.2. Evaluation measures

For each segmented frame, we computed the Euclidean
distance between each contour point on the expert delin-
eation to the closest point on the obtained segmentation
and calculated the mean, the 90-th percentile, and the
maximum of all distances. We referred to these distances
as MED, 90-th percentile, and maximum error. Note that
several works, e.g. (Qin et al., 2010), simply reported
MED. However, preliminary analysis of our experiments’
results show that MED does not correlate well with Haus-
dor↵ distance. Conversely, the Hausdor↵ distance (and the
maximum distance) unsuitable because the extreme ends
of the reference delineations may extend beyond the region
of interest, or to regions where image evidence is weak or
lacking (examples in Figure 1) such that the end parts
of the corresponding contour cannot be well-defined. We
thus included the 90-th percentile error in our evaluation.

3.3. Analyses of proposed method

3.3.1. Validity of regularization terms

We first validated (12) by examining the e↵ects of dif-
ferent penalty terms on the obtained solutions by running
our algorithm on the first 200 frames of all 23 sequences
in S

dense

. For this experiment, we used (1) as the data
likelihood term in (12) and the uniform sampling scheme
for label set generation with a fine sampling rate (related
parameters are listed in Table 2), and optimized (12) using
default parameters (Table 2). Figure 7 presents qualita-
tive and quantitative results generated when the amounts
of spatial and temporal regularization were varied. Evi-
dently, when low spatial regularization was enforced, the

5This is because we could not retrieve the sequence number used
for measuring Rastadmehr’s intra-operator variability.

Figure 7: Validity of the regularization terms. Segmentations of two
consecutive frames (frame number and mean errors are shown at the
top- left and right, respectively). Contours obtained by our method
are shown in magenta; reference delineations are shown in yellow.
The left column (a-c) depicts the e↵ect of decreasing the amount of
spatial regularization in our method; � is varied with fixed ↵ = 0.8,
� = 0.2, and ⌘ = 0.2: (a) � = 0.8, (b) � = 0.2, (c) � = 0.1. Note
that the smoothness of the contour is ensured in (a), but not in (b)
and (c), as shown with red arrows, due to insu�cient regularization.
The right column (d-f) shows the e↵ect of increasing the amount of
temporal regularization with ↵ = 0.8, � = 0.4, and ⌘ = 0.2: (d) � =
0.1, (e) � = 0.6, (f) � = 1. Because of higher temporal regularization,
the di↵erence between the two inter-frame segmentations in (e) or (f)
is less pronounced than those in (d). (a) and (e) reflect the optimality
of the respective parameters. Changing the regularization weights
improved the results, underlining the usefulness of the regularizations
terms.

obtained segmentations were more irregular. Similarly, the
higher the temporal regularization, the smoother the con-
tour evolution was over time and so the obtained segmen-
tations in consecutive frames were more alike than those
obtained with low temporal regularization.

3.3.2. E↵ects of adaptive temporal regularization

We next examined the e↵ect of employing adaptive
temporal regularization (ATR) using the same experimen-
tal setup as described in Section 3.3.1 (e.g. same energy
terms, label set, and parameters). As shown in Figure 8a,
of the 10 sequences where statistically significant di↵er-
ences were observed between the 90-th percentile errors at
95% confidence interval (C.I.), 9 of these showed that W
has improved segmentation accuracy significantly. Even
for the remaining 13 sequences where the observed dif-
ferences were insignificant, the use of W generally led to
lower segmentation error (an average reduction of 0.82 mm
%). We also found that the optimization using ATR re-
quired fewer optimization iterations to reach convergence,
and consequently, the run-times of performing segmenta-
tion in all sequences were decreased significantly (Figure
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8b). We thus conclude that adaptively adjusting temporal
regularization based on inter-frame consistency as defined
in (14) is beneficial.

Figure 8: Impact of W on accuracy and run-time. (a) Of the 10 cases
where statistically significant di↵erences in the 90-th percentile errors
were observed, W has improved accuracy (amounts of improvement
are plotted here in sorted order and shown by the red curve). (b)
Statistically significant reduction in average run-time was observed
when W was used.

3.3.3. Choice of solution space sampling scheme and their
impact on optimization e�ciency

We next evaluated the e↵ectiveness of the di↵erent
sampling schemes proposed for label set generation (out-
lined in Section 2.7) using the same data set employed
in Section 3.3.1. For each US sequence, we repeated the
segmentation using a label set generated with either the
uniform, B-spline, or harmonic scheme. For each scheme,
we empirically determined the parameter values that cor-
respond to sampling the solution space at fine or coarse
resolutions; these values are shown in Table 2. Figure 9
shows the segmentation errors obtained for each scheme as
averaged over all frames in all sequences. From this figure,
we can see that the errors obtained by all schemes are com-
parable when the candidate solutions were sampled at fine
resolutions, albeit the uniform sampling scheme yielded
relatively large error deviation. However, under coarse
resolutions, the uniform sampling scheme performed sig-
nificantly worse when compared to the two alternative
schemes. Figure 10 shows us the benefits of employing the
proposed labellings computed via the B-spline and har-
monic sampling schemes. This figure plots the size of the
label set as generated under di↵erent schemes, at fine res-
olution, for di↵erent values of R

max

, which is estimated
from each sequence (recall that the admissible maximum
displacement is an upper bound of R

max

). The size of
the coarse label sets were roughly 0.5 times the size of a
fine set. Clearly, the size of the label set L grew faster as
a function of R

max

under the uniform scheme than those
achieved under the other two schemes. As shown in Fig-
ure 9, even though the uniform scheme took more samples
from the solution space (larger L), there was no significant
reduction in the obtained segmentation errors. Qualitative
comparison in Figure 11 shows that the obtained results
are also similar. Based on these figures, we conclude that
results obtained from all three schemes are comparable in
terms of accuracy. However, the use of proposed labellings
is beneficial as the label size can be e↵ectively reduced,

thereby minimizing both computation time and memory
requirements.

Figure 9: A notched boxplot of the 90-th percentile errors obtained
under di↵erent sampling schemes. On each blue box in the plot, the
median, 25th-percentile, 75th-percentile, extreme inliers, and out-
liers are marked respectively with a central red line, top and bottom
edges, whiskers, and red plus signs. Errors were averaged over 100
frames in all tested sequences. Su�x “F” and “C” respectively de-
notes fine and coarse resolution. As expected, in all schemes, fine
resolution yielded lower errors than those obtained under coarse reso-
lution. However, the error deviations were largest under the uniform
scheme in both resolutions. Under coarse resolution, the uniform
sampling scheme also performed significantly worse when compared
to the two alternative schemes.

Figure 10: E↵ect of label set size L on accuracy and execution time.
(a) values of L under di↵erent sampling schemes to achieve a max-
imum displacement of R

max

. The value of L generally was much
larger in the uniform scheme than in the other two schemes. (b)
Mean and standard deviation of computation time when uniform or
B-spline sampling schemes operated at a coarse resolution.

3.3.4. Convex formulation vs. proposed higher-order MRF
formulation

Following the study of (McIntosh and Hamarneh, 2011),
we explore the trade-o↵ between having an elaborate en-
ergy function that is non-convex but is more faithful to
the data and application, versus a convex energy function
that sacrifices fidelity.

A convex formulation for spatio-temporal segmentation
using data likelihood terms defined based on normal cal-
culations as done in (2)-(8) may be done by arc-length
parameterization where the labelling problem would then
become one that constrains each vertex x

i

to be displaced
by an o↵set rt

i

in the direction normal to x1 (i.e. L
c

=
n

�R
max

v, · · · , 0v, 2R
max

n

rad2
v, · · · , R

max

v
o

, where v is a 1⇥
N vector of ones). With this parameterization, a convex
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Figure 11: All sampling schemes gave similar results for the same
US sequence. Top, middle, and bottom rows show segmentations
obtained under uniform, B-spline, and harmonic sampling schemes,
respectively. Note that B-spline deformations are smooth by na-
ture of creation so the contours it generated were typically smoother
than those produced by the other schemes (e.g. compare first few
columns).

energy containing penalty terms with roles similar to those
of (12) is formulated as:

E
convex

(D
0
) =
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(18)

where the last two terms ensure that temporal and spa-
tial neighbours are assigned to o↵sets of similar values
(as similarly derived in (Friedland and Adam, 1989)) and
D

0
: n

points

⇥T 7! R is a label field of o↵sets rt
i

. Note that
length-preservation is enforced by construction, i.e. use
of arc-length parameterization and enforcement of spatial
regularization constraints.

Figure 12: Two ways to arc-length parametrization of the solution
that di↵er in ways of projecting n: either with respect to (a) x

1
i

or
(b) project from a reference point.

We compared the proposed formulation with two ver-
sions of an arc-length formulation that minimizes (18): one
that projects normal vectors with respect to x1

i

(Figure
12a) and another that projects normal vectors with re-
spect to the same point (Figure 12b). For a fair compar-
ison, we set n

rad2
so that |L

c

| = |L| = 250 (number of
o↵sets equal to number of 2D displacement vectors) and

constructed L using the uniform sampling scheme. We
then performed segmentation on the first 200 frames in
each sequence of S

dense

. Figure 13 shows the segmenta-
tion accuracy of those obtained by our proposed method
and those with the arc-length formulation when E

RP

was
used. From the figure, we see that in the 19 cases where
statistically significant di↵erences (at 95% C.I.) are ob-
served between the segmentation errors, our proposed en-
ergy gave better results in 15 of the 21 cases (71%), while
the arc-length formulations (normals projected from x1)
gave significantly better results only in at most 4 cases
(19%). This shows that, for our datasets and problem for-
mulation, sacrificing convexity with a guaranteed global
minimum for a better suited non-convex energy function
with a partial optimal solution resulted in higher accuracy.

Figure 13: Comparison between results obtained via minimization of
our proposed non-convex energy (12) and that of a convex one (18)
using two di↵erent arc-length parameterizations. Of the 19 cases
where statistically significant di↵erences (at 95% C.I.) are observed,
15 of the cases showed that minimization of (12) was more accurate
than that of (18), even though both involved the same number of
labels.

3.4. Comparison with EdgeTrak and two baseline methods

We next compared the performance of the proposed
method with those achieved by three other competing meth-
ods6 using all 23 sequences in the S

dense

dataset.
The first method compared is implemented in the Ed-

geTrak software (Li et al., 2005). As introduced in Section
1, EdgeTrak has become the de facto software for tongue
tracking in US sequences. This tool requires manual ini-
tialization and requires the tuning of one parameter: the
balance between the smoothness and image terms. We
denote this parameter with ⇣

ET

. Based on initial experi-
ments on 6 randomly chosen sequences in S

dense

, we found
that EdgeTrak failed when ⇣

ET

is greater than 0.3. Thus,
to avoid biases due to use of less than ideal parameter
guessing or parameter learning, we simply repeatedly seg-
mented each sequence over five trials, where each trial in-
volved a particular choice of ⇣

ET

= {0.01, 0.03, 0.05, 0.1, 0.3}
and then reported the minimum error over the five tri-
als. Note that this “oracle-based” parameter-selection,

6We could not validate against the work of (Roussos et al., 2009;
Aron et al., 2008) as our clinical setup did not involve acquiring
additional multi-modal data (e.g. electromagnetic sensors nor X-ray
images).
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i.e. reporting the minimum error from all trials, has been
adopted previously in (Yeo et al., 2010)..

The second method is a registration-based approach
that performs pairwise registration between consecutive
frames and then propagates the template contour to sub-
sequent frames using the obtained deformation fields. To
perform the pairwise registrations, we chose the DROP
software developed by (Glocker et al., 2008) (DROP stands
for Deformable registration using discrete OPtimization)
because, like our work, it adopts a discrete formulation,
and implements various image similarity metrics. Per-
forming consecutive registrations on the image sequences
would help us estimate the performance of the correlation-
based optical-flow method of (Duan et al., 2006) and the
phase-based image registration of (Woo et al., 2009) for US
images. Two important parameters of DROP are ⇣

npoints

and ⇣
smoothness

, which respectively controlled the num-
ber of contour vertices to represent the B-spline control
grid and the amount of regularization to be enforced on
the transformation. Similar to EdgeTrak, we repeated
segmentations over 20 trials, where each trial involved
a choice for each parameter: ⇣

npoints

= {5, 6, 7, 8} and
⇣
smoothness

= {0, .01, .08, 0.16, 0.48}. The minimum error
over all trials was chosen for subsequent quantitative com-
parison.

The third method is the recently proposed spatio-temporal
image registration method of (Metz et al., 2011). Evalu-
ation of this method would help us estimate the perfor-
mance of (Akgul and Kambhamettu, 2003), which also
spatio-temporally segments tongue contours. This method
solves for the parameters of a Lagrangian 2D+time B-
spline transformation model that would minimize the in-
tensity variance at corresponding spatial locations across
time. Both its implementation and parameter settings for
di↵erent registration problems are made public through
the elastix toolkit (Klein et al., 2010). The most critical
registration parameters are the spacings between control
points of a B-splines transform grid, ⇣

Metz

= [⇣
x

⇣
y

⇣
t

],
which essentially determine the amount of spatial and tem-
poral regularization. Again, we repeated segmentations
over di↵erent trials and reported the minimum error over
trials. The parameter choices were: ⇣

x

= ⇣
y

= {4.8, 6.4, 9.6}
mm and ⇣

t

= T

15 ,
T

20 ,
T

25 ,
T

30 (where T is the number of total
frames in a sequence). Other parameter settings used were
as given in a parameter file7 tuned for US registration.

For all of the above methods, expert delineation of the
first frame in each sequence was used as input for that se-
quence. Conversely, the only inputs to our algorithm were
five contour vertices sampled from the expert delineation
of the first frame of each sequence. In addition, the same
fixed set of default parameter values outlined in Table 2
was used for segmentation of all sequences (we did not
repeat trials like we did for the other methods).

7
par000.txt from http://elastix.bigr.nl/wiki/images/0/07/

Parameters.Par0012.zip

Lastly, due to EdgeTrak’s memory constraints, com-
parisons were limited to 80 frames. Segmentation of entire
sequences by our method will be discussed in Section 3.5.

Figure 14: Comparison between EdgeTrak (Li et al., 2005), DROP
(Glocker et al., 2008), method of Metz et al. (Metz et al., 2011), and
our proposed method. Shown are the (a) mean, (b) 90-th percentile,
and (c) maximum errors over time, as averaged over all sequences
in S

dense

. For DROP, we registered the local phase features of the
image frames (Woo et al., 2009) using mutual information (MI) or
correlation coe�cient (CC); their error curves are identified as “LP”
in the legend (at the top). We also employed DROP to register the
smoothed image frames (filtered with anisotropic di↵usion) using ei-
ther MI, CC, or the sum of squared di↵erence (SSD) metric (Glocker
et al., 2008); however, those from SSD gave the lowest average accu-
racy so we omitted them to reduce clutter in the figures. Clearly, all
error measures obtained by our method (shown in red) remained con-
sistently low while those from the other methods increased steadily
over time (for the method of (Metz et al., 2011), after the 32nd frame;
for DROP and EdgeTrak, after the first few frames).

We first compared the segmentation results on all se-
quences in S

dense

produced by our method (using E
RP

(2) and E
band

(3)) to those generated by the other three
methods. Figure 14 plots the mean, 90-th percentile, and
maximum errors obtained by these methods as averaged
over all frames in all sequences. The mean errors of our
proposed method were consistently in the range of 2�3mm
while those of the other methods peaked in the range of
4� 6 mm. Similar trends can be observed under the 90-th
percentile error and the maximum error. In particular, our
method obtained an average maximum error of 7.1 ± 0.9
mm, while those of EdgeTrak, DROP, and (Metz et al.,
2011) were from 10.8± 1.2, 12.3± 1.4, and 11.2± 1.8 mm,
respectively.

Qualitative comparisons between the results obtained
with EdgeTrak and the proposed method are presented
in Figure 15. Note how the accuracy of EdgeTrak clearly
decreased over time while the accuracy of our method did
not.
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Figure 15: Qualitative segmentation results of two US sequences
from S

dense

. Numbers on top-left, top-right, bottom-left, bottom-
right respectively denote frame number, maximum error, 90-th per-
centile error, and mean error. Reference delineations are shown in
yellow; those obtained from our proposed method and EdgeTrak are
shown with red and dotted white lines, respectively. Only the first 80
frames were generated by EdgeTrak due to its software constraints.

Figure 16: Comparison between di↵erent data terms in (12) used by
our method, in relation to EdgeTrak’s segmentation errors. Shown
are the 90-th percentile errors obtained by EdgeTrak minus those
obtained by our method using one of (1)-(3),(7), (8), as averaged over
the first 80 frames in each sequence from S

dense

. Positive di↵erence
along the y axis indicates that our method performed better than
EdgeTrak, which is the case as reflected in this plot, regardless of
the choice of the data term. In general, E

RP

and E
grad

were the
best and worst performing data terms, respectively.

Finally, we analyzed the e↵ectiveness of each of the
di↵erent data penalties presented in Section 2.3 in rela-
tion to the accuracies achieved by EdgeTrak. In doing so,
we showed the di↵erence in error measures by the penal-
ties in (1)-(3),(7), (8) when compared to those obtained
by EdgeTrak (error of EdgeTrak minus error of proposed
method); a positive value indicates that our method per-

formed more accurately than EdgeTrak. The comparisons
over time, averaged over all sequences, are shown in Fig-
ure 16. From this figure, we observed that the error dif-
ference was most significant when E

RP

and E
band

were
used. We also found that under our framework, even the
simple gradient-based data likelihood (E

grad

) performed
better than EdgeTrak.

3.5. Segmentation results on entire sequences

Figure 17: Segmentation of one sequence in S
sparse

by our proposed
method. The green and red contours are the expert-delineated and
obtained contours respectively; note that only a subset of frames in
this dataset has expert-delineated segmentations.

Figure 18: Segmentation errors produced by di↵erent data terms
(1) - (8), as evaluated on S

sparse

. Shown are the averaged 90-th
percentile errors as evaluated on the keyframes in all sequences.

We next performed the segmentation task on entire
US sequences. We first discuss results on S

sparse

. As the
tongue contours generally remained at fixed heights in this
dataset (recall that this set involved subjects articulating
simple sounds), the expected maximum displacement is
small (R

max

⇡ 20 mm), and so we employed the uniform
sampling scheme at fine resolution (L ⇡ 100). Using the
proposed algorithm, we selected data terms that appeared
to be most robust (e.g. E

RP

, E
band

, etc.) as appeared in
the results of the previous subsection. Figure 17 presents
segmentation results obtained for a sequence in S

sparse

and Figure 18 shows the quantitative comparison between
selected data terms. Overall, the mean, 90-th percentile,
and maximum errors ranged from 1�2.5 mm, 2�4.5 mm,
and 2� 6 mm, respectively.

For the more challenging dataset S
dense

, we employed
the B-spline sampling scheme to generate the label set.
Figure 19 shows the overall evaluations of our proposed
method when used in conjunction with di↵erent data terms.
There, we see that 90% of errors obtained by all data
terms, except for E

grad

, fell within 5.71 mm while the
average maximum error fell within 8 mm. We can also
see that E

band

, E
RP

, E
��RP

, and E
orient

gave the best
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Figure 19: Obtained errors of segmentations of entire sequences in
S
dense

. The (a) mean, (b) 90-th percentile, and (c) maximum errors,
averaged over all frames in all sequences obtained by our method
under di↵erent choices of data terms. Results generated with (2)
(data term using intensity profile normal to contour vertices) were
most accurate. For reference, we also plot the errors obtained by
EdgeTrak as evaluated on the segmentations of the first 80 frames

of the same sequences in S
dense

(results from the trial with lowest
error are shown; see experiment described in Section 3.4 for details).

performances (both had on average less than 3 mm and
6 mm in mean and 90-th percentile errors, respectively).
Overall, the mean, 90-th percentile, and maximum errors
produced with these two terms ranged from 2.0� 3.8 mm,
3.1 � 6 mm, and 3.7 � 7.1 mm, respectively, all of which
are lower than those obtained by EdgeTrak and the other
two methods discussed in the previous section.

Previous clinical research has studied the correlation
between di↵erent parts of the tongue and their tongue ve-
locities (Recasens and Espinosa, 2010; Rastadmehr et al.,
2008). Accurate segmentation in all regions of the tongue
is thus highly desired to allow for proper tongue motion
analyses. Accordingly, we evaluated the spatio-temporal
distribution of segmentation errors by plotting the Eu-
clidean distance of each vertex on the reference delineations
to its closest vertex on the obtained segmenation as surface-
plots in Figure 20. From the figure, we can see that the
distances remained spatially constant in most sequences,
except for sequences #6, 12, and 16. where distances are
high only at the ends of reference delineations. Higher
distances are observed for these sequences because their
reference delineations have extended beyond the region of
interest (examples in Figure 6). The lack of image evidence
for edgeness also explains the higher distances observed for
sequences #18, 20, and 23 (examples in Figure 1). Exam-

ining Figure 20b, however, we can see that all segmenta-
tions generated by our method using default parameters
(Table 2) were much more accurate than those produced
by EdgeTrak using the ‘oracle’-chosen parameters.

4. Discussions

We implemented our method with a combination of
C++ and MATLAB (release R10a, Mathworks, Natwick,
USA) code. The run-time of optimization depended on
values of N , T , L, the maximum order of the data penalty
term, and the number of auxiliary variables needed in the
HOCR algorithm. We did not present the impact of each
of these variables on run-time but provide Figure 10b to
show the average run-times for di↵erent values of T under
two label generation schemes. Note, however, that the
computation time can be decreased if the parameters in
Table 2 were tuned in a way that best balance between
computation time and accuracy, something which we did
not investigate in the current submission.

In summary, experiments described in Section 3 demon-
strate the feasibility and e↵ectiveness of our proposed method.
In particular:

1. Results in Section 3.3 have demonstrated the validity
of our proposed higher-order MRF energy minimiza-
tion framework for spatio-temporal tongue segmen-
tation. In particular, we:
(a) empirically showed that the B-spline and har-

monic label generation schemes were much more
e�cient than the uniform scheme, while achiev-
ing equivalent segmentation accuracy;

(b) examined the e↵ects of adaptive temporal regu-
larization and found that it improved optimiza-
tion convergence and in 10 of 23 cases, improved
segmentation accuracy; and

(c) showed that our proposed higher-order energy
formulation performed significantly better than
an alternative convex-formulation in 15 out of
23 trials.

2. Using the more challenging S
dense

dataset (first 80
frames of each sequence), Section 3.4 compared our
method to the de facto method (EdgeTrak) and 2
baseline methods (both of which adopt similar strate-
gies that we adopt; i.e. either employ discrete opti-
mization or enforce spatio-temporal regularization):

• For EdgeTrak and the 2 baseline methods, we
optimized parameters via an oracle-based ap-
proach (c.f. Section 3.4), i.e. for each sequence,
we repeated segmentation trials over some pa-
rameter range(s). Then, for each sequence, we
reported the minimum error over all repeated
trials.

• Conversely, our method was evaluated using a
single set of default parameters. Despite the
fact that our method was used without oracle-
chosen parameters, our method produced higher
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segmentation accuracy than the other three meth-
ods examined.

3. Using entire sequences in S
sparse

and S
dense

(many
of the latter are 400-500 long), results in Section 3.5
showed that our method’s mean and 90-th percentile
can be as low as 2.0 and 3.1 mm, respectively, which
are lower than the errors obtained by EdgeTrak, even
when the latter was evaluated on subsequences only.

5. Conclusions and Future Work

Given the clinical importance of quantifying tongue
motion (e.g. for language, speech-pathology research, etc.),
we have developed a method for the extraction of tongue
contours in US image sequences. Our approach does not
require re-initialization (Li et al., 2005; Aron et al., 2008),
training data, e.g. (Qin et al., 2008; Fasel and Berry,
2010), nor other data modalities, e.g. X-ray (Roussos
et al., 2009), electromagnetic sensors (Aron et al., 2008).
Our approach only requires construction of a template
contour, which is used to achieve faster optimization con-
vergence (indeed, our latest experiments show that our
method can segment US frames even if a default contour
was used, except at a cost of requiring more computa-
tional times). Our formulation adopts a graph-based ap-
proach where we seek an optimal set of displacement vec-
tors that spatially map each segmentation solution to the
initial contour in an optimal way. This allows us to seg-
ment all frames simultaneously, rather than relying on ini-
tializations that are obtained from the results of previous
frames. To accommodate abrupt changes in tongue mo-
tion, we also contextually decrease the amount of temporal
regularization whenever the estimated inter-frame consis-
tencies decrease.

According to our evaluations, which involved 63 US
sequences, our method was capable of segmenting over
500 frames at one time, with accuracy higher than those
achieved in the literature (Glocker et al., 2008; Metz et al.,
2011; Li et al., 2005). Our two proposed solution sampling
schemes were shown to be relatively insensitive to sampling
rate (coarse vs. fine sampling of the solution space), while
achieving segmentation accuracies equivalent to those pro-
duced by the more computational expensive uniform sam-
ple scheme. We have also examined a convex energy func-
tion that can be globally solved. For our application, our
method based on an energy function that is non-convex
but can model the problem precisely was shown to be ca-
pable of attaining higher segmentation accuracy than that
achieved by a convex but less elaborate energy functional.

Although our method requires parameters to be set,
as is common in medical image analysis algorithms, e.g.
(Friedland and Adam, 1989; Akgul et al., 1999; Akgul
and Kambhamettu, 2003), we emphasize that the tun-
ing of these parameters may be automated using machine
learning strategies, as done in (McIntosh and Hamarneh,

2011). Exploration of the advantages of automatically set-
ting weights using such strategies is left as future work.
However, we are extending (Bocchi and Rogai, 2011) to
learn the parameters that define the data term and pre-
liminary results are encouraging. In an e↵ort to facilitate
reproducibility, we have made a conscious e↵ort to de-
scribe in detail the involved parameters and how they were
set. We have also made an implementation of our method
available to the public at http://tonguetrack.cs.sfu.ca along
with a user-guide.
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Table 2: Parameters presented in the entire paper and their default values. To help users fine-tune some of these parameters, we also provide
some intuitive guidelines.

Category Parameter Default values Tuning guidelines

(1) Problem setup

Contour length N 30 Should be chosen so that the contour is not excessively sampled but sufficient
to ensure a desired level of precision; for 200 ⇥ 200 pixels image frames, we
found that 3 pixels (1.49 mm) gave an optimal trade-off between algorithm
run-time and precision of the obtained segmentations. Thus, we set N =30.

Sequence length T problem-specific -

(2) Data term

E

RP

R [13,18] mm Should be the approximate width of the tongue-air interface.
� [1.2, 2.0] mm May be optimized using training data (e.g. a set of segmented frames).

E

grad

none - -
E

band

R [13,18] mm Should be the approximate width of the tongue-air interface.
E

��band

, etc. See (Kovesi 2012) Default values given in
(Kovesi 2012)

May be optimized using training data.

(3) Label Generation

Uniform
R

max

Bounded by image width It should be greater than the expected maximum displacement needed to

map a segmentation contour to x

1.

n

ang

Fine sampling of R2: 6
Coarse: 3

Increase this parameter to increase precision of contour deformations (at the
cost of increasing computation time).

n

rad

Fine: 4; Coarse: 2 ” ” ” ”

Bspline
R

max

Bounded by image width same as uniform

n

points

Fine: N

6
; Coarse: N

10

Harmonic
b

Fine: {0.2, 0.4, 0.6, 0.8, 1.0}
Coarse: {0.2, 0.6, 1.0} same as uniform

m

Fine: {4, 16}
Coarse: {5, 8}

(4) Energy

Weight on E

temporal

�

1
N

May be decreased if the observed temporal coherence is low.

Adapt. Temp. weights  mn � sd May be optimized using training data.

Weight on E

spatial

�

1
2N

May be increased for smoother contours

Weight on E

length

⌘

1
2N

May be increased for smoother contours

Weight on E

data

↵ [0.5 , 1] Leaving �, �, ⌘ fixed, it may be increased if segmentations do not fit image
features well.

Figure 20: Spatio-temporal distribution of segmentation errors obtained in S
dense

. Each surface plot shows the distance (in mm) between
each point on the reference delineations to the closest point on the obtained segmentation for the corresponding frames. Dark blue and bright
red respectively indicates low (0 mm) and high errors (12 mm). The same colorbar applies in both figures. (a) Errors of our method. Note
that errors did not accumulate over time; this was true in long sequences as well. For reference, errors of EdgeTrak for the first 80 frames in
the same sequences are shown in (b).

18




