
 

Proceedings of the Swedish Symposium on Image Analysis, SSAB 1999 

A Method for Modeling and Segmentation of Spatio-Temporal Shapes 

Ghassan Hamarneh and Tomas Gustavsson 
Image Analysis Group, Department of Signals and Systems 
Chalmers University of Technology, Gothenburg, Sweden 

 

Abstract 

 This paper presents a method for modeling and 
segmenting spatio-temporal shapes. The modeling part is 
based on obtaining a description of the statistical variations 
of spatio-temporal shape parameters by studying a 
representative training set of examples. A deformable model 
of spatio-temporal shapes is used for segmenting similar 
shapes in new image sequences. The deformations of the 
model are driven by image features and are forced to 
produce results that are similar to what was found in the 
training set. The proposed deformations of the spatio-
temporal shape are chosen to minimize a cost function using 
a dynamic programming approach. The preliminary results 
presented show that the method succeeds in segmenting 
complex spatio-temporal shapes in synthetic noisy data. 

1. Introduction 
 In many image analysis applications there is a need for 
modeling and locating non-rigid time-varying object shapes. 
In order to deal with such objects, deformable models were 
introduced. ‘Snakes’ [1] attracted the most attention and has 
been widely used for segmenting non-rigid objects in 2D and 
3D (volume) images. Since in some cases snakes were too 
general to give acceptable results when presented to noisy 
and occluded data, new techniques appeared where a priori 
knowledge was incorporated, as in, for example, Active 
Shape Models [2]. 
 In this paper we address the problem of locating spatio-
temporal shapes (ST-shapes) in an image sequences. We 
extend the work done on Active Shape Models and present a 
spatio-temporal shape modeling and segmentation technique. 
We apply a statistical model that focuses on objects with 
specific motion patterns. The modeling technique allows for 
a large degree of variability. This is important, for example, 
when dealing with biological structures such as the beating 
heart. 
 In order to model a certain class of ST-shapes, the first 
step is to gather a training set of known shapes that includes 
most of the variations we would like to model. The next step 
is to parameterize all the ST-shapes in the training set. One 
way of doing that is to select points (or landmarks) at the 
boundaries of the shapes. In any way, we obtain a vector of 
parameters that represents the ST-shape. The following step 
is to perform a principal component analysis (PCA) on the 
set of aligned ST-shapes. This is done in order to reduce the 
dimensionality by only capturing the main modes of ST-
shape variations. In addition to constructing the ST-shape 
model, the training stage also includes the modeling of gray-
level information. 
 Now, given a new unknown image sequence, the task is 
to locate the ST-shape. This is done by starting with an initial 
ST-shape generated from the mean parameters of the training 
set, proposing a new location for the ST-shape, and then 
restricting the deformation to one that agrees with what was 

found in the training set. The proposed change is that which 
minimizes a certain cost function that takes into account both 
the shape smoothness constraints in the temporal dimension 
and the gray levels. The search for the optimum proposed 
change is done using a dynamic programming approach. 

2. Method 

2.1. Modeling the Statistical Variations of 
ST-shapes 
 We first collect N training frame-sequences each with F 
frames. The training sequences should contain the same 
object within the same time interval and be collected with the 
same frame rate. 
 The next step is to represent each ST-shape in the 
training set by a vector of parameters Si. In this work the 
parameters are simply selected points (landmarks) at the 
object boundary in all frames. 
 Then we need to align all the ST-shapes. This is done by 
rotating, scaling and translating the shape in each frame of 
the ST-shape by an amount that is fixed within one ST-shape. 
Scaling of time could also be performed, but here we assume 
that the frame-rate and the total sequence acquisition time are 
the same for different ST-shapes, thus there is no need for 
aligning in the temporal dimension. 
 Next we find the driving principals governing the 
variations of the training ST-shapes (which can be viewed as 
N points in a 2FL space). To do that, we perform Principal 
Component Analysis (PCA) on the training data. Hence we 
express each parameter vector representing an ST-shape as a 
sum of the mean ST-shape,S , and a linear combination of 
the principal variation modes, as follows: 
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(considering only the first t  principal components that 
describe sufficiently high percentage of the total variance of 
the original data). Applying certain constraints on the vector 
of weights b , we force our model to produce ST-shapes that 
are similar to those found in the training set and thus lie in 
what is called the Allowable ST-shape Domain. 

2.2. Gray Level Training 
 The information contained in the ST-shape model may 
not be enough for the spatio-temporal segmentation. 
Therefore, additional information about the intensities or 
gray-levels relating to the object is also desired. Using the 
gray-level information, along with temporal and shape 
constraints, the model is guided towards a better estimate of 
what we are searching for. In the gray-level training stage, 
representative information about the gray-levels related to the 
object is collected. In the search stage, better ST-shape 
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parameters are found that lead to better match the gray-level 
information that was found in the training. Different gray-
level representative information can be used, for example, 
gathering the intensity values in the entire patch contained 
within the object [3]. In this implementation we used a mean 
normalized derivative (difference) profile passing through 
each landmark and perpendicular to the boundary created by 
the neighboring ones, and is given by ( ijky is the 

representative profile for the kth landmark in the jthshape of 
the ith ST-shape) 
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2.3. ST-Shape Segmentation Algorithm 
 Given a new frame-sequence, the task is to locate the 
object in all the frames or equivalently the ST-shape. This is 
done by starting with an initial estimate of the parameters 
representing the ST-shape and then calculating proposed 
changes to the parameters. The pose of the current estimate is 
then updated and suitable weights for the modes of variation 
are chosen in order to better fit the proposed changes. 
However, this is done with the restriction that the changes 
can only be made in accordance with the model (with 
reduced dimensionality) and the training set.  New changes 
are then proposed and so on. Here we present a detailed 
discussion of these steps. 
 The first step is to start with an initial ST-shape: 

( )[ ] 00000 ,ˆ tPb ++= SsMS θ  ( 4 ) 

where ( )[ ]SsM θ,  rotates and scales all the landmarks of 

the ST-shape S by  and s, respectively, and 
[ ]yxyxyx tttttt K=t  having length 2FL. A 

typical initialization would set 0b  to zeros, and set 0s , 
0θ , and 0t  to values that put the initial sequence in the 

vicinity of the target. 
 The next step is to calculate a proposed change in the ST-
shape. We make use of the gray level information in addition 
to a time-smoothness constraints to find where each landmark 
of the ST-shape is suggested to move. We work with a 
specific landmark in all the frames at one time, and then 
move on to another landmark. The idea is to search in the 
neighborhood of a specific landmark in all the frames in 
order to find the best combination of changes to their 
positions. By the best movement in position we mean the one 
that minimizes a certain cost function. This cost function to 
be minimized comprises of two terms: one due to large 
landmark position changes with time, and another reflecting 
the mismatch between the gray levels surrounding the current 
landmark and those expected gray level values found from 
training. The minimization is done using dynamic 
programming. 
 For each landmark (call it landmark k) we obtain F 
search profiles (one for each frame). The search profiles are 
determined in a similar way to that of the training profiles. 
So, for the kth landmark in the jth frame (1�� j �F) of the 
current estimate the search profile is 

[ ]jkHjkjkjk hhh K21=h . It is within this search profile 

that each landmark is proposed to move. This means that for 
the kth landmarks in the F frames there are HF possible 
combinations. Since finding the new positions is 
computationally demanding, we apply a dynamic 
programming approach that reduces the computational 
complexity ([4], [5], and [6]). 
 We now calculate a gray-level mismatch Mk value for 
each point along the search profile in all frames for this kth 
landmark. 
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where 1��j �F and 1��l � H. 
)(ljkh  is a profile with the same length as 

ky  but anchored 

at the lth location of the search profile 
jkh .  

 The coordinates of the search profile points are needed 
for the temporal discontinuity measure (see below). For the 
kth landmark in the jth frame we have the following search 
profile coordinates: 

[ ]jkHjkjkjkx xxx K21=c  and  

[ ]jkHjkjkjky yyy K21=c . 

Moving the kth landmark in frame j-1 to location lj-1 along its 
search profile and the kth  landmark in frame j to location lj 
along its search profile will produce the following temporal 
discontinuity 
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Modifications on this discontinuity measure can be 
incorporated, for example making it dependent on the 
allowed velocity for a certain landmark, this allowed velocity 
can be studied beforehand. 
 Following are the steps performed in order to find the set 
of new positions for the kth landmark in all the frames that 
will minimize a weighted sum of the mismatch and 
discontinuity costs using dynamic programming. We 
construct two arrays, an accumulator array 

kA  and a pointer 

array
kP . 

kA  will be of size HF × ; the entry ),( ljAk
 will 

contain the accumulated cost of picking the best landmark 
positions in the frames 1,2,…,j-1 and ending up with the kth 
landmark in jth frame at the location l along its search profile. 

kP  will also be of size HF × ; the entry ),( ljPk
 will contain 

an index or pointer to the best location of the landmark in the 
previous frames. Then the accumulator matrix is filled by 
first filling the first column with the mismatch values for the 
first frame, i.e. ),1( lM k

 for 1�� l � H. This means that the 

only accumulated cost in the first frame is due to mismatch 
only and not discontinuity. For the lth position along the 
search profile of the jth frame, 2�� j �F and 1�� l �H, we 
calculate the temporal discontinuity cost resulting from 
choosing a landmark in any location along the search profile 
in the previous frame. We add the accumulated cost to each 
of those locations and we also add to those the mismatch cost 
of the current lth position. We then find the minimum 
accumulated cost up to the current point and from which 
position it was obtained. The location of this minimum (a 
number from 1 to H) is stored in the pointer matrix and in 
particular in ),( ljPk

.  The minimum accumulated value is 

stored in ),( ljAk
. This can be written as: 

{ }jklHjkljklk tttljA ,,,min),( 21 K=  ( 7 ) 

where 
),1(),(),( mjAljMwmldwt kkmjkdjklm −++=   ( 8 ) 

(weights are incorporated to give different significance to the 
different terms with 1=+ md ww ). 

 After obtaining all the values in 
kA  and 

kP , we first 

locate the minimum of the last column of 
kA . It will be, say, 

the entry ),( Fk mFA , where HmF ≤≤1 . This will not only 

give us the coordinates of the proposed new position of the 
kth landmark in the last frame as ( ))(),( FFkyFFkx mm cc , but 

also a starting point for the back-tracking.  To proceed and 
identify the optimal coordinate points for the kth landmark in 
the frame before the last, we lookup the location of the 
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landmark from the previous frame using the pointer matrix, 
this location will be ),(1 FkF mFPm =−  then its coordinates 

will be ( ))(),( 1111 −−−− FkyFFkxF mm cc . In general the 

coordinates of kth landmark of the jth frame will be 
( )
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 Tracking back to the first frame, we obtain the set of 
coordinates of all the kth landmarks in all the frames. Doing 
the same for all the landmarks, we obtain new proposed 
locations of all the landmarks in all the frames and hence a 
new proposed ST-shape. 
 The new ST-shape will in general neither conform to our 
model of reduced dimensionality nor lie in the Allowable ST-
shape Domain. Thus we need to find the ST-shape that is 
most similar to the proposed but lies within the subspace of 
principal components and to it to the Allowable ST-shape 
Domain.  Denoting the initial proposed changes by 0ˆ

proposedSd , 

we update 0Ŝ  to best match 00 ˆˆ
proposedSdS +  by updating the 

values: 0s to 1s , 0θ  to 1θ , 0b to 1b  , and 0t  to 1t . 
This is done by first finding the changes in pose parameters 
( 1s , 1θ , and 1t , for scaling, rotation and translation, 
respectively) that will align S  to 00 ˆˆ

proposedSdS + , then finding 

the extra needed ST-shape modifications 1dS  by solving the 
following equation for 1dS : 

( )[ ] 001111 ˆˆ, proposedSdSdSSsM +=++ tθ  ( 10 ) 

which gives  

( ) [ ] SSdSsMdS proposed −−+=
− 1001111 ˆˆ, tθ   ( 11 ) 

where 

( ) ( )111111 ,)(, θθ −= −−
sMsM . 

 In order to find 1b  we have to solve 11 Pb=dS  

which in general has no solution since 1dS  lies in a 2FL 
dimensional space whereas P  spans only a t dimensional 
space. The best solution in a least-squares sense is 

11 dSTPb = .  Finally we limit these ST-shape variations in 
order to obtain an acceptable or allowable shape similar to 
the training set by limiting the weighting factors as 
mentioned earlier. With this step we obtain values for the 

parameters: 1s , 1θ , 1t  , and 1b  and complete the first 
iteration. Similarly, we obtain new estimates by updating 

( )[ ] iiiii SsMS tPb ++= θ,ˆ   

to  

( )[ ] 11111 ,ˆ +++++ ++= iiiii SsMS tPbθ   

for K,3,2,1=i  

 Checking for convergence can be done at this stage by 
examining the changes. If the new estimate is not much 
different (according to some predefined threshold) then the 
search is completed, otherwise we reiterate. 

3. Generating Synthetic Images 
 We tested the method described on synthetically 
generated ST-shapes (See figure 1) and image sequences. A 
single synthetic example consists of an ST-shape and a 
frame-sequence. The ST-shape data is first calculated and 
then used to generate the frame-sequence.  The ST-shapes are 
represented by a set of coordinates describing the shapes in 
all the frames. Each synthetic ST-shape produced consists of 
F frames each frame contains L landmark coordinates. Both 
the x and y coordinates of the each landmark move within a 

sequence according to sinusoidal functions with certain 
amplitudes and frequencies. The positions of the landmarks 
in the first frame and the amplitudes and the frequencies of 
the sinusoidal functions are sampled from Gaussian 
distributed functions with given means and variances to 
produce similar ST-shapes to be used in the training stage. 
After the ST-shapes are produced, binary images are 
generated for all the frames in the sequences, by filling the 
polygon areas generated from the landmark coordinates. 
Then the binary frame-sequences are smoothed by 
convolution with a Gaussian kernel. Noise and occlusions are 
added when producing a frame-sequence for testing the 
search algorithm. 

4. Results 
 We trained our model and tested the spatio-temporal 
segmentation on different synthetic image sequences. 
Applied to these sequences the method gives satisfactory 
results. In one example (See Figure 2) we trained the 
deformable ST-shape model on a set of image sequences (8 
sequences, each sequence consists of 16 frames, each shape 
represented by 25 coordinates along its boundary). We then 
initialized the ST-shape on a newly generated image 
sequence with random Gaussian noise and 2 missing frames. 
Within the first few iterations the ST-shape was attracted to 
the target and reasonable shapes were guessed in the missing 
frames. 

5. Conclusion 
 Many image analysis applications require methods for 
representing, locating, and analyzing, time-varying shapes. 
We have a presented a spatio-temporal shape modeling and 
segmentation technique. This method models the gray-level 
information and the spatio-temporal shape variations of a 
time-varying object in a training set. The model is then used 
for locating similar objects in a new image sequence. The 
segmentation technique is based on deforming a spatio-
temporal shape to better fit the image sequence data only in 
ways consistent with the training set. The proposed 
deformations are calculated by minimizing an energy 
function using dynamic programming.  The energy function 
includes terms reflecting time smoothness and gray-level 
information constraints. The method was tested and 
succeeded in segmenting synthetic spatio-temporal shapes in 
noisy image sequences. Although the preliminary results are 
encouraging, more work is needed in order to assess 
accuracy, robustness and applicability for real-life imagery. 
Therefore, we are currently initiating an investigation aiming 
at adopting the method for boundary detection in real-time 
cross-sectional echocardiography. Besides our current work 
on applying the technique to real medical data, we are also 
considering a multi-resolution extension (similar to the one 
presented in [7]) and a time-scaling and time-translation 
feature. 

Acknowledgements 
 This research was supported by the Swedish Foundation 
for Strategic Research under the Visual Information and 
Technology (VISIT) program. 

References 
[1] Kass M, Witkin A, Terzopoulos D. Snakes: Active 

Contour Models. Int’l J Computer Vision 1(4):321-331, 
1988. 

[2] Cootes T, Taylor C, Cooper D, Graham J. Active Shape 
Models - Their Training and Application. Computer 
Vision and Image Understanding January 1995, Vol. 61, 
No. 1, pp. 38-59. 



 

Proceedings of the Swedish Symposium on Image Analysis, SSAB 1999 

[3] Cootes T, Edwards G, Taylor C. Active Appearance 
Models. Proc. European Conference on Computer Vision 
1998. (H.Burkhardt & B.Neumann Ed.s). Vol. 2, pp. 484-
498, Springer, 1998. 

[4] Amini A, Weymouth T, Jain R. Using dynamic 
programming for solving variational problems in vision. 
IEEE Trans. on Pattern Analysis and Machine 
Intelligence, Volume: 12 9, pp.855-867. 

[5] Gustavsson T, Liang Q, Wendelhag I, Wikstrand J. A 
dynamic programming procedure for automated 
ultrasonic measurement of the carotid artery. Computers 
in Cardiology 1994 , Page(s): 297 -300. 

[6] Gustavsson T, Abugharbieh R, Hamarneh G, Liang Q. 
Implementation and Comparison of Four Different 
Boundary Detection Algorithms for Quantitative 
Ultrasonic Measurements of the Human Carotid Artery. 
Proceedings of the IEEE Computers in Cardiology 
Conference, September 1997. Lund, Sweden. 

[7] Cootes T, Taylor C, Lanitis A. Active Shape Models: 
Evaluation of a Multi-Resolution Method for Improving 
Image Search. Proceedings of the British Machine Vision 
Conference, 1994, pp.327-336. 

 

 
 
 
 

 
  

Circle with translational motion,  
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Figure 1. Examples of synthetic spatio-temporal shapes 

 

 

Figure 2. Left 16 frames: Initial ST-shape overlaid on a noisy image sequence with 2 (3rd, 8th) missing 
frames. Right 16 frames: the ST -shape obtained after 6 iterations. 


