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ABSTRACT

This paper proposes a novel algorithm to solve the problem of segmenting foreground-moving objects from the background
scene. The major cue used for object segmentation is the motion information, which is initially extracted from MPEG motion
vectors. Since the MPEG motion vectors are generated for simple video compression without any consideration of visual
objects, they may not correspond to the true motion of the macroblocks. We propose a Kernel-based Multiple Cue (KMC)
algorithm to deal with the above inconsistency of MPEG motion vectors and use multiple cues to segment moving objects.
KMC detects and calibrates camera movements; and then finds the kernels of moving objects. The segmentation starts from
these kernels, which are textured regions with credible motion vectors. Beside motion information, it also makes use of
color and texture to help achieving a better segmentation. Moreover, KMC can keep track of the segmented objects over
multiple frames, which is useful for object-based coding. Experimental results show that KMC combines temporal and spatial
information in a graceful way, which enables it to segment and track the moving objects under different camera motions. Future
work includes object segmentation in compressed domain, motion estimation from raw video, etc.
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1. INTRODUCTION

The segmentation of foreground moving objects from the background scene in digital video has seen a high degree of interest
in recent years. Many object segmentation algorithms have been proposed in the literature. QBIC1 and VideoQ2 use color
as the major cue for segmentation. ASSET23 detects corners in each frame to establish the feature correspondence between
consecutive frames, estimate motion information, and segments moving objects based on this motion information. Polana
and Nelson4 use Fourier Transform to detect and recognize objects with repetitive motion pattern, such as walking people.
Malassiotis and Strintzis5 use the difference map between consecutive frames and apply an active contour model (snake)
algorithm to segment moving objects. These algorithms can be grouped into color and texture based or motion based. MPEG-
46 is currently examining two temporal algorithms,7 8 and one spatial algorithm that is based on a watershed algorithm9 for
object segmentation. Li10 proposes feature localization instead of segmentation and introduces a new concept locale, which is
a set of tiles (16 � 16 or 8 � 8 pixels) that can capture a certain feature. Locales are different from the segmented regions in
three ways. Figure 1 shows the two locales in an image. The tiles forming the locales may not be connected. The locales can
be overlapping, because a tile may belong to multiple locales. Moreover, the union of all locales in an image does not have to
be the entire image.

This paper proposes a Kernel-based Multiple Cue (KMC) algorithm, which uses MPEG motion vectors as the major cue to
solve the problem of object segmentation. The KMC algorithm can deal with the inconsistency of the MPEG motion vectors
and use multiple cues to refine the segmentation result. Moreover, a spatial segmentation algorithm is applied to extract the
object shape and an object tracking algorithm is proposed to keep track of the segmented objects over multiple frames.

2. OBJECT SEGMENTATION AND TRACKING

2.1. Definitions

In this paper, kernel is defined as a group of neighboring macroblocks with credible motion vectors. In order to ensure that, the
kernel must meet three criteria, which are motion consistency, low residue, and texture constraint. The detection of kernel is
intended to find regions with credible motion vectors, and subsequent object segmentation will start from these regions so that
there exists a better chance to get good result.
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Figure 1. Localization vs. segmentation
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Figure 2. Motion locale

This paper introduces a concept motion locale, which is similar to locale.10 Motion locales can be non-connected, in-
complete, and overlapping and they contain spatiotemporal information about a segmented moving object such as object size,
centroid position, color distribution, texture, and a link to its previous occurrence.

Figure 2 shows the procedure of keeping track of a motion locale over multiple frames. Each rectangle represents a video
frame and the irregular polygon stands for a moving object. The dashed line describes the motion trajectory of the centroid of
the moving object. The information about a segmented object is saved in a motion locale, which represents a spatiotemporal
entity. The multiple occurrences of the same object are reflected by the links between locales. The trajectory of a moving object
can be seen clearly from the motion locale.

2.2. Basic Assumptions

The KMC algorithm has several assumptions, which are near orthographic camera projection assumption, rigid object assump-
tion, and global affine motion assumption. The paper assumes that the distance from the scene to the camera is far compared
to the variation of depth in the scene. Therefore, the depth estimation can be neglected. The rigid object is assumed so that
the macroblocks composing the object can be clustered and segmented from the background based on motion information. The
global motion caused by camera is assumed to be affine motion and a 2D affine motion model is used to describe the camera
motion.

2.3. Flow Chart

Figure 3 shows the overall structure of the KMC algorithm. At first, different camera motions, such as still (no motion),
pan/tilt, and zoom, are detected and calibrated. After that, a kernel detection and merge procedure is applied to deal with
the inconsistency of the MPEG motion vectors and to find the regions with reliable motion vectors, and subsequent object
segmentation will start from the detected kernels. The kernel detection and merge procedure segments a video frame into the
background, the object kernels, and the undefined region. However, sometimes the motion cue itself is not enough to recover
the whole object region. The detected object kernels may miss some object macroblocks or add some background macroblocks.
In order to deal with that, a region growing and refinement process is applied to add the object macroblocks and remove the
background ones. This process is based on the color, texture, and other cues by considering the similarity between neighboring
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Figure 3. Overall structure of KMC

macroblocks to reassign a macroblock to the background or an object kernel. Moreover, a spatial segmentation algorithm is
performed to extract the object shape and an object tracking algorithm is designed to detect the segmented objects and their
motion trajectory over multiple frames.

2.4. Camera Motion Detection

A six-parameter 2D affine motion model11 is used to detect background motion in this paper. The background macroblocks
are assumed to conform to an affine motion model, which has six parameters. The three pairs of parameters can be resolved by
using the centroid coordinates and motion vectors of at least three macroblocks. The estimation of the affine motion model is
to solve the equations

�x = a1x+ a2y + a3 (1)

�y = a4x+ a5y + a6 (2)

where a1 to a6 are the affine parameters to be estimated.

2.4.1. Camera Pan/Tilt

When the camera is panning/tilting, there exists a major motion group moving towards a certain direction that corresponds to
the camera motion. Therefore, pan/tilt can be detected by checking if there is a motion group that occupies a large part of the
scene. In this paper, the threshold is set to 0.6, which means a pan/tilt is detected if the largest motion group occupies more than
60 percent of the entire scene. However, the method can make mistakes if the moving objects occupy a large part of the scene
and move with similar motions. In order to avoid that, the motion of outmost macroblocks are checked to see if the boundary
of the scene is moving or not. If the boundary of the scene is also moving, then the camera is moving; otherwise, the camera is
still.



Figure 4. Symmetrical Pair of Macroblocks under Zoom

2.4.2. Camera Zoom

Camera zoom is modeled using a six-parameter affine motion model. When the camera is zooming, the motion pattern shows
some symmetry around the center. It is detected by checking the number of symmetrical pair of macroblocks.

Figure 4 shows some macroblocks under camera zoom. The shaded macroblocks are located symetrically around the center
with opposite motion vectors. They are linked by dash lines. When the camera is zooming, the motion vectors will display
some degree of symmetry around the center of the frame. When the camera is zooming in, all the pixels should move away
from the center; when the camera is zooming out, all the pixels should move towards the center.

Let (0; 0) denotes the center of the frame. For each macroblock A in the frame, there exists a symmetrical macroblock B.
The centers of A and B are represented by (Ax; Ay) and (Bx; By) respectively. The motion vectors of A and B are ~A and ~B.
The following relationships hold for A and B.

if(Ax + Bx = 0andAy + By = 0)then ~A + ~B = 0 (3)

The affine motion parameters are estimated using the centroid coordinates and motion vectors of three macroblocks that
show the symmetrical motion pattern illustrated in Figure 4. Suppose the centroid of the macroblocks is (x1; y1), (x2; y2),
and (x3; y3) and their motion vectors are ( ~x1; ~y1), ( ~x2; ~y1), ( ~x3; ~x3). The estimation of the affine motion model is to solve the
equations

�x1 = a1x1 + a2y1 + a3 (4)

�x2 = a1x2 + a2y2 + a3 (5)

�x3 = a1x3 + a2y3 + a3 (6)

�y1 = a4x1 + a5y1 + a6 (7)

�y2 = a4x2 + a5y2 + a6 (8)

�y3 = a4x3 + a5y3 + a6 (9)

where a1 to a6 are the affine parameters to be estimated. In order to improve the result, all the data that conform to the
zoom pattern are used to estimate the affine parameters and their averages are used as the final affine motion parameters. In
this paper, 320 � 240 video clips are used for experiments and at least six pairs of macroblocks with the above symmetrical
motion pattern are needed to estimate the affine motion parameters. The average of the estimated parameters are used as the
affine parameters for the camera motion.

2.5. Kernel Detection and Merge
Kernel detection is intended to find the regions with credible motion vectors. The neighboring macroblocks with similar motion
and small motion estimation error are merged to form a kernel. A kernel can be any size and any shape. Once a kernel is formed,
it is checked to see if the kernel has some texture. If the kernel has no texture, then it is considered to be unreliable and removed
from the kernel list.



2.5.1. Motion Consistency

The macroblocks forming a kernel must conform to a consistent motion pattern. The macroblocks are merged into multiple
groups based on their motion similarity. The neighboring macroblocks are compared and if their motions are similar, they will
be put into one motion group. The similarity is measured as follows.

S(M;N) = j ~M � ~N j (10)

where ~M denotes the motion vector of a macroblock M, and ~N denotes the motion vector of a neighboring macroblock N of
M. If SM;N is smaller than a certain threshold (set to 3 in this paper), the two macroblocks will be put into one group as a
candidate kernel.

2.5.2. Low Estimation Error

The motion estimation error of the whole kernel should be smaller than a certain threshold, which is set to 0.85 in this paper.
This is to make sure that the motion estimation is accurate enough. Motion estimation is applied to each macroblock of a
candidate kernel. The motion estimation error � for a macroblock M with motion vector ~M is computed as:

�(M; ~M ) =
Nright

Ntotal

(11)

where nright is the number of correctly estimated pixels and n is the total number of pixels in the macroblock, which is 256 in
this paper.

The motion estimation error of an entire kernel K is described in the following equation.

residue(K) =

P
n

i=1 �(Mi; ~Mi)

n
(12)

where i = 1 � � �n denotes the macroblocks that belong to kernel K, Mi and ~Mi denote the ith macroblock and its motion vector
respectively. �(Mi; ~vi) is the percentage of wrong pixels in the motion compensated macroblock with motion vector ~vi.

2.5.3. Texture constraint

Texture constraint is applied to each candidate kernel to ensure that a kernel contains some texture. Each kernel is checked for
the percentage of edge points. If the percentage is smaller than a threshold, the kernel is removed. The edge points are detected
using a Sobel edge detector. Texture constraint is based on the observation that the motion vectors of flat regions can be easily
affected by noises and are not reliable; while motion vectors of textured regions are more reliable and more likely to correspond
to the real motion.

2.5.4. Merge macroblocks into kernels

At the beginning of the algorithm, each macroblock is assumed to be a candidate kernel. Then neighboring macroblocks are
merged into large kernels as described below.

For a macroblock M that is neighboring to a candidate kernel K, if its motion estimation error is lower than a certain
threshold, then its motion difference with the kernel is checked. The difference between their motions is:

diff( ~NK ; ~M) = j ~NK � ~M j (13)

where NK is a macroblock of kernel K that is neighboring to M.

If the difference is smaller than a certain threshold, then the macroblock is added to the kernel and the information of the
kernel, such as its size and motion are updated as follows.

The size of a kernel K is measured in the number of macroblocks forming K. The kernel motion is the average motion of
all the macroblocks of K. It can be described by the following equation.

~K =

P
n

i=1
~Mi

n
(14)

where i = 1 � � �n denotes the macroblocks that belong to kernel K and ~Mi denotes the motion vector of a certain macroblock i.

After kernel detection, a video frame is segmented into kernels and undefined regions. These undefined regions fail to be
clustered into kernels, because they have inconsistent motion pattern, high motion estimation error, or no internal texture.



2.5.5. Background Kernel Detection

If the camera is not moving, the background kernel is the one containing still macroblocks. Otherwise, the background kernel
is the largest kernel conforming to the camera motion.

2.5.6. Kernel Merge With the Background Region

The criterion for kernel merge is based on motion. If the motion difference between a detected kernel and the background is
smaller than a threshold, then it is merged with the background region according to the following rule.

1. If the camera is still and a kernel has no motion or almost no motion, then add this kernel to the background.

2. If the camera is moving, then detect the background kernel first. If the difference of this macroblock’s motion and the
background motion is smaller than a motion similarity threshold, then add this kernel to the background kernel.

After kernel detection and merge, a frame is usually segmented into three parts, which are the background, the object
kernels, and the undefined region. The background corresponds to the region that moves consistently with the camera motion.
The object kernels correspond to the moving objects in the scene. And the undefined region contains macroblocks that cannot
be put into either background kernel or object kernels based on motion cue, which will be further processed by a multiple cue
algorithm.

2.6. Multiple Cue Processing

The kernel detection and merge process using motion information may not be enough to recover the whole object region. The
detected object regions may miss some object macroblocks or add some background macroblocks. Therefore, a post-processing
step is needed to add the object macroblocks and remove the background ones. This region growing and refinement process is
based on the color, texture, and other cues. The algorithm considers the similarity between macroblocks based on color, texture,
and other cues to reassign a macroblock to the background or an object kernel. The algorithm aims to segment a frame into
regions consisting of macroblocks similar in motion or color, or consistent in texture. The equation for the similarity between
two macroblocks A and B is as follow.

S(A;B) =

P255
I=0 Same(AI ; BI)
P255

I=0 I
(15)

where AI and BI are the chromaticity index10 of the Ith pixel in A and B block and Same(AI ; BI) returns 1 if AI equals to
BI , and 0 otherwise.

2.7. Object Tracking

A motion locale list is used to link the multiple occurrences of an object and get its motion trajectory. Each time an object is
segmented, it is considered as a motion locale. When a motion locale is added to the motion locale list, the motion locale list is
searched for a matching one. The matching is based on color distribution, size, and motion continuity. The search is intended
to find the occurrence of the object in a previous frame and link its occurrences over multiple frames. The confidence value of a
motion locale is increased by one if a good matching is found. If no good matching can be found for a motion locale, then it is
added as a new one to the motion locale list with confidence value set to zero. The motion locale list can serve for two purposes,
object tracking and outlier removal. The motion locales with no link to other motion locales are most probably outliers and are
removed from the list.

Figure 5 shows how a motion locale is added to the motion locale list. The information of each segmented object, such
as frame number, locale number, bounding rectangle, centroid, color histogram, size, and matching locale, are stored into a
spatiotemporal motion locale list. The list shows the link between motion locales and the confidence value of each motion
locale. The motion trajectory of a motion locale can be computed by tracing it in the list. The confidence value associated with
a motion locale indicates the degree of its spatiotemporal consistency. The higher the confidence value, the more consistent it
is spatiotemporally.
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Figure 5. Motion locale and locale list

3. EXPERIMENTAL RESULTS

3.1. Source Video Clips

The Bike clip has different camera motions, such as still, pan/tilt, and zoom, which is suitable for testing the ability of the
algorithm to detect the camera motion correctly. It also has a moving object that exists in multiple frames and is used to
produce some experimental results about object segmentation and tracking.

The Tennis clip has many frames with camera zooming motion. It is chosen to show the experimental results of camera
motion detection and object segmentation under different camera motions, especially under zooming.

3.2. Time and Speed

KMC uses MPEG motion vectors as the source of motion information and does not estimate optical flow. Therefore, it is very
fast and runs in real time.

3.3. Threshold Selection

The KMC algorithm uses several thresholds for kernel detection and merge and multiple cue refinement. The thresholds are
chosen empirically and remain the same for all testing videos. The threshold for motion estimation error is set to 0.85 and the
threshold for multiple cue refinement is set to 0.8.

3.4. Results

Table 1 shows the camera pan detection result of bike video. The first column is the frame number and the second column
shows the angles of the camera pan and the angles is in the range of 0� to 360�. For example, at frame 3, the angle of camera
pan is 3040, which means the camera is panning towards southeast. The last column shows the magnitude of the pan in pixels.
For example, the first row of the table shows that the camera is pan towards southeast in a distance of 5 pixels. The angle and
distance of camera pan are extracted from the largest motion group in the scene, which corresponds to camera motion.



Table 1. Camera Pan Parameters of Bike Video
Frame Angle Magnitude

3 304 5
9 304 7
15 317 6
27 51 5
33 38 7

            

Figure 6. Camera zooming detection.

Figure 6 is an example of camera zooming from another video clip "tennis". From the motion vector map, it is clear that
the camera is zooming in and the motion vectors are moving outward from the center of the frame. The right part of the frame
does not conform to this motion pattern because of the object motion.

Table 2 shows the camera zooming detection result of tennis video. This video has many frames with camera zooming,
which is modeled by an affine motion model. The table shows the frame number and the computed affine motion parameters.
The first column is the frame number in which a camera zooming happens. Columns 2 to 7 correspond to the six affine motion
parameters a1 to a6.

Figure 7 is an example of object segmentation on frame 9 of bike video. The result shows four rectangular areas. The
upper right area shows the current frame image, the upper left one visualizes the motion vectors of this frame with each small
rectangle standing for a macroblock of 16 � 16 pixels. The bottom right area shows the final object segmentation result and
the bottom left area shows the result of kernel detection and merge. The shaded regions denote the detected kernels. The

Table 2. Camera Zooming Pattern Modeled by an Affine Motion Model.
Frame a1 a2 a3 a4 a5 a6

27 1.056 -0.016 -7.226 0.000 1.052 -5.977
33 1.093 -0.003 -14.840 -0.010 1.117 -11.794
39 1.144 -0.000 -24.046 0.001 1.138 -16.567
45 1.140 -0.005 -22.842 -0.001 1.147 -17.272
51 1.142 0.003 -24.111 0.000 1.146 -17.333
57 1.144 -0.002 -23.905 0.000 1.151 -17.710
63 1.145 -0.013 -22.629 -0.006 1.146 -16.054
69 1.124 -0.003 -20.465 -0.003 1.130 -14.860
75 1.130 -0.009 -20.702 0.005 1.120 -15.009
81 1.125 -0.013 -19.707 -0.006 1.144 -15.582
87 0.914 0.683 -61.718 -0.012 1.130 -13.016



            

Figure 7. Object Segmentation Result on Frame 9 of Bike Video.

black region corresponds to the background kernel, which may be disjointed. It is desirable to allow the background kernel to
be disjointed, because the foreground objects may cover some parts. It can be seen that the detected kernels are the regions
with reliable motion vectors. These kernels all have some edge points and the large flat regions are not detected as kernel,
because they do not have enough edge points. These kernels also have good motion consistency among their macroblocks. By
comparing the images in the middle row with those in the bottom row, it can be seen that three object macroblocks are missed
from the kernel-based segmentation. The reason is that these three macroblocks locate at the boundary of the object and have
different motion vectors. Therefore, motion-based segmentation cannot find them. However, the multiple cue procedure refines
the segmentation result and finds the three macroblocks.

Figure 8 shows the result of object segmentation on frame 9 of tennis video. The result shows six images, each with
a resolution of 352 � 240 pixels. The first two images on the top show the original image and its motion vector map of
macroblocks of 16� 16 pixels. The pointer in the middle of a macroblock is an illustration of its motion vector. The direction
of the pointer is the direction to which the macroblock is moving and the length of the pointer is the distance that the macroblock
actually moves in pixels. The two images in the middle show the results after kernel detection and merge and the bottom ones
show the results after multiple cue refinement. The black region corresponds to the background and most of the background
macroblocks do not move, which means the camera is still in this frame. The detected kernel corresponds to the moving
hand in the scene and the white ball is missed because it has wrong motion vectors. By comparing the middle images and
those bottom ones, it is shown that the gray macroblocks with zero motion vectors are the new ones added to the segmented
object kernel by using multiple cues. The motion of these macroblocks does not conform to a consistent object motion model.
However, they are still recovered. This shows that the multiple cue approach is helpful in recovering an object that does not
move consistently. This means that only part of an object moves consistently with a certain motion model can be detected by
using motion information and the other parts of the object may be detected by using other cues, such as color, texture, etc.

Figure 9 is the illustration of object tracking result in the bike video. It shows the result of object segmentation and tracking
over multiple frames. The object is segmented and a bounding rectangle is formed to cover the whole object. The list shows the
spatiotemporal segmentation result, including the object segmentation results when the object is moving and when the object is
still in the scene. When the object is moving, the motion and other cues are used to segment the object from the background,



            

Figure 8. Object Segmentation Result on Frame 9 of Tennis Video.
            

Figure 9. Object Tracking over Multiple Frames Result on Bike Video.

and when it is still, a projection and spatial segmentation algorithm is applied to segment the object.

Table 3 shows the performance of KMC algorithm. The first column is the frame number. The second column is the
number of pixels in the manually segmented object, which is used to measure the performance of the segmentation results
using KMC. The third column shows the number of object pixels of the segmented object. The fourth column shows the
percentage of correctly segmented pixels, which is the result of dividing column 3 by column 2. The fifth column is the
number of background pixels of the segmented object and the last column shows the percentage of background pixels. These
two percentages show how good the segmentation is. Since the two percentages are obtained by dividing object pixels and
background pixels segmented by KMC with manually segmented object pixels, the two percentages may add up to more than
100%. From the table, it can be seen that the correct ratios are all above 80%, while the wrong ratios are all below 20%.

4. CONCLUSION AND FUTURE WORK

This paper shows that the KMC algorithm can perform motion analysis directly on MPEG motion vectors and segment moving
objects from the background scene under different camera motions, such as pan, tilt, and zoom. It combines multiple cues, such



Table 3. Performance of spatial segmentation.
Frame NumOfObjectPels(manual) correct rate wrong rate

3 2691 2298 85.4% 404 15.0%
6 2784 2326 83.5% 344 12.4%
9 2810 2512 89.4% 496 17.6%
12 2933 2610 89.0% 522 17.8%
15 2889 2561 88.7% 472 16.3%
18 3348 2685 80.2% 469 14.0%
21 3378 2610 88.6% 608 18.0%

as motion, color, texture and other cues, in a graceful way to achieve good segmentation results. The algorithm makes use of
spatiotemporal information to keep track of segmented moving objects.

The proposed KMC algorithm can be improved in several ways. The camera motion detection procedure can use a Singular
Value Decomposition (SVD)12 algorithm to estimate the affine camera motion parameters. The KMC algorithm can not detect
moving objects when the kernel detection procedure fails to produce good result. An Expectation Maximization (EM) statistical
method can be used to make the kernel detection process more robust. It is also an interesting topic to study how to apply the
segmentation results of KMC to object based video coding, such as MPEG-4. Moreover, even though KMC makes use of
some compressed information such as MPEG motion vectors, it is still far from working directly on the compressed domain.
Considering the compression ratio of MPEG videos, it is desirable to segment moving objects directly on the compressed
domain so that both the processing speed and efficiency can be improved. Finally, it is reasonable to anticipate that KMC will
produce good results if the motion vectors of macroblocks correspond to their real motion. Therefore, optimization on MPEG
motion vectors is desirable with the purpose to obtain better motion vectors.
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