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Abstract

This paper provides a brief introduction to peer-to-peer (P2P) systems. Basic definitions and character-

istics of P2P systems are described in Section 1. A comparison of a two related paradigms: P2P and Grid

computing is also given. Section 2 classifies P2P substratesinto two categories: structured and unstructured.

Description of each category along with some examples is provided. A wide range of distributed applications

can leverage the P2P paradigm, some of them have actually been deployed. Section 3 samples some of these

applications.

1 Introduction

Peer-to-peer (P2P) systems have recently received increasing attention from both research and industry commu-

nities [8, 24]. This increasing popularity is due to the ability of such systems to combine resource contributions

from individual peers into a large shared-by-all pool of resources. The emergence of Napster, a P2P file-sharing

system, in late 1998 is considered the real start of P2P systems [8]. Napster attracted millions of users who

exchanged a tremendous amount of network traffic. P2P systems continue to grow according to recent measure-

ment studies [17, 32, 34]. These studies show that the bandwidth consumed by the P2P file-sharing applications

has exceeded that of the WWW applications.

In a P2P system, participants (peers) cooperate to achieve adesired service. The service can, for example, be

distributed computing, file-sharing, distributed storage, communication, or real-time media streaming. Ideally,

there is no centralized entity to control, organize, administer, or maintain the entire system. Instead, these func-

tions are divided and supported by all peers. Peers cooperate by sharing resources such as storage, CPU cycles,

network bandwidth, and data. A number of benefits are obtained by adopting the P2P paradigm to implement

distributed applications. These benefits include: (1) improved scalability by aggregating resources from peers

and reducing the reliance on centralized servers, (2) cost-effectiveness by utilizing already-deployed resources

and eliminating the need for expensive infrastructure, and(3) deployability by performing all processing at the

end systems.
∗Work in progress ...
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1.1 Characteristics of Peer-to-Peer Systems

The paradigm of P2P computing is not totally new [24]. Many earlier distributed systems such as NNTP (Net-

work News Transfer Protocol) [21] and ICP (Inter-Cache Protocol) [39] follow the P2P paradigm. P2P systems,

however, constitute a class of distributed systems which has some defining characteristics. These characteristics

did exist in traditional distributed systems, but with various degrees. We summarize the characteristics of P2P

systems as follows.

Ad-hoc Nature. Peers join and leave the system without direct control of anyentity. Therefore, the number and

location of active peers as well as the network topology interconnecting them are highly dynamic. The ad-hoc

nature requires P2P systems to be self-organizing.

Limited Capacity and Reliability of Peers. Measurement studies [33] show that peers do not have server-like

properties: peers have much less capacity and they fail moreoften. The unreliability of peers suggests that fault-

tolerance and adaptation techniques should be integral parts of the P2P protocols. The limited capacity of peers

demands load-sharing and balancing among all participating peers.

Rationality of Peers. Computers participating in a P2P system are typically ownedand operated by autonomous

andrational entities (peers). Rational peers make decisions to maximize their own benefits. Peers may decide,

for example, on whether to share data, leave the system, and forward queries. These decisions are not always

inline with the performance objectives of the system. This conflict of interest may jeopardize the growth and

the performance of the entire system. Therefore, peer rationality should be considered in designing the P2P

protocols [36].

1.2 Software Architecture Model

In a P2P system, peers form an overlay network among each other. A logical channel between two peers can be

established in the overlay without direct physical links between those peers. The overlay network abstracts away

the details of the underlying physical network, which enables the rapid deployment of P2P systems in the current

Internet. To be a part of the overlay and participate in the system, a peer should install a special software. A

general model1 for the software deployed on each peer is shown in Figure 1. The software has two main modules:

a P2P substrate and a P2P application. A middleware module may also exist. The P2P substrate is responsible

for constructing and managing the overlay as well as locating files. The P2P application module implements the

functions needed by the specific service provided by the system. The middleware module provides the application

with auxiliary functions (e.g., selecting good peers) thatmay enhance the quality and the performance of the

P2P application. Sections 2 and 3 provide more details on thetwo main modules. The middleware module is

described in [19] where we present CollectCast as a middleware for P2P streaming applications.

1We should note that this general software model is a simplified one: in some systems the borders between the different modules may
not be clear or they may not even exist.
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Figure 1: A simple model for the software installed on a peer participating in a peer-to-peer system.
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1.3 Peer-to-Peer versus Grid Computing

There are a number of similarities between the P2P computing[8, 24] and the Grid computing [15, 13] paradigms.

The ultimate objective of both paradigms is to aggregate resources (e.g., storage, CPU cycles, and data) from

end systems into a large shared-by-all pool of resources. However, investigating the currently deployed P2P and

Grid systems reveals a number of differences in the approaches taken by both paradigms to achieve the ultimate

objective. We summarize the differences between P2P computing and Grid computing along four axes [14]:

target communities and applications, type of resources shared, scalability of the system, and services provided.

Grid computing [15, 13] targets established communities whose members need access to a vast amount of

computing resources. An example is a scientific community working on computationally-intensive problems.

Members of a Grid usually contribute powerful resources with good reliability and high-speed network connec-

tivity. Powerful resources may include computer clusters,high-performance workstations, storage systems, and

scientific instruments. The scale is usually not too large, aGrid may contain hundreds or thousands of members.

Sophisticated services are provided to the members of the Grid. These services include authentication,

authorization, resource discovery, scheduling, access control, and membership control. Based on these services,

a Grid can provide accountability, which allows the membersto have, at least, a reasonable level of trust in each

other.

The widely-deployed P2P systems (so far) have targeted grass-root communities with quite diverse and

anonymous peers. Peers have limited computing resources and they are not always connected to the network.

This indicates that P2P systems should account for frequentfailures and disconnections. The scale of a P2P

system is in the order of hundreds of thousands of peers. A limited number of simple services, such as resource

discovery, are provided by P2P systems. Anonymity can be supported in P2P systems, which makes account-

ability a harder task to achieve. Very limited (or no) trust exists among peers.

We should note that the above comparison is between thetraditional views of the P2P and Grid computing

paradigms. Recent research advances on both paradigms makethem converge to achieve a common goal, which

is pooling a huge amount of resources together and providingefficient and controlled access to these resources.

In Grid computing, the scale is being increased and the restrictions on membership is being reduced. On the

other hand, in P2P computing, more sophisticated services such as trust management are being developed. It is

conceivable that the two paradigm will complement each other in the future. In fact, some research along this

line has been done [3].

2 Peer-to-Peer Substrates

A key component in any P2P system is the P2P substrate. A P2P substrate should have mechanisms for managing

peers and files stored on them. For peers, the substrate provides mechanisms for joining, leaving, and failure

handling. For files, the substrate provides mechanisms for storing and locating them.

P2P substrates can be divided into two categories: structured and unstructured. This classification is based
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on the flexibility of placing files at peers. In structured substrates, a file (or a pointer to the file) is placed at

a specific peer, while in unstructured substrates a file couldbe placed at any peer. The following subsections

briefly describe these two types of substrates and give examples.

2.1 Structured Peer-to-Peer Substrates

Structured P2P substrates tightly associate the placementof files with the structure of the overlay network.

These substrates support hash-table-like lookup/insert functions and usually referred to as distributed hash tables

(DHTs). DHTs provide efficient and scalable functions. Typically, the file lookup/insert and peer join/leave

operations takeO log(N) steps, whereN is the number of peers. DHTs guarantee locating a requested file if

at least one copy of that file exists in the system. Examples ofDHTs include Chord [37], Pastry [30], Tapestry

[43], and CAN [28].

DHTs can be designed in many different ways. Each design organizes peers of the overlay network into

a specific geometrical shape, and therefore employs a different routing algorithm. For instance, peers can be

arranged in a ring, tree, hypercube, butterfly network, or other geometrical shapes. Gummadi et al. [18] compare

several DHT designs and the degree of flexibility offered by each of them. Flexibility is defined as how much

freedom a peer has in choosing its neighbors. Flexibility impacts the performance of DHTs in terms of resiliency

in face of peer failures, end-to-end path latency, and the locality of message forwarding [18].

P2P applications such as distributed file systems [11, 9, 12]and distributed indexes [10] require the lookup

guarantee provided by DHTs. DHTs, however, have not been adopted by the widely-deployed P2P file-sharing

applications such as Gnutella and Kazaa. This is because of three reasons [6]. First, DHTs support only exact-

match queries, because a query has to contain the exact identifier of the requested file. Since the identifier is

generated by hashing some attributes of the file such as its name, changing even a single character in the attribute

may result in a totally different identifier. In file-sharingapplications, flexible queries such as keyword searches

are the common case. Second, peers are very transient with average up-time in the order of minutes. Every

peer join/leave/failure requires at leastO log(N) steps to repair the overlay network. For a system with tens of

thousands of peers, peer transiency imposes a significant overhead. Third, in file-sharing applications, most of

the queries are for well-replicated files, which allows simple search algorithms to easily locate the request files.

This means that the efficiency and guarantee offered by DHTs will not have a tangible effect on the users.

Example 1: CAN

CAN (Content-Addressable Network) [28] is a structured P2Psubstrate that implements a large-scale distributed

hash table. Nodes form an overlay network in a virtuald-dimensional Cartesian coordinate. CAN dynamically

partitions the entire space among all nodes that exist in thesystem. The space is partitioned into zones, and each

node is responsible for (or owner of) a zone. Zones are split and merged as nodes join and leave the system.

Figure 2 describes the partitioning of the space as nodes join and leave a2-d space CAN. Each node stores the

part of the distributed hash table that belongs to its regionin the space. That is, a node stores all keys that are

mapped, using a uniform hash function, to points in its zone.
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When a node joins the system, it obtains its own portion of thedistributed hash table by performing three

steps. First, it finds an already-existing node in the overlay network by, for example, contacting a well-known

bootstrap node. The bootstrap node maintains a partial listof the active nodes in the system. Second, the joining

node finds a zone to be responsible for as follows: (1) the joining node randomly chooses a pointP in the space,

(2) it sends a join request (through the node found earlier) to the owner of the zoneZ in whichP lies, and (3) the

owner ofZ splits it into two halves, one of them (along with all keys in it) will be the joining node’s zone. Third,

the joining node notifies its neighbors in the overlay about the zone splitting, which will update their routing

tables accordingly.

When a node leaves the system, zones need to be adjusted (merged). The leaving node chooses one of its

neighbors and hands over its portion of the hash table to it. The neighbor is selected in order to create a valid

zone after merging. If no such neighbor exists, the neighborwith the smallest zone will temporarily take care

of the two zones. Failures or abnormal leaving are detected by the absence of the update messages that are sent

periodically in the normal conditions. Upon detecting a failure, a node takes over the zone of its dead neighbor.

Locating an object in CAN uses a simple routing algorithm. Every node maintains a routing table that holds

the IP address and the coordinates of its immediate neighbors. For ad-dimensional space, every node maintains

a table of sizeO(d). Note thatd is independent of number of nodes in the system. Figure 3.b demonstrates the

routing algorithm in CAN. If a node receives a query for a file which it does not store, it forwards the query

to a neighbor which has the closest identifier to the requested file in the virtual space. The query is forwarded

hop-by-hop till it reaches its final destination within a maximum ofO(N1/d) hops. The basic routing technique

in CAN does not account for physical locality during forwarding a request from a node to another. To partially

alleviate this problem, the round trip time (RTT) could be used to prefer nearby nodes over distant ones. This is

done by choosing the next hop based on the maximum ratio of progress towards destination to the RTT, not just

on the closeness in virtual space.

Example 2: Chord

Chord [37] builds an efficient distributed hash table using the consistent hashing [22] technique. Chord maps

keys onto nodes in a way that facilitates locating these keyslater when the system is queried about them. Each

key and each node is assigned anm-bit identifier using a hash function such as SHA-1. A node is aprocess

running on a host, and its identifier can be obtained by, for example, hashing the host IP address and the port

number the process is using. The identifier of the key is the hash of the key itself (e.g., name of the file).

Identifiers are ordered in an identifier circle modulo2m. Each key is assigned to the first node whose identifier

equals or follows the key’s identifier. This node is called the successor of the key. Figure 4 shows how keys are

assigned to nodes in Chord withm = 3.

Nodes know their successors in the identifier circle and maintains a routing table withm entries, called the

finger table. For a noder, thek-th entry of the finger table contains the identifier of the first node that succeedsr

by at least2i−1, where1 ≤ i ≤ m. The entry contains the IP address and the port number of thatnode. Since the

finger table does not contain all information about the successors of all nodes, it may need to communicate with
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other nodes to resolve a lookup query. When a noden receives a request for a keyk, it searches its finger table

for a nodej whose identifier is closest tok, which by construction of the identifier circle will know more about

k than noden does. Then,n asksj to resolve the query. The process is repeated again atj till the successor ofk

is located. With high probability, the number of hops required to locate the successor of a key isO(log N).

2.2 Unstructured Peer-to-Peer Substrates

Unstructured P2P substrates are loosely-controlled, which means that the placement of files is independent of

the structure of the overlay network. A file can be stored on any peer in the system. The loose control of peers

and files stored on them has advantages as well as disadvantages. On the bright side, the loose control enables

unstructured P2P substrates to: (1) tolerate the transientbehavior of peers, and (2) support flexible queries. The

transient behavior of peers is handled with minimal (or no) overhead. For example, when a peer leaves the

overlay, typically nothing needs to be done, since there is no specific structure to restore or maintain. Queries

that contain keywords and regular expressions are easily supported. This is because a query is passed to peers

as a string of characters (typically in plain text format) and every peer maintains a tiny database with a small

query processing engine. There are two disadvantages of theloose control in the unstructured P2P substrates:

(1) expensive searching process, and (2) lack of guarantee on locating a requested file that exists in the system.

Since a requested file could be anywhere in the system, intuitively, more work is needed to locate it compared

to the case of the structured P2P substrates. The scope of thesearch is typically restricted to a certain range

(number of hops) to limit the overhead. This means that, if a file happened to be on a peer outside the range of

the search, it will not be located.

Examples of unstructured P2P substrates include: Gnutella[25], Kazaa [26], and Morpheus [27]. Note that,

in each of the above examples, the P2P substrate is integrated with a P2P file-sharing application. However, it is

conceivable that other applications (e.g., real-time streaming and distributed processing) could use the unstruc-

tured P2P substrates.

Example: Gnutella substrate

Gnutella [25] is one of the most widely deployed P2P file-sharing systems. In the following, we describe the peer

and file management functions of Gnutella, that is, we describe the functions that belong to the P2P substrate

layer in the software model described in Section 1.2. The application layer in Gnutella (file-sharing) provides

minimal functionality, merely storing and providing files to requesting peers. We elaborate more on the P2P

applications in the next section.

In Gnutella terminology, a peer is called a servent, becauseit may act as a client and as a server at the same

time. A peer joins the Gnutella network by finding an active peer in the network and establishing a connection

with it. This is usually done be contacting one of the well-known Gnutella hosts, which will return a set of

currently active peers. In order to discover more neighbors, the joining peer sends Ping messages through the

active peer. Peers willing to accept new neighbors reply with Pong messages.

To locate a file, the requesting peer performs a controlled flooding by sending a Query message to all of its
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neighbors. If a peer receives a Query message, it will check whether any locally-stored file satisfies that query. If

there is a match, it sends back a QueryHit message to the requesting peer. In addition, the peer that received the

Query message forwards it to its own neighbors, regardless whether there is a local match for the query or not.

The flooding is controlled using a time-to-live (TTL) field inevery message. Every peer decrements this field

and forwards the message if the TTL is greater than zero, otherwise it discards that message. This is essentially

a breadth first search (BFS) over the overlay network formed by the peers.

The Gnutella substrate is truly distributed. This enables Gnutella to achieve a high degree of reliability,

since it does not depend on any specific peer. However, Gnutella employs a flooding technique to locate files.

Flooding suffers from scalability and efficiency problems.Several approaches have been proposed to enhance the

scalability and efficiency of unstructured P2P substrates such as Gnutella [6, 41]. In the following, we describe

two main approaches. One approach [41] proposes new searching algorithms, while the other [6] introduces the

super-peer [26] idea.

Yang and Garcia-Molina [41] propose three efficient search algorithms for unstructured P2P substrates. In

essence, these algorithms try to reduce the number of peers that receive and process a query, hence reducing

the overhead imposed on the network. The first search algorithm, called iterative deepening, performs multiple

breadth-first searches with increasing TTLs. In many cases,the query is satisfied at a depth less than the max-

imum TTL value, saving a lot of overhead on the network. The cost of the iterative deepening algorithm is an

increase in the response time, since the requesting peer mayhave to initiate multiple rounds of BFS one after the

other. The DirectedBFS is the second search algorithm proposed by Yang and Garcia-Molina. DirectedBF yields

faster query responses by having the requesting peer send the query to a selected subset of its neighbors that will

likely produce many quality results. Choosing the subset ofneighbors that will receive the query depends on pre-

vious interactions. For example, a query may only be sent to the subset of peers that returned the highest number

results in the past, or to those that had the smallest delay. The third searching algorithm, called LocalIndices,

allows a peer to answer queries on behalf of other peers, thussaving the cost of sending these queries over the

network. To act on behalf of its neighbors, a peer maintains asimple index over files stored on neighboring peers

within a specific number of hops from itself.

The other approach for enhancing the scalability of unstructured P2P substrates is the adoption of the super-

peer notion [6, 42]. The idea is that for each small group of peers, one of the peers is chosen as a super peer.

All peers of the group are directly connected to the super peer. Every Super peer connects itself to a few other

super peers. A super peer acts as a centralized index for its own group. Queries are processed only by super

peers. If a peer is looking for a file, it submits a query to its super peer. The super peer first checks its own index

to determine whether another peer in the same group can fulfill the request. If so, a direct connection between

the requester and the supplier will be established. Otherwise, the super peer forwards (floods) the request to its

neighboring super peers. The neighboring super peers will check their own indexes for matches, and pass the

query on to their neighboring super peers. Unlike Gnutella,controlled flooding is used only among super peers.

Since the number of super peers is much less than the total number of peers, the resulting traffic overhead is
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significantly reduced (compared to the Gnutella case). Examples of currently deployed P2P systems that use the

super peer idea include Kazaa [26] and Morpheus [27]. Details of designing and managing super-peer networks

can be found in [6, 42].

3 Peer-to-Peer Applications

According to the software architecture model described in Section 1.2, P2P applications are built on top of

P2P substrates. The P2P substrate provides file lookup and peer management services to the P2P application.

Many distributed applications can leverage the P2P paradigm. In this section, we present different categories of

applications that either have been proposed in the literature, or have been deployed in the real world. We do not

intend to provide exhaustive coverage of all possible P2P applications.

3.1 File Sharing

File sharing is the simplest and the most widely-deployed application in P2P systems. A file-sharing application

uses the P2P substrate to discover peers who have a requestedfile. Once one or more suppling peers have been

found, connections are established between the supplier(s) and the requester. The application does not do more

than storing and providing files to requesting peers. Most ofthe currently deployed file-sharing applications use

unstructured P2P substrates. This is because (as describedin Section 2.1) unstructured P2P substrates support

searching by keywords and tolerate the transient behavior of peers. Many examples of file-sharing applications

are currently running. Check for instance the web sites of Kazaa, Gnutella, iMesh, eDonkey, Overnet, Grokster,

and Limewire.

3.2 Media Streaming and High-bandwidth Content Distribution

In file-sharing P2P applications, a client has to download the entire file before starting using it. Consider for

example, a one-hour movie recorded at 1 Mb/s, and being downloaded by a client with an in-bound bandwidth of

1.5 Mb/s. Ignoring all protocols overhead and retransmissions, the client will have to wait for 40 minutes to start

watching the movie! Given that most of the contents distributed over the current P2P systems are multimedia

files [17], P2P media streaming applications have been receiving increasing attention in the research community

[40]. Real-time streaming applications start playing out the requested movie after a short (e.g., order of seconds)

waiting period.

PROMISE [20] is an example of real-time streaming applications. PROMISE is used in environments where

clients arrive asynchronously, i.e., at arbitrary different times, and they may be interested in different media files.

Asynchrony of clients as well as the limited number of clients receiving the same stream make using multicast

an inefficient choice, because many distribution trees willhave to be constructed. Therefore, PROMISE does not

use multicast, rather, it strives to optimize the individual streaming sessions (see [19] for more details).
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For synchronous streaming and high-bandwidth file distribution (e.g., distributing large documents and soft-

ware packages), a number of multicast approaches have been proposed. Examples include SplitStream [4], Bullet

[23], NICE [1], Zigzag [38], Narada [7], and Scribe [5]. These approaches typically build an overlay on the end

systems (peers), but they differ in the techniques of constructing and managing the distribution network. The

distribution network can be a tree [5, 1, 38], a mesh [7, 23], or a forest of trees [4].

3.3 File and Storage Systems

Distributed file systems provide logical functions similarto those provided by a centralized file server, but they

are constructed from physically distributed peers [11]. Functions provided by a distributed file system include ac-

cess control, directory structure, data integrity and consistency, caching, and replication. Distributed file systems

typically use structured P2P substrates in order to provideguarantee and efficiency of locating files. Building file

systems using the P2P paradigm achieves: (1) cost-effectiveness by using already-available resources instead of

deploying expensive servers, (2) high availability even inpresence of attacks, since for an attack to succeed it

has to target too many peers, and (3) huge storage capacity, which may not be possible from a single server. A

number of distributed file and storage systems have been proposed. These include: cooperative file system (CFS)

[9] on top of Chord [37], OceanStore [12, 29] on top of Tapestry [43], and Past [31] on top of Pastry [30].

3.4 Distributed Cycle Sharing

In distributed cycle sharing applications, the resource ofinterest is the CPU processing power. Peers indepen-

dently process pieces of a huge computational problem that requires an enormous amount of CPU processing. In

order to facilitate distributed processing in dynamic P2P environments, the target computational problems should

be easily decomposed into smaller, and largely independentsubproblems.

Several distributed cycle sharing projects are currently running over the Internet. For instance, SETI@home

[35] (Search for Extraterrestrial Intelligence) project aims at analyzing signals received by radio telescopes to

determine whether an intelligent life exists outside the Earth. Another example is the Genome@home [16]

project, which tries to study and understand the human genetic information. In each of these projects, there is a

centralized manager that distributes work to and collects results from peers. A peer participates by downloading

and installing a client program. The client program waits for the CPU to be idle and requests some work from the

centralized manager. Usually the client program runs as a screen saver, which gets suspended once the machine’s

owner starts using it.

In the above examples, peers volunteer by contributing CPU cycles to the success of the project. Peers do

not get direct benefits2, in the sense that peers cannot submit their own computational problems to the system.

Recently, Butt et al. proposed a system for sharing CPU cycles among peers themselves [2]. The system uses

a structured P2P substrate (Pastry [30]) to locate peers with free CPU cycles. This is done by allowing peers to

2Some indirect benefits may be obtained, though. These benefits include acknowledgments posted on the web pages of the projects,
and the satisfaction that one gets when s/he donates something that might benefit the society.
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periodically propagate resource availability information to their neighbors in the P2P overlay. The system uses

the sandboxing technique of the Java virtual machine to protect the hosting peer from malicious code. To ensure

fair resource consumption, a credit-based mechanism is used, in which credits are transfered from the requester

to the provider of the CPU cycles.

4 Summary

Peer-to-peer computing is a paradigm in which resources (e.g., storage, CPU cycles, and data) from a numerous

number of end systems (peers) are combined into a shared pool. Peers are connected through a virtual overlay

network. Constructing and managing peers in the overlay network as well as locating resources are the respon-

sibilities of a software layer called the P2P substrate. Twotypes of substrates exist: structured (also known as

distributed hash table, DHT) and unstructured. Many distributed applications can leverage the P2P paradigm.

Two such applications have seen wide popularity: file-sharing (e.g., Kazaa and Gnutella) and distributed cycle

sharing (e.g., SETI@home). Other P2P applications such as real-time streaming and distributed file systems

have been proposed.
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