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Abstract
Many databases store data in relational format, with different types of entities

and information about links between the entities. The field of statistical-relational
learning has developed a number of new statistical models for such data. Most
of these models aim to support instance-level predictions about the attributes or
links of specific entities. In this paper we focus on learning class-level dependen-
cies, which model the database statistics over attributes of links and linked objects.
Class-level statistical relationships are of interest in themselves, and they support
applications like policy making, strategic planning, and query optimization. While
a class-level model does not support instance-level predictions, learning and in-
ference are simpler at the class-level. We describe efficient and scalable algo-
rithms for structure learning and parameter estimation in class-level Bayes nets
that directly leverage the efficiency of single-table non-relational Bayes net learn-
ers. An evaluation of our methods on three data sets shows that our algorithms
are computationally feasible for realistic table sizes, and that the learned structures
represented the statistical information in the databases well. After learning has
compiled the database statistics into a Join Bayes net, querying these statistics via
the net is faster than directly with SQL queries, and does not depend on the size of
the database.

1 Introduction
Many real-world applications store data in relational format, with different tables for
entities and their links. Standard machine learning techniques are applied to data stored
in a single table, that is, in nonrelational, propositional or “flat” format [14]. The field
of statistical-relational learning (SRL) aims to extend machine learning algorithms to
relational data [9, 5]. One of the major machine learning tasks is to use data to build
a generative statistical model that represents the joint distribution of the random vari-
ables that describe the application domain [9]. In the single-table learning setting, the
goal is often to represent predictive dependencies between the attributes of a single
individual (e.g., between the intelligence and ranking of a student). In the SRL setting,
the goal is often to represent in addition dependencies between attributes of different
individuals that are related or linked to each other (e.g., between the intelligence of a
student and the difficulty of a course given that the student is registered in the course).
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Many SRL models represent such dependencies on two different levels, a class de-
pendency model and an instance dependency model. For instance, in a graphical SRL
model, the nodes in the instance dependency model represent attributes of individuals
or relationships [8, 12]. The nodes in the class dependency model correspond to at-
tributes of the tables. A class-level model is instantiated with the specific entities, their
attributes and their relationships in a given database to obtain an instance dependency
model. In terms of predicate logic, the class-level model features terms that involve
first-order variables (e.g., intelligence(S ), where S is a logical variable ranging over
a domain like Students), whereas the instance-level model features terms that involve
constants (e.g., intelligence(jack) where jack is a constant that denotes a particular
student) [5, 12, 6].

In this paper we apply Bayes nets (BNs) to model class-level dependencies be-
tween variables that appear in separate tables. Bayes nets [16] have been one of the
most widely studied and applied generative model classes. A Bayes net (BN) is a
directed acyclic graph whose nodes represent random variables and whose edges rep-
resent direct statistical associations. What is new about our approach is that we focus
on class-level variables only rather than making predictions about individual entities.
Our class-level Bayes nets contain nodes that correspond to the descriptive attributes
of the database tables, plus Boolean nodes that indicate the presence of a relationship;
we refer to these as Join Bayes nets (JBNs). The focus on class-level dependencies
brings advantages in terms of the simplicity of the model and the tractability of infer-
ence and learning, while it involves some loss of expressive power, because our BN
model cannot answer queries about individual entities.

Applications Examples of applications that provide motivation for the class-level
queries answered by our BN include the following.

1. Policy making and strategic planning. A university administrator may wish to
know which program characteristics attract high-ranking students, rather than
predict the rank of a specific student in a specific program.

2. Query optimization is one of the applications of SRL where a statistical model
predicts a probability for given table join conditions that can be used to in-
fer the size of the join result [1]. Estimating join sizes is a key problem for
database query optimization. For example, suppose we wish to predict the size
of the join of a Student table with a Registered table that records which stu-
dents are registered in which courses, where the selection condition is that the
student have high intelligence. In a logical query language like the domain re-
lational calculus [20], this join would be expressed by the conjunctive formula
Registered(S ,C ), intelligence(S ) = high . A query to a Join Bayes Net can be
used to estimate the frequency with which this conjunction is true in the database,
which immediately translates into an estimate of the size of the join that corre-
sponds to the conjunction.

3. Private Data. In some domains, information about individuals is protected due
to confidentiality concerns. For example, [7] analyzes a database of police crime
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records. The database is anonymized and it would be unethical for the data min-
ing researcher to try and predict which crimes have been committed by which
individuals. However, it is appropriate and important to look for general risk
factors associated with crimes, for example spatial patterns [7]. Under the head-
ing of privacy-preserving data mining, researchers have devoted much attention
to the problem of discovering class-level patterns without compromising sensi-
tive information about individuals.

Because JBNs use the Bayes net format, class-level queries of the type described can
be answered by standard Bayes nets inference algorithms that are used “as is”. [6]
comments that answering first-order probabilistic queries that contain variables with-
out first instantiating them is “an important direction for future work”. In the case of
queries that are entirely at the class level and contain only variables, Join Bayes nets
can employ standard BN inference algorithm to answer them.

Approach To apply machine learning algorithms to learn the structure of a Join
Bayes Net from a database, we need to define an empirical distribution over values
for the class-level nodes that is based on the frequencies of events in the database.
In a logical setting, the question is how to assign database frequencies for a con-
junction of atomic statements such as intelligence(S ) = high , Registered(S ,C ),
difficulty(C ) = high . We follow the definition that was established in fundamental
AI research concerning the combination of logic and statistics, especially the classic
work of Halpern and Bacchus [11, 2, 3]. This research generalized the concept of
single-table frequencies to the relational domain: the frequency of a first-order formula
in a relational database is the number of instantiations of the variables in the formula
that satisfy the formula in the database, divided by the number of all possible instan-
tiations. In the example above, the instantiation frequency would be the number of
student-course pairs where the student is highly intelligent, the course is highly diffi-
cult, and the student is registered in the course, divided by all possible student-course
pairs. In terms of table joins, the instantiation frequency is the number of tuples in the
join that corresponds to the conjunction, divided by the maximum size of the join.

Our “learn-and-join” algorithm for class-level structure learning upgrades a single
table BN learner, which can be chosen by the user, to carry out relational learning in
dynamic-programming style. The basic idea is to apply the BN learner repeatedly to
tables and join tables from the database, and merge the resulting graphs into a sin-
gle graphical model for the entire database. This algorithm treats the single-table BN
learner as a module within the relational structure learning system. This means that
only minimal work is required to build a statistical-relational learner from a single-
table learner, and that advances in single-table BN learning can be immediately ex-
ploited for relational learning. Our experiments provide evidence that the learn and
join algorithm leverages the efficiency, scalability and reliability of single-table BN
learning into efficiency, scalability and reliability for statistical-relational learning.

Advantages Compared to other approaches to learning directed graphical SRL mod-
els, an advantage of class-level learning is that it avoids the problem that the instanti-
ated model may contain cycles even if the class-level model does not. For example,
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suppose that the class-level model indicates that if a student S1 is friends with another
student S2, then their smoking habits are likely to be similar, so Smokes(S1 ) predicts
Smokes(S2 ). Now if in the database we have a situation where a is friends with b,
and b with c, and c with a, the entity-level model could contain a cycle Smokes →
Smokes → Smokes → Smokes unless further restrictions are met [8, 15]. If learning
is defined in terms of the instance level, cycles at this level cause difficulties because
concepts and algorithms for directed acyclic models no longer apply. These difficul-
ties have been difficult to solve; [15] conclude that “The acyclicity constraints of di-
rected models severely limit their applicability to relational data. A second advantage
for class-level learning is that other directed SRL formalisms require extra structure to
support instance-level predictions, such as aggregation functions [8] or combining rules
[12]. While the extra structure greatly increases the expressive power of the model, it
also leads to considerable complications in learning.

Paper Organization Our preliminary section introduces Bayes nets and predicate
logic. We then formally define Join Bayes nets and the instantiation frequency distri-
bution that they model. The main part of the paper describes structure and parameter
learning algorithms for Join Bayes nets. We evaluate the algorithms on one synthetic
dataset and two public domain datasets (MovieLens and Financial). The runtimes show
the efficiency of our algorithm. To evaluate the learned structures, we apply BN infer-
ence algorithms to predict relational frequencies and compare them with gold-standard
frequencies computed via SQL queries.

Contributions The main contributions of our work are as follows.

1. A new type of Bayes net for modelling the database instantiation distribution
over attributes and relationships.

2. New efficient algorithms for learning the structure and parameters for the first-
order Bayes net models.

3. An evaluation of the algorithms on three relational databases, and an evaluation
of the predictive performance of the learned structures.

Related Work There has been much work on the theoretical foundations of the
database distribution, and on representing and reasoning with instantiation frequencies
in an axiomatic framework [11, 2]. Our work appears to be the first to use Bayes nets
to learn a statistical model of the database distribution. The learn-and-join structure
learning algorithm is entirely novel to our knowledge. The main algorithmic problem
in parameter estimation (CP-table estimation) for Join Bayes nets is counting the num-
ber of satisfying instantiations (groundings) of a first-order formula in a database. This
is an important problem for Markov Logic Networks as well [6]. In the case where
the formula contains no negated relationships (e.g. NOT Registered does not occur), a
virtual join mechanism based on tuple ID propagation provides an efficient algorithm
that avoids explicitly enumerating set of all satisfying instantiations [22, 21]. Negated
relationships cause special problems because for realistic database sizes, enumerating
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all instances outside of a relationship is computationally infeasible. For the case of
a single relationship, [8, Sec.5.8.4.2] introduced a “1-minus trick” that computes the
number of tuples that are not related from the number that are related. [13] extends this
solution to the multi-relational case with a dynamic programming algorithm. We apply
the algorithm of [13] to learn the parameters of a JBN.

[17] provides a detailed comparison of Join Bayes nets with major statistical-relational
formalisms such as Bayes Logic Networks (BLNs)[12, Sec.10.3], Probabilistic Rela-
tional Model (PRMs) [8], and Markov Logic Networks (MLNs). We summarize the
main points of comparison. Syntactically, Join Bayes Nets are very similar to Bayes
Logic Networks. Essentially, a JBN is a BLN without combining rules. Combining
rules support instance-level predictions by specifying how information from different
related entities is to be combined to predict a property of a target entity. The absence of
combining rules illustrates the basic trade-off of learning on the class-level only: while
instance-level predictions are not supported, learning is simpler. Adding combining
rules to a Join Bayes net specifies a BLN, so in principle our algorithms can be applied
to learn BLN structure as well. The key difference between PRMs and BLNs is that
PRMs use aggregation functions, not combining rules, which is chiefly an issue for
instance-level modelling.

Markov Logic Networks are a prominent undirected formalism that combines ideas
from graphical models with a logical representation. An MLN is a set of formulas, with
a weight assigned to each. If the MLN formulas are restricted to conjunctions of basic
statements of the kind modelled by a JBN, an MLN can be seen as a counterpart to a
JBN in exactly the same way that Markov networks (undirected graphs) are a counter-
part to Bayes networks (directed acyclic graphs) in the propositional case. Specifically,
there is a standard transformation of a Bayes net into a Markov network, where all
spouses are linked to each other, all edges become undirected, and the conditional
probabilities in the BN are translated into clique potentials for the Markov network.
The result is called the moralized graph of the BN; it represents exactly the same joint
distribution over the nodes as the BN does. Moralizing a JBN yields an MLN that de-
fines exactly the same joint class-level distribution as the JBN does. Since moralizing
a JBN produces an equivalent MLN, in principle our algorithms can be applied to learn
MLN structure.

2 Preliminaries
We combine the concepts of graphical models from machine learning, relational schemas
from database theory, and conjunctions of literals from first-order logic. This section
introduces notations and definitions for these background subjects.

2.1 Bayes nets
A random variable is a pair X = 〈dom(X), PX〉 where dom(X) is a set of possible
values for X called the domain of X and PX : dom(X) → [0, 1] is a probability
distribution over these values. For simplicity we assume in this paper that all random
variables have finite domains (i.e., discrete or categorical variables). Generic values in
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the domain are denoted by lowercase letters like x and a. Let X1, .., Xn be a set of
random variables. A basic assignment assigns a value x1, ..., xn to each random vari-
able, where xi ∈ dom(Xi). A joint distribution for X1, .., Xn assigns a probability
to each basic assignment; we write P (X1 = x1, ..., Xn = xn) = p, sometimes abbre-
viated as P (x1, ..., xn) = p. To compactly refer to a set of variables like {X1, ..Xn}
and an assignment of values x1, .., xn, we use boldface X and x. If X and Y are sets
of variables with P (Y = y) > 0, the conditional probability P (X = x|Y = y) is
defined as P (X = x,Y = y)/P (Y = y).

We employ notation and terminology from [16, 18] for a Bayesian Network. A
Bayes net structure is a directed acyclic graph (DAG) G, whose nodes comprise a set
of random variables denoted by V . When discussing a Bayes net, we refer interchange-
ably to its nodes or its variables. The parents of a node X in graph G are denoted by
PAG

X , and an assignment of values to the parents is denoted as paG
X . The neighbors

and spouses of a node X form the Markov blanket of X . A Bayes net (BN) is a pair
〈G, θG〉 where θG is a set of parameter values that specify the probability distributions
of children conditional on instantiations of their parents, i.e. all conditional probabil-
ities of the form P (X = x|πG

X). These conditional probabilities are specified in a
conditional probability table for variable X or CP-table. We use standard notation
for describing the conditional probability parameters. For each node vi, enumerate the
domain of its values as ai1, . . . , aik(i). Enumerate the set of possible assignments of
values to its parents as πi1, . . . , πil(i); if node vi has no parents, we set l(i) := 1. The
symbol θijk, i = 1, . . . , n, j = 1, . . . , k(i), k = 1, . . . , l(i) denotes the conditional
probability that node vi takes on value aj given that its parents have been assigned the
values πik, as defined in the CP-table of the BN. Let v1 = a1, . . . , vn = an be a joint
assignment of values to all nodes in the BN. Define the indicator function fijk(v = a)
to take on the value 1 when the joint assignment sets vi = aj and pai = πk, and 0
otherwise. A BN 〈G, θG〉 defines a joint probability distribution over V = {v1, .., vn}
according to the formula

P (v = a) =
∏
ijk

θ
fijk(v=a)
ijk . (1)

Thus the joint probability of an assignment is obtained by multiplying the conditional
probabilities of each node value assignment given its parent value assignments.

2.2 Relational Schemas and First-Order Formulas
We begin with a standard relational schema containing a set of tables, each with key
fields, descriptive attributes, and possibly foreign key pointers. A database instance
specifies the tuples contained in the tables of a given database schema. Table 1 shows
a relational schema for a database related to a university (cf.[8]), and Figure 1 displays
a small database instance for this schema. To keep the schema simple, we introduce
only a limited number of attributes for each entity class. For purposes of illustration,
we sometimes also refer to additional attributes (e.g., age and GPA for students).

We assume that tables in the relational schema can be divided into entity tables and
relationship tables. This is the case whenever a relational schema is derived from an
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Student(student id, intelligence , ranking)
Course(course id, difficulty , rating)
Professor (professor id, teaching ability, popularity)
Registered (student id, Course id, grade, satisfaction)

Table 1: A relational schema for a university domain. Key fields are underlined. An
instance for this schema is given in Figure 1.

Figure 1: Database Table Instances: (a) Student , (b) Registered (c) Course . To sim-
plify, we added the information about professors to the courses that they teach. (d) A
Join Bayes Net for the university schema variables (see Section 3.

entity-relationship model (ER model) [20, Ch.2.2]. In our university example, there are
two entity tables: a Student table and a Course table. There is one relationship table
Registered with foreign key pointers to the Student and Course tables whose tuples
indicate which students have registered in which courses. A table join of two or more
tables contains the rows in the Cartesian products of the tables whose values match on
common fields.

It is well known that a relational schema can be translated into logical vocabulary
based on first-order logic [20]. We follow logic-based approaches to SRL that use logic
as a rigorous and expressive formalism for representing regularities found in the data.
Specifically, we follow the approach of Markov Logic Networks and use first-order
logic with typed variables and function symbols. This formalism is rich enough to
represent the constraints of an ER schema by the following translation: Entity sets cor-
respond to types, descriptive attributes to functions, relationship tables to predicates,
and foreign key constraints to type constraints on the arguments of relationship predi-
cates. [6] discusses the appropriate use of first-order logic for SRL. Table 2 defines the
logical vocabulary and illustrates the correspondence to an ER schema.

Intuitively, a term θ is a logical expression that denotes a single object; the notation
θ denotes a vector or list of terms. Terms are recursively constructed as follows.

1. A constant or variable is a term.

2. Let f be a function term with argument type τ(f) = (τ1, . . . , τn). A list of terms
θ1, . . . , θn matches τ(f) if each θi is of type τi. If θ matches the argument type
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Description Notation Comment/Definition Example
Constants T, F,⊥, a1, a2, . . . ⊥ for ”undefined” jack , 101 ,A,B , 1 , 2 , 3
Types τ1, τ2, . . . list of types Student ,A,B ,C ,D

Functions f1, f2, . . .
number of arguments =
arity of f

intelligence, difficulty, grade
Student ,Registration

Function Domain dom(f) = τi The value domain of f
dom(intelligence) = {1 , 2 , 3}
dom(Student) = {T ,F}

Predicate P,E,R, etc. A function with domain {T, F} Student ,Course,Registration
Relationship R,R′, etc. A predicate of arity greater than 1 Registration

(Entity) Types E1, E2, . . .
A set of unary predicates
that are also types Student, Course

(Typed) Variables Xτ
1 , X

τ
2 , . . . A list of variables of type τ SStudent1 , SStudent2 , CCourse

or simply S1, S2, C

Argument Type τ(f) = (E1, . . . , En) A list of argument types for f .
τ(Registration) =
(Student, Course)

Descriptive Attribute fP1 , f
P
2 , . . .

Functions associated with a predicate P
τ(fP ) = τ(P )

intelligence, difficulty, grade

Table 2: Definition of Logical Vocabulary with typed variables and function symbols.
The examples refer to the database instance of Figure 1.

of f , then the expression f(θ) is a function term whose type is dom(f), the
value type of f .

An atom is an equation of the form θ = θ′ where the types of θ and θ′ match
if both are variables or function terms. A negative literal is an atom of the form
P (θ) = F ; all other atoms are positive literals. The formulas we consider are con-
junctions of literals, or for short just conjunctions. We use the Prolog-style notation
L1, . . . , Ln for L1 ∧ · · · ∧ Ln, and vector notation L,C for conjunctions of literals. A
term (literal) is ground if it contains no variables; otherwise the term (literal) is open.
If F = {f1, . . . , fn} is a finite set of open function terms F , an assignment to F is a
conjunction of the form A = (f1 = a1, . . . , fn = an), where each ai is a constant. A
relationship literal is a literal with two or more variables. We assume that a database
instance (interpretation) assigns a denotation constant to each ground function term
f(a), which we denote by

[f(a)]D.

The value of descriptive relationship attributes is not well defined for tuples that are not
linked by the relationship. (For example, grade(jack , 101 ) is not well defined in the
database instanceD since Registered((jack , 101 ) is false inD.) In this case, we assign
the descriptive attribute the special value ⊥ for “undefined”. The general constraint is
that for any descriptive attribute fP of a predicate P ,

[fP (a)]D = ⊥ ⇐⇒ [P (a)]D = F . (2)

For a ground literal L, we write D |= L if L evaluates as true in D, and D 6|= L
otherwise. If P is a predicate, we sometimes write D |= P (a) for D |= (P (a) = T )
and D |= ¬P (a) for D |= (P (a) = F ). A ground conjunction C evaluates to true just

8



in case each of its literals evaluate to true. We make the unique names assumption that
distinct constants denote different objects, so

D |= (θ = θ′) ⇐⇒ [θ]D = [θ′]D.

A database instance D assigns a domain of constants to each type T , which we denote
as domD(T ). If E is an entity type, the domain of E is the set of constants satisfying
E, that is, {a : D |= E(a)}. The domain of a variable XT of type T is the same, so
domD(XT ) = domD(T ). A grounding γ for a set of variables X1, . . . , Xk assigns
a constant of the right type to each variable Xi (i.e., γ(Xi) ∈ domD(Xi)). If γ is a
grounding for all variables that occur in a conjunction C, we write γC for the result of
replacing each occurrence of a variable X in C by the constant γ(X). The number of
groundings that satisfy a conjunction C in D is defined as

|C|D = |{γ : D |= γC}|

where γ is any grounding for the variables in C.

3 Join Bayes Nets
We now define the class of Bayes net models that we use to model the database distri-
bution.

Definition 1 Let D be a database with associated logical vocabulary L. A Join Bayes
Net (JBN) structure for D is a directed acyclic graph whose nodes are a finite set
{f1(θ1), . . . , fn(θn)} of open function terms. The domain of a node vi = fi(θi) is
the value domain dom(fi).

Figure 1 shows an example of a Join Bayes net. The joint distribution mod-
elled by a JBN or MBN assigns probabilities to conjunctions of literals of the form
f1(θ1 = a1, . . . , fn(θn = an. We use the term “join” because such conjunctions
correspond to table joins in databases. A key step in model learning is to define an em-
pirical distribution over the random variables in the model. For models whose random
variables are function terms, this amounts to associating a probability with a conjunc-
tion C of literals given a database. A natural and often used definition is the instanti-
ation frequency, which we also call the database frequency: the ratio of the number
of groundings that satisfy C, over the number of possible groundings. This is defined
by

PD(C) =
|C|D

|domD(X1)| × · · · × |domD(Xk)|
(3)

where X1, . . . , Xk, k > 0, is the set of variables that occur in C.
Discussion. When all function terms contain the same single variable X , Equa-

tion (3) reduces to the standard definition of the single-table frequency of events. For
example, PD(gpa(S) = 3.0) is the ratio of students with a GPA of 3.0 over the num-
ber of all students. Halpern gave a definition of the frequency with which a first-order
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formula holds in a given database [11, Sec.2], which assumes a distribution µ over the
domain of each type, and extends this to be product measure over tuples. The instantia-
tion frequency (3) is a special case of his with a uniform distribution over the elements
of each domain. As Halpern explains, an intuitive interpretation of this definition is
that it corresponds to generic regularities, such as “the probability that a randomly
chosen bird will fly is greater than .9”. The conditional instantiation frequency plays
an important role for discriminative learning in Inductive Logic Programming (ILP).
For instance, the classic FOILsystem generalizes entropy-based decision tree learning
to first-order rules, where the goal is to predict a class label ` that corresponds to a
function term. This requires defining the entropy of the empirical class distribution
conditional on the body C of a rule, for which FOILuses the conditional instantiation
frequency PD(`|C).

4 Structure Learning in Join Bayes Nets
We describe a general schema for upgrading a propositional BN learner to a statistical
relational learner that performed well in our experiments. The propositional learner is
used as a function call in the body of our algorithm. We require that the propositional
learner takes as input, in addition to a single table of cases, also a set of edge constraints
that specify required and forbidden directed edges. The output of the algorithm is a
DAG G for a database D with variables as specified in Definition 1. Our approach is
to “learn and join”: we apply the BN learner to single tables and combine the results
successively into larger graphs corresponding to larger table joins. The algorithm has
four distinct phases (pseudocode shown as Algorithm 1).

(1) Analyze entity tables. Learn a BN structure for each entity table E of the
database separately (with primary keys removed).

(2) Analyze relationship tables. Each relationship table R is considered. The input
table for each relationship R is the (natural) join of that table with the entity tables
linked by a foreign key constraint (with primary keys removed). Edges between at-
tributes from the same entity tableE are constrained to agree with the structure learned
for E in phase (1). Additional edges from variables corresponding to attributes from
different tables may be added.

(3) Analyze slot chains of length 2. The extended input relationship tables from the
second phase (joined with entity tables) are joined in pairs to form the input tables for
the BN learner. Edges considered in phases (1) and (2) are constrained to agree with
the structures previously learned. The graphs learned for each join pair are merged to
produce a DAG G.

(4) Satisfy slot chain constraints. For each link A → B in G, where A and B are
attributes from different tables, arrows from Boolean relationship variables into B are
added if required to satisfy the following constraints: (1) A and B share an entity table
among their arguments, or (2) the parents of B contain a chain of foreign key links
connecting A and B. This phase adds edges between attributes of relationship tables
that have similar corresponding entity tables. For example Z(E1, E2) and W (E1, E3)
may be correlated through objects of E1. Figure 2 illustrates the increasing large joins
built up in successive phases. Algorithm table 1 gives pseudocode.
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Algorithm 1 Pseudocode for structure learning
Input: Database D with E1, ..Ee entity tables, R1, ...Rr Relationship tables,
Output: A JBN graph for D.
Calls: PBN: Any propositional Bayes net learner that accepts edge constraints and a single table of cases
as input.
Notation: PBN(T,Econstraints) denotes the output DAG of PBN. Get-Constraints(G) specifies a new
set of edge constraints, namely that all edges in G are required, and edges missing between variables in
G are forbidden.

1: Add descriptive attributes of all entity and relationship tables as variables to G
2: Add a boolean indicator for each relationship table to G
3: Econstraints = ∅ [Required and Forbidden edges]
4: for m=1 to e do
5: Econstraints += Get-Constraints(PBN(Em , ∅))
6: end for
7: for m=1 to r do
8: Nm := natural join of Rm and entity tables in Rm
9: Econstraints += Get-Constraints(PBN(Nm, Econstraints))

10: end for
11: for all Ni and Nj with an entity table foreign key in common do
12: Kij := natural join of Ni and Nj
13: Econstraints += Get-Constraints(PBN(Kij , Econstraints))
14: end for
15: Construct DAG G from Econstraints
16: Add edges from Boolean relationship variables to satisfy slot chain constraints
17: Return G

IJCAI 2009  11/14

Structure Learning for JBNs: Learn
and Merge

We upgrade a standard single-table BN learner L.

1. Run L on single tables.

2. Run L on pairs of joined tables, inheriting results from previous runs.

3. Run L on triples of joined tables, inheriting results from previous runs.

! Minimizes database table accesses.

Student JOIN Registration JOIN Course

Student JOIN 
Registration

Course JOIN 
Registration

Student Registration Course

Figure 2: To illustrate the learn-and-join algorithm. A given BN learner is applied
to each table and join tables (nodes in the graph shown). The result of learning of
lower level joins constrains learning at higher levels: the presence or absence of links
is inherited at higher levels.
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Efficiency Analysis The learn-and-join algorithm considers all possible links be-
tween nodes as is standard for a structure learning algorithm. Its efficiency lies in
how it orders the links to be considered for inclusion in the Bayes net model. The
general principle is that the algorithm loads into memory a single table—-which may
be a join table—-and considers all the links between nodes associated with the table
at once. This is an instance of the general principle in database management of doing
as much processing of part of the data as possible while the data part is in main mem-
ory. As presented in our pseudocode, the algorithm loads into main memory always a
minimum-size (join) table; if sufficient memory resources are available, an optimiza-
tion is to process instead the largest join table that fits into the given main memory
resources. Thus if a join of three tables fits into main memory, the three-way join can
be analyzed immediately without first performing two two-way joins.

5 Parameter Learning in Join Bayes Nets
This section treats the problem of computing conditional frequencies in the database
distribution, which corresponds to computing sample frequencies in the single table
case. The main problem is computing probabilities conditional on the absence of
a relationship. For instance, to compute PD(intelligence(S) = 1|grade(S,C) =
B, difficulty(C) = 1,Registered(S,C) = T ), a frequency count on the constraints
given by the query is done on the join of Registered , Student , and Course tables;
however, computing conditional probabilities on queries with false relationships (e.g.,
Registered(S,C) = F ) raises difficulties because it involves non-existent links (cf.
[8]). This problem arises because a JBN includes relationship indicator variables such
as Registered(S,C), and building a JBN therefore requires modelling the case where
a relationship does not hold.

Instead of computing conditional frequencies, our algorithm computes joint prob-
abilities of the form PD(child , parent values , which correspond to conjunctions of
literals. Conditional probabilities are easily obtained from the joint probabilities by
summation. While generally it is easier to find conditional rather than joint probabili-
ties, there is an efficient dynamic programming scheme (informally a “1 minus”) trick
that relies on the simpler structure of conjunctions. Our virtual join algorithm utilizes
only the following database operations: (1) Joins of existing relationship tables with
entity tables, and (2) Joins of existing relationship tables with other existing relation-
ships tables that share an entity type (foreign key pointer). The join operations (1) and
(2) can be directly expressed as feasible SQL queries. Also, further optimizations are
possible to determine frequency counts in a join of relationship tables with virtual joins
that avoid materializing the entire join table [22, 21].

The key constraint that our algorithm seeks to satisfy is to avoid enumerating the
number of tuples that satisfy a negative relationship literal. A numerical example
illustrates why this is necessary. Consider a university database with 20,000 Students,
1,000 Courses and 2,000 TAs. If each student is registered in 10 courses, the size of a
Registered table is 200,000, or in our notation |Registered(S ,C )|D = 2 × 10 5 . So
the number of complementary student-course pairs is |¬Registered(S ,C )|D = 2 ×
10 7 − 2 × 10 5 , which is a much larger number that is too big for most database
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systems. If we consider joins, complemented tables are even more difficult to deal with:
suppose that each course has at most 3 TAs. Then |Registered(S ,C ),TA(T ,C )|D <
6 ×10 5 , whereas |¬Registered(S ,C ),¬TA(T ,C )|D is on the order of 4×1010. The
enumeration of groundings for negative literals can be avoided by recursively applying
a probabilistic principle (a “1-minus” scheme). After explaining the basic idea with an
example, we give pseudocode for utilizing it in to estimate CP-table entries via joint
probabilities. We conclude with a run-time analysis.

Outline and Example. Let C be a conjunction of literals and L a literal. From basic
probability laws, we have the relation

P (C,¬L) = P (C)− P (C,L). (4)

So the computation of a probability involving a negative relationship literal ¬L can be
recursively reduced to two computations, one with the positive literal L and one with
neither L nor ¬L, each of which contains one less negative relationship literal. In the
base case, all literals are positive, so the problem is to find PD(C) for database instance
D where C contains positive relationship literals only. Figure 3 illustrates the recur-
sion in an example with two negative relationship literals. Our program computes the

Figure 3: A frequency with nonexisting links can be computed from frequencies that in-
volve existing links only. The leaves in the computation tree involves existing database
tables only (line 5 of the algorithm). The subtractions involve looking up results of
previous computations (line 16). To illustrate our dynamic programming algorithm,
we have added a relationship RA(S ,P) to the database schema that relates students
and professors. The relationship has descriptive attribute salary . To reduce clutter, we
abbreviated some of the random variables.

required probabilities in ascending order by the number of relationship literals, so that
the results of previous computations can simply be looked up rather than recomputed
through a recursive function call.

The algorithm can be visualized as successively filling in rows in a joint probabil-
ity table, or JP-table, where we first fill in rows with 0 nonexistent relationships, then
rows with 1 nonexistent relationship, etc. We introduce some notation to describe the
JP-tables. Consider a JBN with child variable (open function term) f0(θ0) and parents
f1(θ1), . . . , fp(θp). As the term arguments θi are fixed through the CP-table, we omit
them for simplicity. So an assignment of constants to the function terms is written as

13



f0 = a0, . . . , fp = ap or in vector notation f = a. Let us partition the function terms
as f1, . . . , fp = C ∪ {R1, . . . , Rm, for m ≥ 0 where R1, . . . , Rm contains all the
relationship predicates, and C is a list of the remaining function terms. A row r in
the JP-table corresponds to an assignment f = a; we write fr to denote the constant
assigned to function term f , so a row corresponds to a conjunction of literals f = fr.
The JP-table stores a value for row r denoted by τ(r); the goal of our algorithm is to
compute these values such that τ(r) = PD(f0 = (f0)r, . . . , fp = (fp)r). As equation
4 shows, our algorithm requires computing the value of the child node when a value
of relationship parent node has been left unspecified; it is therefore convenient to let a
relationship indicator variable take on a third value ∗, which stands for “value unspec-
ified”. Similarly, we add the value ∗ to the domain of relationship attribute values. In
view of the constraint (2), a relationship indicator variable R should be unspecified in
a row if and only if all of the corresponding relationship attribute variables fR are also
unspecified. A similar constraint is that a relationship indicator variable R should be
false in a row if and only if all of the corresponding relationship attribute variables fR

are undefined. So we define a JP-table row r to be consistent if for all relationship
variables R = Ri, i = 1, . . . ,m

1. rR = F ⇐⇒ fR
(r) = ⊥ for all descriptive attributes for R

2. rR = ∗ ⇐⇒ fR
(r) = ∗ for all descriptive attributes for R

3. if R(r) = ∗, then [fR](r) = ∗ for all descriptive attributes for R.

The purpose of allowing a row with R(r) = T and all attribute values unspecified is to
store values corresponding to PD(x,y, R = T ) in Equation 4. For simplicity, we as-
sume that if a descriptive attribute variable fR of a relationship is in a JP-table (i.e., fR

is either a child or a parent), then so is the indicator variableR. This involves no loss of
generality as the indicator variable can be temporarily added to the JP-table for com-
putational purposes and later removed. The algorithm table 5 shows the pseudocode
for our algorithm.

Complexity Analysis The algorithm satisfies the key constraint that it never enumer-
ates the groundings that satisfy a negative relationship literal. The number of compu-
tation steps is essentially filling in the entries in the JP-table, so it is on the order of the
size of a JP-table. Compared to the CP-tables for a given Join Bayes net structure, our
algorithm adds an extra auxilliary value * to each relationship indicator variable and
corresponding attribute variables. Because only consistent rows need to be considered,
the increase in the number of rows in the JP-table compared to the CP-table is the same
as what results from adding a third possible value to binary relationship variables. This
is a manageable increase in the size of the table associated with a given node. Given the
base entries of the algorithm that correspond to joins of existing relationship tables, the
remaining entries in the JP-table are filled in by simple updates. So the complexity of
the algorithm is dominated by the number of existing or true relationships considered
at the same time, which in the worst case is m, the number of relationship predicates
in the union of child and parent function terms. We argue that under assumptions that
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Algorithm 2 A dynamic program for estimating JP-table entries in a Join Bayes Net.
Input: databaseD; child variable and parent variables divided into a set R1, . . . ,Rm

of relationship predicates and a set C of function terms that are not relationship
predicates.
Calls: initialization function JOIN-FREQUENCIES(C,T = R1 = · · · = Rk).
Output: Joint Probability table τ such that the entries corresponding to row r C =
Cr,R = Rr are the frequencies PD(C = Cr,R = Rr) in the database distribution
D.

1: {fill in rows with no false relationships using table joins}
2: for all valid rows r with no assignments of F to relationship indicator variables

do
3: for i = 0 to m do
4: if r has exactly i true relationship variables R1, .., Ri then {r has m − i

unspecified relationship variables}
5: find PD(C = Cr,R = Rr) using JOIN-FREQUENCIES(C = Cr,R =

Rr). Store the result in τ(r).
6: end if
7: end for
8: end for
9: {Recursively extend the table to JP-table entries with false relationships.}

10: for all valid rows r with at least one assignment of F to a relationship variable do
11: for i = 1 to m− 1 do
12: if r has exactly i false relationship variables R1, .., Ri then {find conditional

probabilities when R1 is true and when unspecified}
13: Let rT be the consistent row such that (1) R1

rT
= T , (2) fR1

(rT ) = ∗ for
all attributes fR1

of R1, and (3) rT matches r on all other variables.
14: Let r∗ be the consistent row that matches r on all variables f that are not

R1 or an attribute of R1 and has R1
r∗ = ∗.

15: {The rows r∗ and rT have one less false relationship variable than r.}
16: Set τ(r) := τ(r∗)− τ(rT ).
17: end if
18: end for
19: end for
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are reasonable for SRL applications, the run-time of our algorithms will be polynomial
in the size of the database and the number of parent nodes.

Note that if a join corresponding to a conjunction R1(θ1, . . . , Rm(θm) can be bro-
ken down into subsets of predicates that do not share variables, the frequencies of these
subsets can be evaluated separately. For example, we have

PD(R1(X1, Y1), R2(X2, Y2) = PD(R1(X1, Y1) · PD(R2(X2, Y2)

whenever X1, X2, Y1, Y2 are distinct. Suppose that we decompose a conjunction of
relationship literals R = R1(θ1, . . . , Rm(θm) into subsets R1, . . . ,Rk such that the
different subsetsRi share no variables with another subsetRj for i 6= j, i, j = 1, . . . , k.
Let s be the maximum size of the Ri subsets; the complexity of evaluating PD(R) de-
pends on s. To analyze this quantity further, we introduce two further parameters. A
chain of relationships is a sequence R1(θ1), . . . , Rk(θk) such that the term tuple (θi)
shares at least one variable with the term tuple (θi). For example,R1(W,X), R2(X,Y ), R3(Y,Z)
is a relationship chain of length 3. Let k be the maximum length of a relationship chain
that occurs in the conjunction R = R1(θ1, . . . , Rm(θm). A relationship branch for
variable X is a list of relationships R1(θ1), . . . , Rd(θd) such that variable X occurs
in each of the terms θd. For example, R1(W,X), R2(X,Y ), R3(X,Z) is a branch of
size 3. Let d be the maximum size of a branch that occurs in the conjunction R. It can
be shown that a maximum set of connected literals contains at most k · d literals, that
is,

s ≤ k · d.

In practice, it is rare for a learning algorithm to consider a chain of relationships longer
than 2 (e.g., R1(W,X), R2(X,Y ), R3(Y, Z)), so for most applications a bound of
k ≈ 2 will suffice to cover the predictively important correlations. Also, each entity
type typically occurs in few relationships, so because of the foreign key constraints, a
variable X does not usually occur in many different relationship predicates. Therefore
in practice we expect that the maximum size s is a small constant around 5 or 6. This
analysis does not assume a bound on the number of parents of a node because any
number of descriptive attributes are allowed.

6 Empirical Evaluation of JBN Learning Algorithms
We present results of applying our learning algorithms to three relational datasets. Af-
ter learning a JBN, probabilities can be estimated with a standard inference method; we
compare the estimates and run times of JBN inference with a direct probability com-
putation via SQL queries. A direct comparison of class-level inference with other SRL
formalisms is difficult as the implementations we could find support only instance-level
queries. For example, both the Alchemy package for MLNs [6] and the Balios BLN en-
gine [12] support only queries with ground atoms. We could not obtain source code for
PRM inference. Our code and datasets are available on-line (pointer omitted for blind
review). All experiments were done on a QUAD CPU Q6700 with a 2.66GHz CPU and
8GB of RAM. The implementation used many of the procedures in version 4.3.9-0 of
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CMU’s Tetrad package [19]. For single table BN search we used the Tetrad implemen-
tation of GES search [4] with the BDeu score (structure prior uniform, ESS=8). Edge
constrains were implemented using Tetrad’s “knowledge” functionality. JBN inference
was carried out with Tetrad’s Rowsum Exact Updater algorithm.

Datasets University Database. In order to check the correctness of our algorithms
directly, we manually created a small dataset, based on the schema given in 1. The
entity tables contain 38 students, 10 courses, and 6 Professors. The Registered table
has 92 rows and the RA table has 25 rows.

MovieLens Database. The second dataset is the MovieLens dataset from the UC
Irvine machine learning repository. It contains two entity tables: User with 941 tuples
and Item with 1,682 tuples, and one relationship table Rated with 100,000 ratings.
The User table has 3 descriptive attributes age, gender , occupation . We discretized
the attribute age into three bins with equal frequency. The table Item represents in-
formation about the movies. It has 17 Boolean attributes that indicate the genres of a
given movie; a movie may belong to several genres at the same time. For example, a
movie may have the value T for both the war and the action attributes. The full table
with 100,000 ratings exceeded the memory limits of Tetrad, so we randomly picked
40% of the ratings of the relationship table as input data.

Financial Database. The third dataset is a modified version of the financial dataset
from the PKDD 1999 cup. We adapted the database design to fit the ER model. We
have two entity tables: Client with 5369 tuples and Account with 4,500 tuples. Two
relationship tables, CreditCard with 5,369 tuples and Disposition with 892 tuples re-
late a client with an account. The Client table has 10 descriptive attributes: the client’s
age, gender and 8 attributes on demographic data of the client. The Account table has 3
descriptive attributes: information on loan amount associated with an account, account
opening date, and how frequently the account is used.

6.1 Learning
We applied the merge structure learning algorithm 1 to the three datasets. The resulting
JBNs for the three datasets are shown in Figures 1, 4, and 5. In the MovieLens dataset,
the algorithm finds a number of cross-entity table links involving the age of a user.
Because genres have a high negative correlation, the algorithm produces a dense graph
among the genre attributes. We simplified the graph by omitting genre variables that
have only indirect links with the rating or User attributes. The richer relational structure
of the Financial dataset is reflected in a more complex graph with several cross-table
links. The birthday of a customer (translated into discrete age levels) has especially
many links with other variables. The CP-tables for the learned graph structures were
filled in using the dynamic programming algorithm 5. Table 3 presents a summary of
the run time for parameter learning and structure learning for the datasets. We also
applied the structure learning routines of Alchemy. The university database translates
into an Alchemy input file of 171 ground atoms, the MovieLens database into 39,394
ground atoms, and the Financial database into 16,129 ground atoms. On our system,
Alchemy was able to process the university database, but did not have sufficient com-
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putational resources to return a result for the MovieLens and Financial data.

Figure 4: The JBN structures learned by our merge learning algorithm 1 for the Movie-
Lens Dataset.

Figure 5: The JBN structures learned by our merge learning algorithm 1 for the Finan-
cial Dataset.

The runtimes for parameter estimation reported in Table 3 are an order of magni-
tude larger than for structure learning. This illustrates the importance of minimizing
database accesses, which is one of the big efficiency advantages of the merge learning
algorithm compared to a regular score+search procedure. Another reason why param-
eter estimation for our JBN graphs, while feasible, is more expensive than the merge
structure learning algorithm is that the CP tables in the full structure are larger than
in the partial structures learned for the individual tables, since they include the cases
where relationships are false. There are several further possible optimizations; but even
with the basic implementation, our experiments provide evidence that our learning al-
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Dataset PL SL in JBN SL in MLN
University 0.495 0.64 22.91
Movie Lens 2,018 135 Terminated w/o Result
Financial 2,472 574 Terminated w/o Result

Table 3: The runtimes—in seconds—for structure learning (SL) and parameter learning
(PL) on our three datasets.

gorithms are feasible for datasets of realistic size and complexity.
The university database is small enough to enumerate all possible groundings and

verify the correctness of the parameter estimates produced by Algorithm 5 directly. For
the larger databases, this is not feasible: the attribute-relation table for the MovieLens
data set contains 941 × 1682 tuples, which is over 1.5 million. The attribute-relation
table for the Financial data set contains 5369 × 4500 tuples, which is over 24 million.
The next section provides an indirect way to check the learning algorithms by com-
paring the probabilities estimated by the JBN with the database frequencies computed
directly from SQL queries.

6.2 Inference
We randomly generated 10 queries for each data set according to the following proce-
dure. First, choose randomly a target node V and a value a such that P (V = a) is
the probability to be predicted. Then choose randomly the number k of conditioning
variables, ranging from 1 to 3. Make a random selection of k variables V1, . . . , Vk and
corresponding values a1, . . . , ak. The query to be answered is then P (V = a|V1 =
a1, . . . , Vk = ak). We compare the probabilities predicted by the JBN with the fre-
quencies in the database as computed by an SQL query, as well as the runtimes for
computing the probability using the JBN vs. the SQL. We do not expect the probabil-
ities predicted by a JBN to be exactly the same as the data frequencies, for the same
reason that in the single table case a BN learner would not just reproduce the sam-
ple frequencies: the absence of links in the graph entails probabilistic independence
between variables that may be slightly correlated in the data. But since we use max-
imum likelihood estimates, and our sample sizes are not small, we would expect the
predicted probabilities to be fairly close to the sample frequencies if the JBN structure
is adequate. This expectation is confirmed by our results: we see in Table 4 and Fig-
ure 6 that the predicted probabilities are close to the data frequencies. For the small
university dataset, SQL queries are faster than JBN inference. But for the larger Movie-
Lens dataset, model inference is much faster, and for the largest Financial dataset, SQL
queries were infeasible when conditioning on the absence of relationships, whereas the
JBN returns an answer in around 10 seconds.

The runtimes depend on a number of factors. (1) Both JBN and SQL queries speed
up as the number of conditioning variables increases. (2) A larger number of attributes
overall decreases the speed of JBN queries and SQL queries, but the slowdown is
greater for JBN queries because the required marginalization steps are expensive. (3)
The number of categories in the attributes hardly affects the speed of SQL queries,
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Dataset Query P(Model)/time P(SQL/time)
University p(ranking = 3|B(RA) = F , popularity = 1, intelligence = 2) 0.6048/ 2.12 0.6086/ 0.06
University p(grade = 3|registration = T , popularity = 1, intelligence = 2) 0.1924/2.03 0.2/0.064
MovieLens p(Age = 2|Rate = T , rating = 4, horror = 1) 0.0878/0.78 0.09 /12.23
MovieLens p(Age = 1|Rate = F , rating = 4, horror = 1) 0.5433/ 1.23 0.5166/14.34
MovieLens p(Gender = m|Rate = F , Age = 1, horror = 1, action = 1) 0.6904/0.97 0.6857/9.66
MovieLens p(horror = 1|Rate = T , Age = 1, Gender = F, action = 1) 0.0433/1.20 0.0293/7.23
Financial p(Gender = M |date = 1, status = A) 0.5211/11.32 0.5391/6.37
Financial p(Gender = M |date = 1, status = A,Disp = F ) 0.5187/10.65 No result

Table 4: The table shows representative randomly generated queries. We compare
the probability estimated by our learned JBN model (P(Model)) with the database fre-
quency computed from direct SQL queries (P(SQL)), and the execution times (in sec-
onds) for each inference method. The SQL query in the last line exceeded our system
resources.

Figure 6: Comparing the probability estimates and run times from the learned JBN
models with SQL queries. Not all SQL queries for the Financial dataset terminated
with a result.
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but slows down the JBN inferences, again because it increases the cost of marginal-
ization. (4) Higher probability queries are slower to answer with SQL, because they
correspond to larger joins, whereas the size of the probability does not affect the speed
of JBN query processing. (5) The number of tuples in the database table is a very sig-
nificant factor for the speed of SQL queries but does not affect JBN inference. This last
point is an important observation about the data scalability of JBN inference: While the
learning algorithms depend on the size of the database, once the learning is completed,
query processing is independent of database size. So for applications like query opti-
mization that involve many calls to the statistical inference procedure, the investment
in learning a JBN model is quickly amortized in the fast inference time.

7 Conceptual Comparison with Markov Logic Networks
Markov Logic Networks combine ideas from undirected graphical models, especially
Markov random fields, with logical patterns. Markov Logic Networks were introduced
as a unifying framework: with the right choice of formulas and weights, many if not all
statistical-relational models can be represented as MLNs [6]. We show next that JBNs
too can be translated into MLNs. The fact that for each JBN, there is a corresponding
MLN means that in principle, the results and techniques developed for MLNs can be
transferred to JBNs. For example, conditional MLNs can be applied to define discrim-
inative models based on JBNs. We apply the correspondence to derive a likelihood
function for a database given a JBN model that is a natural generalization of the like-
lihood function of a BN for a single data table. Conversely, the correspondence means
that our structure learning algorithms can be applied to learn the structure of MLNs.
Our description of MLNs follows [6]. An MLN is a set of first-order formulas, each
associated with a weight.

Definition 2 A Markov Logic Network (MLN) M is a set {(F1, w1), . . . , (Fm, wm)}
where Fi is a first-order formula, and each wi is a real number called the weight of Fi.
We write F (M) for the set of all open function terms that occur in M .

A remarkable feature of MLNs is that it is possible to define a natural log-linear
likelihood function for a database without the use of combining rules and aggregation
functions. For our purposes, it is sufficient to MLNs whose formulas are assignments
to function terms; we refer to such Markov Logic Networks as conjunctive. The like-
lihood of a database D given a conjunctive MLN M = {(A1, w1), . . . , (Am, wm)} is
defined as follows:

ln(P (D|M)) =
m∑

i=1

|Ai|D · wi − ln(Z) (5)

where

Z =
∑
D′

m∑
i=1

|Ai|D′ · wi (6)

21



is the partition function of the likelihood, defined in terms of a sum over all databases
D′ that agree with D on the domains of types (i.e. domD(τ) = domD′(τ).)

Thus the log-likelihood of a database increases with the number of satisfying ground-
ings for each formula in the MLN, proportional to the weight of the given formula. A
conjunctive MLN M = {(A1, w1), . . . , (Am, wm)} defines a log-linear probability
distribution PM (A) over joint assignments A to the open function terms that appear in
M as follows. Let fi(A) = 1 if all the literals in Ai are contained in the literals in A,
and 0 otherwise. Thus fi is the feature function that indicates whether a local assign-
ment Ai is consistent with the global assignment A. Then we define the log-likelihood
as

ln(PM (A)) =
m∑

i=1

fiwi. (7)

We briefly review the standard translation of a propositional Bayes net B to an
undirected Markov network M(B), called the moralization of B. Definitions and no-
tation for Bayes nets were reviewed in Section 2.1. The graph of M(B) is obtained
by adding links between any two spouses of B, and turning all directed edges into
undirected edges. Thus every parent-child subgraph of B is a clique in M(B). The
parameters of M(B) are the clique potentials defined as follows. (1) For every clique
that corresponds to a parent-child structure X1, . . . , Xk, Y , where Y is the child, set
the clique potential for the assignment Y = y,X1 = x1, . . . , Xk = xk equal to the
conditional probability PB(Y = y|X1 = x1, . . . , Xk = xk as defined by the Bayes
net CP-tables. A Markov network assigns a joint probability to assignments over its
nodes by multiplying all clique potential values, so according to the BN factorizing
equation (1) will be the same product, the moralized network M(B) defines the same
joint distribution as B.

The moralization of a JBN yields a relational Markov network whose nodes are
first-order function terms. The first-order Markov network in turn corresponds to a
Markov logic network which we denote by itMLN(B); we refer to itMLN(B) as
the moralized MLN of the Join Bayes Net J .

1. The formulas in MLN (B) are as follows. For each node vi, for each value aj in
the domain of vi, and assignment of values πj , let Aijk = (vi = aj ,pai = πk)
be the formula that assigns value aj to node vi, and value vector πk to the parents
of vi. If vi has no parents, we add a single formula indexed as Aij1 = vi = aj ,
where k = 1 denotes the single vacuous state of the empty parent set of nodei.

2. The weight wijk of formula Aijk is given by wijk = ln(θijk), where θijk is the
conditional probability of vi = aj given that the parents of vi have been assigned
value πk.

3. The partition function Z is 1.

For a propositional BN B, it is easy to see that Equation (5) applied to MLN (B)
defines the same distribution over joint assignments to the nodes as the BN via Equa-
tion. Using Equations (7) and (1), we see that a JBN J defines the same distribution
over class-level assignments as its moralized MLN counterpart MLN (J ):
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PMLN (J)(A) =
∏
ijk

e(fijk(A) · wijk) =
∏
ijk

(θijk)fijk(A).

Another consequence is that we can define a database likelihood function P (D|J)
by setting P (D|J) = P (D|MLN (J )). Applying Equation (5), this yields

ln(P (D|J)) =
∑
ijk

|Aijk|Dln(θijk)− ln(1/Z) (8)

where Z is the partition function defined in Equation (6). This definition general-
izes the expression for the log-likelihood of a data sample in the single-table setting:
it is the sum over all log-likelihoods of the conditional probabilities in the CP-table
(child value given assignment to parents), weighted by the number of times that the
child value and the assignment to parents are instantiated together in the data, adjusted
by the normalization constant Z.

8 Conclusion
Class-level generic dependencies between attributes of links and linked objects are of
interest in themselves, and they support applications like policy making, strategic plan-
ning, and query optimization. The focus on class-level dependencies brings gains in
tractability of learning and inference. The theoretical foundation of our algorithms is
classic AI research which established a definition of the frequency of a first-order for-
mula in a given relational database. We described efficient and scalable algorithms
for structure learning and parameter estimation in Join Bayes nets, which model the
database statistics over attributes of links and linked objects. These algorithms up-
grade a single-table Bayes net learner as a self-contained module to perform relational
learning. Join Bayes nets can be carried out with standard algorithms “as is” to an-
swer class-level probabilistic queries. An evaluation of our methods on three data sets
shows that our algorithms are computationally feasible for realistic table sizes, and that
the learned structures represented the statistical information in the databases well. Af-
ter learning has compiled the database statistics into a Join Bayes net, querying these
statistics via the net is faster than directly with SQL queries, and does not depend on
the size of the database.
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