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Abstract—Automated vessel anomaly detection is immensely
important for preventing and reducing illegal activities (e.g.,
drug dealing, human trafficking, etc.) and for effective emer-
gency response and rescue in a country’s territorial waters.
A major limitation of previously proposed vessel anomaly
detection techniques is the high rate of false alarms as these
methods mainly consider vessel kinematic information which is
generally obtained from AIS data. In many cases, an anomalous
vessel in terms of kinematic data can be completely normal and
legitimate if the “context” at the location and time (e.g., weather
and sea conditions) of the vessel is factored in. In this paper,
we propose a novel anomalous vessel detection framework that
utilizes such contextual information to reduce false alarms
through “contextual verification”. We evaluate our proposed
framework for vessel anomaly detection using massive amount
of real-life AIS data sets obtained from U.S. Coast Guard.
Though our study and developed prototype is based on the
maritime domain the basic idea of using contextual information
through “contextual verification” to filter false alarms can be
applied to other domains as well.
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I. INTRODUCTION

Maritime transportation represents approximately 90% of
global trade by volume, placing safety and security chal-
lenges as a high priority for nations across the globe [1].
According to the U.S. Department of Homeland Security,
anomaly detection is one of many enabling technologies
for Maritime Domain Awareness (MDA) that impacts the
security, safety, environment and economy of a country [2].
Anomalous vessel detection (i.e. finding abnormal vessel
movement) is immensely important for protecting sea lanes,
ports, harbours, fisheries and infrastructure against threats
and illegal activities, including contraband smuggling, drug,
weapon and human trafficking, piracy, and terrorism. Early
anomaly detection is also critical for emergency response
and rescue at sea.

Automatic Identification System (AIS) technology1 pro-
vides a vast amount of near real-time vessel movement
(i.e. kinematic) information. As an example, the Centre
for Maritime Research and Experimentation (CMRE) is
currently receiving an average of 600 Million AIS messages
per month from multiple sources, and the rate is increasing

1http://www.imo.org/OurWork/Safety/Navigation/Pages/AIS.aspx

[1]. Observed AIS messages over time for a particular vessel
renders a trajectory for that vessel. This vast amount of
vessel trajectory data calls for an ever-increasing degree
of automation to extract meaningful information from this
big data to support operational decision makers. Automated
anomaly detection by extracting normal vessel routes from
vast amount of historical vessel trajectory data and sending
alerts in real-time for possible movement deviation of a
particular vessel is a promising big data mining research
direction.

A. Importance of Contextual Information

So far the main source of data for automated anomaly
detection in the maritime domain has been AIS data. A
major limitation of this approach is the high number of
false alarms as contextual information is ignored in the
detection process [3]. As an example, approximately 20%
false alarms were generated from the real world AIS mes-
sages (approximately 28 Million) in the Western coast of
Sweden during January 2008 [4]. As a result, for Coast
Guard, filtering the large number of false alarms is one of
the most important tasks in big data application because this
is a time consuming process. This situation motivates us to
consider “contextual information” in the automated vessel
anomaly detection process in order to reduce false alarms.

In many cases, an anomalous vessel in terms of kinematic
data can be completely normal and legitimate if the context
at the location and time is taken into account. In principle,
the context could include any factor that potentially impacts
the movement of a vessel, including marine currents, waves,
weather conditions, oil price, change or cancellation of
contracts, change of destinations and routes, and seaport
maintenance, to name a few. For example, high waves or
poor weather conditions could be the cause of an abnormally
slow vessel; a hike in oil prices could be the reason for
taking a shorter, but more dangerous route; and a severe
disaster, such as a hurricane could cause a vessel to deviate
significantly from its normal route [5]. In this paper, the
term “contextual information” refers to information about
events or factors that are external to the kinematic data but
have impact in the movement of vessels. We propose to use
contextual information to reduce false alarms.

http://www.imo.org/OurWork/Safety/Navigation/Pages/AIS.aspx


B. Challenges

Reducing high number of false alarms is extremely impor-
tant for vessel anomaly detection. However, reducing false
of alarms is a big challenge. First, it requires considering
other external information sources apart from AIS data and
the cost of false negatives is high for the safety and security
of a country. Second, this is accelerated by the fact that
the collected AIS data is often incomplete to start with
anomaly detection. For example, vessels engaging in illegal
activities may turn off broadcasting AIS data for some
time. In addition, vessel trajectories are long (over many
hours) and densely sampled (typically 1 min). Resampling
the entire trajectory at a coarser time resolution may miss
an anomalous movement if such movement occurs during
the time between sampled points. Third, required data for
anomaly detection may come from diverse sources (e.g., AIS
data and weather centers) and often certain information is
not available at all, calling for an efficient data cleaning
technique. Fourth, real-time anomaly notification through
analyzing big AIS data stream is a challenge if the system
is expected to adapt to the changes and new contextual
knowledge.

C. Contribution

• We propose a novel vessel anomaly detection frame-
work for minimizing false alarms in the maritime
domain with the help of contextual information. To
our knowledge, we are the first to combine both vessel
kinematic information and contextual information in the
automated vessel anomaly detection process to support
maritime situation analysis.

• Our framework is able to extract normal vessel move-
ment patterns from long vessel trajectories even if the
trajectories are incomplete. We have written scripts
for cleaning the data that comes from diverse sources
following the convention in maritime domain.

• Our anomaly detection method can incorporate new
contextual knowledge provided by domain experts or
obtained from external sources which is a major crite-
rion for false alarm reduction. We evaluate the proposed
framework through empirical studies on real life AIS
data sets obtained from the U.S. Coast Guard, which
suggests that the framework is able to reduce false
alarms.

• Our developed prototype provides visualization of nor-
mal patterns and anomalies for user support through
Google Earth.

D. Paper Organization

We describe the preliminaries and the high level problem
statement in Section II. In Section III, we review research
related to maritime anomaly detection and discuss how our
work is different from other works in the literature. Then
we provide an overview of our proposed framework with a

high level approach for anomaly detection in Section IV.
The core components of the framework, i.e. normal pattern
extractor and anomaly detector, are described in Sections V
and VI respectively. Empirical studies that include evaluation
of the framework are provided in Section VII. Concluding
remarks are provided in Section VIII.

II. PRELIMINARIES & PROBLEM STATEMENT

We first describe several frequently used terms in this
paper and then define the problem that we studied.

A. Preliminaries

1) Vessel Position Report: A Vessel Position Report
(also called an AIS data point) provides vessel kine-
matic information at a certain time interval (1 min in
our data set, though AIS transponders send data more
frequently, but the data set we are using has been pre-
processed by U.S. Coast Guard). The four kinematic fea-
tures Longitude, Latitude, SpeedOverGround (SOG)
and CourseOverGround (COG) form a vessel position
report at each time instant BaseDateT ime. These values
are extracted from the Broadcast Features table of an AIS
Message (see Fig. 1). The position of a vessel can be tracked
from Longitude and Latitude attributes, whereas velocity and
direction can be obtained from SOG and COG, respectively.
The Voyage Table and Vessel Table of the AIS Message
provide voyage and vessel related information, respectively.
For example, the Destination attribute of Voyage Table pro-
vides port of destination information and the V esselType
attribute of a Vessel Table provides information about the
type of vessel (cargo, tanker, passenger ship, etc.).
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Figure 1: AIS Message Structure

2) Vessel Track: We represent a vessel’s
movement by a track (can also be called trajectory)
Ti =< t1, t2, t3, . . . , tn > from a port of origin to a port
of destination, where ti denotes the Vessel Position Report
received at the ith time point into the voyage. Notice that
the absolute time at the ith point is not required to be the
same for different tracks. For example, if one voyage from
Vancouver to Seattle starts at 1 p.m. and another starts at



3 p.m., t1 for the first voyage corresponds to the data at 1
p.m. and t1 for the second voyage corresponds to the data
at 3 p.m. In the Broadcast Features table, each vessel track
is associated with a unique VoyageID, whereas each vessel
is associated with a 9-digit MMSI.

3) Track Segment: A track segment is formed by
consecutive Vessel Position Reports that are a subset of
the full vessel track. For example, a vessel going from
Vancouver to Seattle may be completely normal for most
parts, but deviates from normal movement patterns only
for a short < t1, t2, t3, t4 > segment of the full track Ti.
If the entire track is considered, it is difficult to detect
the anomalous movement because typically anomalous
behaviour of a vessel in the sea is observed for a short
period of time. This anomalous behaviour can be efficiently
detected if the system analyzes the observed track segment
instead of the full vessel track as large portion of the track
generally behaves normally.

4) Normal Movement Pattern: A normal vessel
movement pattern is discovered by clustering the set of
historical vessel tracks between a particular origin and
destination. Each normal pattern represents a typical route
that is followed by many vessels. Note that the origin and
destination do not necessarily refer to the actual port of
origin and port of destination of the tracks. Instead, the
operator can select any geographically bounded polygons
(via visualization tools) of interest to specify the origin and
destination of the tracks for mining the movement patterns.
In general, such tracks can be a part of the entire journey
of a vessel, in which case the actual departure port and
destination port may not be needed.

5) Potential Anomaly: A vessel track segment is a
potential anomaly if the movement of the track segment
deviates from the normal movement patterns. This deviation
can be in one or more of the four kinematic features.

6) Anomaly: A potentially anomalous vessel is signaled
as an anomaly if the contextual features are within the
normal range for the duration of that vessel’s movement.
For example, if wind speed at the location and time of
the movement deviation is within the normal range in the
direction of the deviation, then wind speed is not a factor in
the deviation, so the potential anomaly is confirmed.

B. Problem Statement

Our objective is to detect anomalous track segments in
real-time within operator’s geographical area of interest
from a received AIS data stream and on-demand contextual
information with the focus on reducing false alarms.

Our problem significantly differs from other studied
anomaly detection problems in the maritime domain in
following two aspects.

• How to minimize the high number of false alarms
which is a major concern for end user (e.g., Coast
Guard)?

• How to combine both AIS data and contextual informa-
tion in the automated vessel anomaly detection process?

Note that not all anomalies necessarily exhibit kinematic
deviation. In this paper, we focus on those vessel anomalies
that have observable kinematic deviations. A taxonomy of
16 different types of anomalies due to kinematic deviation
is listed in [3].

III. RELATED WORKS

Although we have found different approaches (see [6])
in the literature for anomaly detection, most of them are
domain specific such as Cyber-Intrusion Detection, Medical
Anomaly Detection, Textual Anomaly Detection, to name a
few. Our problem particularly relates to the general anoma-
lous trajectory detection problem, where the goal is to find
out the outlier trajectories that significantly differ from the
normal trajectories in the underlying data. For an overview
of solution strategies for the anomalous trajectory detection
problem, reader is referred to [7].

Detecting anomalous vessel tracks in the maritime domain
has unique challenges as discussed in Section I-B and has
been studied mostly in the context of homeland security
and maritime surveillance. In this paper, we confine our
literature review to vessel anomaly detection approaches in
the maritime domain. Anomaly detection approaches in the
maritime domain can be categorized into three classes: data
driven, knowledge driven, and hybrid approaches. Mainly,
data generated from AIS sensors installed in vessels has been
used in these anomaly detection techniques.

Knowledge driven techniques construct rules based on
maritime experts’ knowledge regarding suspicious behaviour
of vessels at sea [8], [9]. Whenever a new vessel violates
any pre-defined rules stored in a database, the system alerts
the operator about that vessel. A drawback of this technique
is that the detection process is fully dependent on static
rules. Over the course of time, it will become necessary
to incorporate new rules and update old ones, but making
sure that the resulting rules are consistent is non-trivial.
Moreover, this approach does not take into account the
contextual information at the vessels’ specific location and
time.

Data driven methods build normal patterns from historical
vessel track data and if any vessel deviates from normal
patterns, the system alerts the operator that a vessel is a
potential anomaly [10], [11]. Many instances of suspicious
behaviour may not be detected using only data driven
methods. Inclusion of expert knowledge would be beneficial



for detecting the vast majority of anomalies which are not
detected using only data driven approaches [12].

Hybrid approaches are the combination of both knowledge
driven and data driven methods. A normal model of vessel
behaviour from AIS data using Self Organizing Map and
Gaussian mixture model was built, and expert knowledge
was incorporated through IF-THEN rules in [13]. Any
deviation from constructed rules and the normal model is
signaled as an anomaly.

Unlike static information or rules which is determined in
advanced (see [14]), the contextual information we consider
refers to real-time information from external sources that are
specific to the time and location of vessels, such as sea and
weather conditions experienced by the vessel under anomaly
detection, which is not previously stored in a data storage
used by the system. Reducing false alarms using on-demand
contextual information while not missing true anomalies is
an important and challenging task. To our knowledge, there
is very little work in this direction.

IV. FRAMEWORK OVERVIEW
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Figure 2: Overview of MADCV Framework

A. Architecture

Our anomaly detection framework is called MADCV
(shown in Fig. 2), for Maritime Anomaly Detection with
Contextual Verification. Our framework design is based
on a 3-layer architecture, where each layer works as an
independent building block. The upper layer provides a
graphical interface to user for interacting with the system.
The middle layer consists of Data Preprocessor, Normal
Pattern Extractor, and Anomaly Detector. In the bottom
layer, we have the Maritime Data Warehouse unit as data
storage.

The Data Preprocessor unit mainly does data preprocess-
ing where data is received from heterogeneous sources (such
as AIS and contextual data) and is transferred into the
Maritime Data Warehouse for storage. Apart from storing
AIS data streams, the Maritime Data Warehouse also stores

vessel tracks, normal movement patterns from an origin to
a destination, and contextual information at a given time
and location. Though contextual information can be obtained
from social media (e.g., Facebook, Twitter, LinkedIn, etc.),
websites, blogs, to name a few, for our current study
and implementation, we are only considering the weather
information obtained from National Data Buoy Center (http:
//www.ndbc.noaa.gov) as the contextual information. The
primary task of the Anomaly Detector unit is to detect
anomalous vessel track segments and provide supporting
information of the detection to user. User can interact with
the Normal Pattern Extractor unit for extracting normal
vessel movement patterns from historical vessel tracks.

B. Our Approach

We have two phases in the anomaly detection process:
Normal Pattern Extraction and Anomaly Detection. In
the first phase, we extract normal movement patterns
from historical vessel tracks within a particular origin and
destination stored in the Maritime Data Warehouse, and
in the second phase, we detect anomalous track segments
from a received AIS data stream within the operator’s
geographical area of interest. We provide a high level
overview of the two phases below.

1) Phase 1: Normal Pattern Extraction: The system
has to know normal vessel movement patterns in order to
detect anomalous movement in real time. The user can ask
the Normal Pattern Extractor to extract normal patterns
from an origin to a destination, and then store them in
the Maritime Data Warehouse. This task is usually done
offline. We extract normal movement patterns in a two-step
process. In step 1, we partition the given vessel tracks
into different segments, and in step 2, we cluster the track
segments. Details of the normal pattern extraction process
are discussed in Section V.

2) Phase 2: Anomaly Detection: Anomaly detection is
carried out through two step process: Potential Anomaly De-
tection and Contextual Verification. A given track segment is
compared with stored normal track segments. In case of any
deviation, the particular segment is detected as a potential
anomaly in the first step. The contextual verification process
is carried out only when a potential anomaly is detected
and requires further verification with additional contextual
information. The user is notified whenever an instance
of anomalous behaviour is confirmed after the contextual
verification step of anomaly detection phase. Otherwise, a
detected potential anomaly is deemed to be a false alarm.
Contextual information that supports the decision is also out-
put in the interface. We elaborate on the anomaly detection
process in Section VI.

http://www.ndbc.noaa.gov
http://www.ndbc.noaa.gov


V. NORMAL PATTERN EXTRACTOR

Input: A set of historical vessel tracks T = {T1, . . . , Tn}
between an origin and destination, where each Ti denotes a
vessel track.
Output: The normal movement patterns for T to be stored
in the Maritime Data Warehouse.

Normal movement patterns are extracted by clustering the
tracks in T. However, clustering the tracks in full length is
computationally difficult and challenging (see Section I-B).
In fact, full length clustering is undesirable in terms of
detecting anomalous movement. Typically an instance of
anomalous movement is confined to a small portion of a
track and a large portion of the voyage is similar to other
normal tracks. In this case, full length clustering may tend to
treat an anomalous track as a normal track. A better approach
is to partition each vessel track into shorter segments, i.e.
a subset of consecutive Vessel Position Reports, and extract
normal patterns and detect anomalous movement within the
shorter segments.

We describe the partitioning of T into segments in Section
V-A which is followed by the illustration of the proposed
clustering algorithm TSC: Track Segment Clustering in Sec-
tion V-B. Algorithm TSC: Track Segment Clustering is used
to extract normal patterns within each segment of T.

T1

T2

T3

2 3 4 5 6 7 81 9i:

Origin  Destination

Longitude,Latitude,SOG,COG ti

Figure 3: 4 Segments of Vessel Tracks T

A. Partitioning Vessel Tracks

Though different criteria and technique could be adopted
in partitioning tracks (e.g., see [15]), from practical point
of view Coast Guard would be interested to observe the
vessel movement patterns in different time phase from the
beginning of the voyage. As a reason, we partition the tracks
in T with same voyage duration into s segments by time,
denoted S1(T), . . . , Ss(T), where Si(T) contains the ith
segment of each track in T and s is the number of segments.
Though the voyage duration of each track must be the same,
it is not necessary for each track to have identical start or
finish times.

Let us consider the set of three vessel tracks T =
{T1, T2, T3} depicted in Fig.3, where the x-axis represents

the time instant indexed by i and ti represents the Vessel
Position Report at time instant i. Suppose that we partition
the tracks into segments of PartitionWindow units of
time, where PartitionWindow can be specified by the
end user. For example, each track is partitioned into four
segments by the vertical lines (in red) as shown in Fig. 3.
The first segment of each track corresponds to the data at
the first three time instants 1, 2, 3, and the second segment
corresponds to the data at the next three time instants 3, 4, 5
(with 3 being overlapped), and so on. That means the set of
the ith track segments Si(T) = {Si(T1), Si(T2), Si(T3)},
where 1 ≤ i ≤ 4.

Though it is not straightforward to find the optimal
PartitionWindow, the following criteria could be of in-
terest to the user. If the chosen PartitionWindow is
too big (the worst case being that it is the total voyage
duration of the entire track), we may miss unusual vessel
movement, since anomalous events at sea generally do not
occur for long periods of time. On the other hand, if the
chosen PartitionWindow is too small (the worst case
being that it is a single time series point), this would require
enormous computation for clustering each segment, since
we would have a very large number of segments. Aside
from computation overhead, if the PartitionWindow is
too small, there would not be enough AIS data points to
form the track segment for anomalous movement detection.

B. TSC: Track Segment Clustering

In this step, we extract the normal movement patterns
from Si(T), 1 ≤ i ≤ s. To find normal movement
patterns for Si(T), the idea is to partition Si(T) into
several clusters. Our choice of clustering algorithm has
two considerations. First, we need a distance measure for
determining the distance between two track segments that
can tolerate missing values. Second, the clusters may have
arbitrary shapes because the route of vessels is subject to
sea lanes, which could have irregular shapes.

To address the requirement for the distance measure, we
use the distance measure proposed in [16]. This distance
measure has been previously applied to cluster incomplete
car tracks using OPTICS [17], which are quite similar to
vessel tracks. In order to address the arbitrary cluster shape
requirement, we propose the TSC: Track Segment Clustering
algorithm, a density-based clustering algorithm for finding
clusters in a set of track segments Si(T), which uses similar
concepts to DBSCAN [18] and Line Segment Clustering [15].
Note that DBSCAN and Line Segment Clustering can be
applied to find clusters in set of points and sets of line
segments respectively, whereas our input is a set of track
segments. Therefore, we cannot directly apply DBSCAN or
Line Segment Clustering for our purposes.

Assuming each track segment Si(Ti) ∈ Si(T) as a point,
our clustering approach is similar to DBSCAN. TSC: Track
Segment Clustering requires two input parameters Epsilon



and MinTrs. Note that we renamed the input parameters of
DBSCAN (i.e. Eps and MinPts) to Epsilon and MinTrs
respectively. Epsilon is the radius of the neighborhood
region of a track segment and MinTrs is the minimum
threshold for number of track segments within the Epsilon
neighborhood region of a track segment. Unlike a circular
neighborhood region of a point in DBSCAN, the shape of
the neighborhood region for a track segment is a polygon.
The user can set the value of MinTrs, which is dependent
on an experimental data set. However, the value of Epsilon
can be obtained following the approach to finding the value
of Eps in DBSCAN. At the end of the clustering process,
the normal vessel tracks of each segment Si(T) with the
corresponding Epsilon of that segment are stored in the
Maritime Data Warehouse.

VI. ANOMALY DETECTOR

Input: A segment of vessel track Tq i.e. Si(Tq) within
operator’s geographical area of interest.
Output: A decision whether Si(Tq) is an anomaly with
respect to the known normal movement patterns within that
particular geographical area of interest.

Assuming we have the full track Tq within the geograph-
ical area of interest, first, we describe two main steps in
the anomaly detection process: Potential Anomaly Detection
and Contextual Verification in Subsections VI-A and VI-B,
respectively, for detecting anomalous track segments of Tq .
After that, we discuss how this detection process can be
adapted in real time when the input is an individual track
segment, i.e. Si(Tq), instead of a full track Tq .

A. Potential Anomaly Detection

We assume that Normal Pattern Extraction in Section
V has been applied to extract the normal patterns for
Si(T) within the geographical area of interest, where each
normal pattern for Si(T) is represented by a cluster Cl. For
1 ≤ i ≤ s, we check if Si(Tq) belongs to some cluster Cl

of Si(T), that is, if Si(Tq) is within the Epsilon distance
from any track in the cluster. Note that Cl is called the
reference cluster for Si(Tq). The distance measure is the
same one that is used by the clustering algorithm in Section
V-B. If Si(Tq) does not belong to any cluster Cl of Si(T),
then it is considered a potential anomaly. The Anomaly
Detector collects all potential anomalies Si(Tq), 1 ≤ i ≤ s
for contextual verification purposes, which is carried out
immediately after this Potential Anomaly Detection step if
any potential anomalies are detected.

B. Contextual Verification

Input: Potential anomaly Si(Tq).
Output: For every potential anomaly Si(Tq), a decision
whether Si(Tq) is an anomaly and the contextual informa-
tion that supports the decision.

The main objective of contextual verification is to verify
whether a potential anomaly Si(Tq) detected by the method
in Section VI-A is an anomaly using contextual features
CFi, where CFi represents features of contextual infor-
mation at the ith segment of Tq . In principle, contextual
information refers to any factor that could potentially impact
the normal movement of a vessel. Most such info comes
from external sources such as weather, oil prices, etc. In
the current implementation CFi contains WindDirection,
WindSpeed, GustSpeed, and WaveHeight, but this can
be extended to include any known factors that might con-
tribute to anomalous vessel movement. WindDirection,
WindSpeed, GustSpeed and WaveHeight represent the
wind direction, wind speed, gust speed and wave height at
the location and time in which the instance of anomalous
vessel behaviour was detected.

Essentially, CFi is used to explain the anomalous be-
haviour of the vessel track segment Si(Tq). To this end, a
match function f(CFi, Si(Tq)) can be specified to measure
the match degree between CFi and Si(Tq), such that a
better match represents a better explanation of the anomalous
behaviour of the vessel by the factors captured in CFi.
The choice of CFi and f is application dependent, because
they reflect domain knowledge about possible factors for
anomalous vessel behaviour.

In our current experiment we followed rule-based strategy
for specifying the match function f that is illustrated in
the following example. Suppose that the potential anomaly
Si(Tq) is sailing on less than usual average speed (SOG),
and if WindDirection is opposite to the movement di-
rection (COG) of the vessel during the movement and
WindSpeed exceeds a specified range (provided by experts
or obtained from external sources), the deviation due to
speed is likely caused by the wind. Otherwise, the anomalous
deviation remains unexplained, and therefore, would be
tagged as an anomaly. In both cases, the operator is informed
of the result.

Unlike the knowledge driven approach discussed in Sec-
tion III, the values for CFi are dependent on the time and
location of the query track segment Si(Tq) and have to be
obtained from external sources as an on-demand query. Such
CFi cannot be stored as static rules as in the knowledge
driven approach because queries are not known in advance.

Flexibility of this method can be addressed through the
addition of new domain specific contextual features (see
Section VII-C), where we just need to add or update the
rules for explaining the match between CFi and Si(Tq). For
example, if oil price becomes a new contextual information
for anomalous movement, a new handle will be created for
extracting such information from relevant sources and a
match function f will be provided by this feature.

Real-Time Detection: In real time, we do not have the
entire vessel track Tq in advance, but one segment Si(Tq)



of Tq at a time, as the vessel is moving, where the segment
is determined by the chosen PartitionWindow. We collect
one segment of Tq at a time as it becomes available. In
fact, our detection methods in Sections VI-A and VI-B are
applied to a single segment, thus do not require the entire
track Tq to be available.

VII. EMPIRICAL STUDIES

At first, we describe our experimental data set in Sec-
tion VII-A. Then we quantitatively evaluate our proposed
framework in Section VII-B followed by a discussion of
other contextual information for possible inclusion in the
Maritime Data Warehouse in Section VII-C. After that we
describe the implementation of the developed prototype in
Section VII-D. We conclude our empirical studies with a
discussion in Section VII-E.

A. Data Set Description

To evaluate the proposed approach, we experimented
with an AIS data set obtained from the U.S. Coast Guard
(http://marinecadastre.gov/data/) for the year 2009 in UTM
Zone 10 (including the west coast of British Columbia,
Canada, and Washington State, U.S.), where there are 1047
tracks of cargo ships from origin A to destination Vancouver
(shown in Fig. 4) with a sampling rate of 1 AIS data point
per minute for each track. This is the data set used in the
evaluation, where MinTrs = 8. We used the default value
of Epsilon for each segment that was stored in the Maritime
Data Warehouse during normal pattern extraction.

A 

Vancouver 

Figure 4: Tracks between Origin A to Destination Vancouver
of Cargo Ships

We divided this data set into the training set (560 tracks)
and the testing set (487 tracks), corresponding to the first
7 months (January–July) of data and the last 5 months
(August–December) of data, respectively. The training set is
used to extract normal patterns and the testing set is used to
evaluate the performance of the framework. Due to variation
of voyage duration of vessels, we divided tracks in both
training and testing sets into 6 groups according to the total
voyage duration (8 to 13 hours) and further partitioned the
tracks in each group into different segments according to

Group No. Segment Training Testing Ground Truth

1 (8 hr duration)

1 17 20 None
2 17 20 None
3 17 20 None
4 17 20 15696

2 (9 hr duration)

1 16 17 21262
2 16 17 21262
3 16 17 None
4 16 17 None
5 16 17 None

3 (10 hr duration)

1 58 43 None
2 58 43 78878
3 58 43 78878
4 58 43 7299
5 58 43 None

4 (11 hr duration)

1 193 160 12733,79294
2 193 160 None
3 193 160 None
4 193 160 None
5 193 160 None
6 193 160 None

5 (12 hr duration)

1 211 181 50314,52437
2 211 181 582
3 211 181 50314,18299,73458
4 211 181 None
5 211 181 None
6 211 181 None

6 (13 hr duration)

1 65 66 None
2 65 66 None
3 65 66 13391
4 65 66 34262,5552
5 65 66 None
6 65 66 None
7 65 66 None

Table I: Tracks Partitioned into Groups (by voyage duration)
and Segments (PartitionWindow = 2 hr) for Training Set
and Testing Set

different PartitionWindow values of 1, 2, 3 and 4 hours,
as described in Section V-A. Due to scope limitation, we
evaluate the framework for the 2 hour PartitionWindow
in this paper.

The statistics of the different segments of the 6 groups
of tracks are shown in Table I. The columns “Group No.”
and “Segment” contain different groups of tracks (in terms
of total voyage duration) and different segments in each
group, respectively. For example, the number of segments
in Group 1 is 4, as total voyage duration is 8 hours and
PartitionWindow = 2 hours. The columns “Training”
and “Testing” contain the number of track segments in the
training and testing sets.

For evaluation, the “ground truth” of anomalous segments
in the testing set is needed. The candidates of anomalous
segments detected by our method will then be compared
with such ground truth for accuracy evaluation. Our AIS
data set from the U.S. Coast Guard did not provide any
information regarding ground truth. Typically, information
about anomalous vessels that are indeed associated with
illegal activities is limited to domain experts, e.g. Coast
Guard and defence personnel. Due to this sensitivity nature,
it is difficult to obtain ground truth from real-life AIS data
sets.

In the literature visualization approach has been used for
constructing ground truth in unlabeled data [19]. The idea
is to find out the objects that visually seem different than



rest of the objects. The following two steps for constructing
ground truth has been verified by our industrial partner MDA
(http://www.mdacorporation.com).

• At first, we visualized the track segments using Google
Earth and flagged those track segments as “Potential
Ground Truth” which visually seemed to exhibit un-
usual movement.

• Then we factor in contextual information (e.g., wind
speed, wave height, etc.) at the location and time for
each potential ground truth. If contextual features are
within specified range (provided by experts), we mark
the particular potential ground truth as “Ground Truth”.
This is how we obtained the numbers in the “Ground
Truth” column of Table I representing the VoyageIDs of
true anomalies in a segment of the testing set. “None”
means that particular segment did not contain any true
anomalies.

B. Evaluation
We quantitatively evaluate MADCV for the 487 testing

tracks based on the number of False Alarm Reduction, F
Measure and Execution Time for anomaly detection. We
conclude the evaluation of MADCV with a case study on
anomaly detection within the fourth segment of Group 6 of
the testing set in Section VII-B4.

1) False Alarm Reduction: The term “false alarm” refers
to the detection by MADCV that is not true anomaly
(i.e. the detection does not match with the ground truth
listed in column “Ground Truth” of Table I). Fig. 5
shows a comparison of the number of false alarms without
contextual verification (i.e. Without CV) and with contextual
verification (i.e. With CV) in the different segment of the 6
groups of testing tracks. Recall that the value of Epsilon
used for each segment was that obtained during Normal
Pattern Extraction. Observe that with contextual verification,
false alarms have been reduced in every segment except
Segment 6 of Group 6.

2) F Measure: F Measure is the harmonic average of
Precision and Recall. We used Eq. 1 and Eq. 2 for calculating
Precision and Recall respectively. The symbols NTD ,
NFA and NFN represent the number of true detection, the
number of false alarms and the number of false negatives
respectively. Table II shows a comparison of F Measure for
anomaly detection without contextual verification and with
contextual verification in 6 groups of testing tracks.

Precision =
NTD

NTD +NFA
(1)

Recall =
NTD

NTD +NFN
(2)

As the Recall is 100% for each group of testing tracks,
we did not report it in the Trable II. While all ground

truth anomalies were correctly detected with and without
contextual verification, i.e., Recall of 100%, the Precision
without contextual verification is significantly lower than the
Precision with contextual verification due to the high number
of false alarms.

Without CV With CV
Group No. Precision F Measure Precision F Measure

1 0.50 0.67 1.00 1.00
2 0.20 0.33 0.28 0.44
3 0.60 0.75 1.00 1.00
4 0.33 0.49 1.00 1.00
5 0.32 0.48 0.46 0.63
6 0.23 0.37 0.43 0.60

Table II: Comparison of F Measure in the 6 Groups of
Testing Tracks

3) Execution Time: All experiments were conducted on
a 3.4 GHz Intel Core i7 processor with 16 GB of memory.
It took 1 hour to extract normal patterns from the training
set, and it took 0.18 seconds to detect anomalies in each
track of the testing set, assuming that normal patterns are
stored in the Maritime Data Warehouse. Note that normal
pattern extraction is done offline in the batch mode, whereas
anomaly detection is done in real-time on all vessel tracks
in the geographical area of interest. As a matter of fact the
efficiency of anomaly detection is far more critical than
that of normal pattern extraction.

4) Anomaly Detection in Testing Set: To explain how
our approach reduces false alarms, let us consider the track
segments with VoyageIDs 34262 and 88063 (see Fig. 6),
which were detected as potential anomalies within the fourth
segment of Group 6 of the testing set due to kinematic devia-
tion. Notice that VoyageID 34262 is a ground truth anomaly
(see “Ground Truth” column of Table I) but VoyageID 88063
is not. Table III shows the observed average of kinematic
features (SOG and COG) of the 2 vessels & contextual
features (WindDirection, WindSpeed, GustSpeed and
WaveHeight) at the occurrence location and time. The
last row of Table III contains average of kinematic features
of the reference cluster (under the column “Avg. Kine-
matic Features”) along with normal ranges of contextual
features (under the column “Contextual Features”). In gen-
eral, the normal ranges of WindSpeed, GustSpeed and
WaveHeight can be provided by experts. In our experi-
ments, they were obtained from the “Beaufort Scale and
Probable Wave Height” website 2 and verified by the experts
of MDA. Note that the normal range of WindDirection
is not required for the contextual verification process as
WindDirection is mainly used to match vessel movement
direction.

The track segments with VoyageIDs 34262 and 88063
were moving from origin A to destination Vancouver into

2http://www.peardrop.co.uk/beaufort.htm

(http://www.mdacorporation.com)
http://www.peardrop.co.uk/beaufort.htm
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Figure 5: No. of False Alarms (Without CV vs With CV) in Different Segment of the 6 Groups of Testing Tracks

VoyageID = 34262 
Without CV: Anomaly 
With CV: Anomaly  

VoyageID = 88063 
Without CV: Anomaly 
With CV: False Alarm 

Tracks Towards East 

Wind Towards West 

Origin A (in West) Destination Vancouver (in East) 

Figure 6: A Case Study of Anomaly Detection

VoyageID Avg. Kinematic Features Contextual Features

SOG (knots) COG (degree) WindDirection (degree) WindSpeed (m/s) GustSpeed (m/s) WaveHeight (m)

34262 6.62 129.4 (W→E) 26 (E→W) 3.2 3.9 1.24

88063 9.16 109.43 (W→E) 62 (E→W) 14.8 18.4 3.48

Normal Ranges 10.1 71.49 (W→E) Not Applicable 0 – 10.7 0 – 10.7 0 – 2.5

Table III: Kinematic & Contextual Features of 2 Potential Anomalies

the wind (both track movement direction and wind direction
are shown in Fig. 6) and deviated in both average speed
and average movement direction from the respective normal
average speed of 10.1 knots and normal average movement

direction of 71.49 degree (see Table III). As a result, they
were detected as potential anomalies. Typically, sailing with
the wind may help a vessel ( e.g., boat) to increase speed,
whereas sailing into the wind may force a vessel to lower



speed. More detailed information can be obtained from this
site3.

However, with contextual verification, VoyageID 88063
is discarded as an anomaly because the vessel was moving
into the wind, where observed WindSpeed (14.8 m/s),
GustSpeed (18.4 m/s) and WaveHeight (3.48 m) were
above the normal range of WindSpeed (0 – 10.7 m/s),
GustSpeed (0 – 10.7 m/s) and WaveHeight (0 – 2.5 m) at
the relevant region and time, which caused the vessel to sail
at less than usual average speed and deviate from the usual
movement direction. On the other hand, VoyageID 34262
remains an anomaly after contextual verification because its
significant deviation in average SOG (6.62 knots) and COG
(129.4 degree) from normal averages cannot be explained
by the normal wind and sea conditions at the relevant time
and location.

C. Other Contextual Information

So far, we have mainly used weather information (wind
direction, wind speed, gust speed and wave height) as
contextual information to improve the precision of anomaly
detection through the reduction of false alarms. The preci-
sion can be further improved by including other contextual
information such as crew information, oil price, and seaport
data. This only requires extending the contextual features
CFi for segment i and modifying the match function f
between CFi and the segment i of a query track; the rest
of the approach remains unchanged. Thus, our approach is
highly adaptive to new background knowledge.

Though we consider contextual information in a structured
form, contextual information can be unstructured such as
text. For example, consider the tweet by @IHS4Maritime
on 27th March, 2015: “Nigeria closes borders for election
period: Nigeria’s sea and land borders are currently closed
as the country...”, where the key information is “sea border is
closed in Nigeria”. If any vessel does not arrive at the seaport
in Nigeria within the scheduled time, the system should
not flag this vessel as an anomaly because the sea border
is closed. Note that structured queries can be performed
to extract structured information from unstructured texts,
e.g. tweets as mentioned in [20], and can be stored into
any relational database i.e. the Maritime Data Warehouse
for contextual verification. While it is highly interesting to
consider unstructured contextual information, that topic is
beyond the scope of this paper.

D. Prototype Development

As a proof of concept we have built a prototype of
the proposed framework for solving the vessel anomaly
detection problem discussed in this paper. The potential end
users of a fully developed system could be Coast Guards,
Defence Department, and other private and public sector

3http://newt.phys.unsw.edu.au/∼jw/sailing.html

organizations related to the safety and security of a country.
We have implemented major components of different layers
of the framework using C# programming language. Bottom
layer of the framework i.e. Maritime Data Warehouse has
been developed using Microsoft SQL Server 2014. In order
to provide visualization support to user through Google
Earth, we have written scripts in Matlab utilizing the
Google Earth toolbox for Matlab4.

E. Discussion

We provide a discussion on following two issues.
• How will the variation in the segment size (i.e. dif-

ferent choice of PartitionWindow setting) affect the
performance of the framework?

• Can our framework detect anomalies from irregularly
sampled AIS data?

1) Variation in Segment Size: Fig. 7 shows the total
number of false alarms (Without CV vs With CV) in all
the 6 groups of testing tracks (see Table I) for 1 hr and 2 hr
PartitionWindow. It is observed that the generated num-
ber of false alarms are more for the 1 hr PartitionWindow
than for the 2 hr PartitionWindow. So, we can conclude
that reducing the segment size could produce more false
alarms. Importantly, however, the trend that CV helps reduce
false alarms remains.
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Figure 7: No. of False Alarms (Without CV vs With
CV) in 6 Groups of Testing Tracks for 1 hr and 2 hr
PartitionWindow

2) Detection from Irregularly Sampled AIS Data: Though
in our experimental data set the sampling rate of the AIS
data is 1 min per AIS data point, but in practice the sampling
rate of AIS data could be less than 10 seconds5 in the coastal
region. Moreover, in the open ocean generally the sampling
rate is not fixed (could vary between 30 min to 1 hr per AIS
data point). However, our method would still be applicable
to detect anomalies from the irregularly sampled AIS data
as the distance measure (see Section V-B) that we used for

4http://www.mathworks.com/matlabcentral/fileexchange/
12954-google-earth-toolbox

5https://en.wikipedia.org/wikiAutomatic Identification SystemIn

http://newt.phys.unsw.edu.au/~jw/sailing.html
http://www.mathworks.com/matlabcentral/fileexchange/12954-google-earth-toolbox
http://www.mathworks.com/matlabcentral/fileexchange/12954-google-earth-toolbox
https://en.wikipedia.org/wiki Automatic_Identification_SystemIn


the normal pattern extraction and anomaly detection purpose
can handle the irregular sampling rate of AIS data. Note that
if the rate of missing point is too much in a trajectory then
the detection performance may degrade.

VIII. CONCLUSION

A major challenge in automated anomalous vessel de-
tection in the maritime domain is the high rate of false
alarms (due to the use of mainly kinematic information).
Existing knowledge driven approaches may address this
problem by incorporating domain knowledge in the form
of pre-defined rules. Since rules are largely static, they can
not capture the scenarios of individual vessels, such as the
weather and sea conditions at the time and location of a
potential anomaly. In this paper, we proposed contextual
verification that incorporates contextual information to filter
false alarms. “Contextual information” refers to any factors
that potentially impact a vessel’s behaviour (e.g., weather
and sea conditions) and is specific to the location and time
of a vessel. Empirical studies using an AIS data set obtained
from the U.S. Coast Guard suggest the potential of this
approach in reducing false alarms as an important task in
big data application. This approach can easily adapt to new
contextual information.

The basic strategy of “contextual verification” is appli-
cable to any domain for reducing false alarms. The key
requirement here is the particular domain knowledge that
can help in identifying contextual features i.e. certain factors
at the time of data collection that might affect the features
of an anomalous instance. As long as such contextual
features can be captured and a match function between
contextual features and features of an anomalous instance
can be defined, our proposed approach can be applied to
any domain of interest.
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Örebro University, 2011, ch. 6, pp. 118–121.

[5] O. Kessler, “Maritime anomaly detection,” in Workshop on
Detection of Anomalous Behaviors in Maritime Environments,
Carnegie Mellon University, June 2009.

[6] V. Chandola, A. Banerjee, and V. Kumar, “Anomaly detection:
A survey,” ACM Computing Surveys (CSUR), vol. 41, no. 3,
July 2009.

[7] C. C. Aggarwal, Data Mining: The Textbook. Springer
Publishing Company, 2015, ch. 16, pp. 551–552.

[8] T. Z. Maria Nilsson, Joeri van Laere and J. Edlund, “Extract-
ing rules from expert operators to support situation awareness
in maritime surveillance,” in Information Fusion. IEEE,
2008, pp. 1–8.

[9] J. Roy, “Rule-based expert system for maritime anomaly
detection,” in SPIE, May 2010.

[10] A. Dahlbom and L. Niklasson, “Trajectory clustering for
coastal surveillance,” in Information Fusion, 2007.

[11] R. Laxhammar, “Anomaly detection for sea surveillance,” in
Information Fusion, 2008.

[12] M. Riveiro and G. Falkman, “Supporting the analytical rea-
soning process in maritime anomaly detection: Evaluation and
experimental design,” in Information Visualisation, 2010.

[13] M. Riveiro and G. Falkman, “Interactive visualization of nor-
mal behavioral models and expert rules for maritime anomaly
detection,” in Computer Graphics, Imaging and Visualization.
IEEE, 2009.
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