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Abstract— The polygonal lines traditionally used in parallel
coordinates have two substantial limitations. First, they possess
only C0 continuity, which causes the “cross-over” problem.
Second, for large datasets, the lines become cluttered, obscuring
inherent structure in the data. We introduce a model for curve
bundles in parallel-coordinates plots to overcome these problems.
The C0 polygonal lines are replaced byC1 continuous piecewise
Bézier curves to alleviate cross-overs. The B́ezier curves can then
be bundled to visualize data with given cluster structures and
hierarchies. The curve bundles are efficient to compute, provide
visual separation between data clusters, reduce visual clutter,
and present a clearer overview of the dataset. A controlled user
study with 14 participants confirmed the effectiveness of curve
bundling for parallel-coordinates visualization: 1) compared to
polygonal lines, it is equally capable of revealing correlations
between neighboring data attributes; 2) its geometric cues are
as effective as color coding of polylines in displaying cluster
information. Curve bundling thus allows the color perceptual
channel to be applied to other data attributes.

Index Terms— Visualization techniques, parallel coordinates,
cluster and hierarchy visualization, line and curve bundles, B́ezier
curves, density plot.

I. I NTRODUCTION

V ISUAL analysis of multidimensional data is required in
many applications. As datasets become increasingly large

and complex, we need effective ways to display, filter, process,
and interpret the information contained therein. Many techniques
have been proposed for exploratory visualization of multidimen-
sional data, targeted at both generic and specific application
domains [29]. One of the main challenges is to provide techniques
that scale well with respect to the size of the dataset.

Parallel coordinates are a popular technique for transforming
multidimensional data into a 2D image [15], [16]. Them-
dimensional data items are represented as 2D lines crossingm
parallel axes, each axis corresponding to one dimension of the
original data. This technique has been incorporated into several
data visualization and analysis tools, including XLSTAT [1] and
GGobi [5]. However, experience has shown several problems
with the traditional parallel-coordinates technique. First, the zig-
zagging polygonal lines (or polylines, for short) used for data
representation are onlyC0 continuous. They generally lose visual
continuation across the parallel-coordinates axes, making it diffi-
cult to follow lines that share a common point along an axis—this
is known as thecross-overproblem. Second, when two or more
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data points have the same or similar values for a subset of the
attributes, the corresponding polylines may overlap andclutter
the visualization. This artifact may occur even for medium-sized
datasets with a few thousand points. Finally, clusters and related
internal structure of the data are not represented in the geometry of
the plot, except for implicit visual clustering based on proximity
of polylines at the axes.

In this paper, we introduce a model ofcurve bundlesfor
multivariate visualization in parallel coordinates. Bundled curve
plots extend the traditional polyline plots and are designed to
reveal the structure of clusters previously identified in the input
data. Our model of curve bundling enhances parallel-coordinates
plots in four ways:

1) It overcomes the cross-over problem by replacing the tra-
ditional C0 polylines with C1 continuous piecewise cubic
Bézier curves. Data items from neighboring axes are em-
ployed for curve fitting and to guaranteeC1 continuity. The
individual curve paths are thus discernible based on the
Gestalt principle of good continuation [32].

2) It facilitates perception of clusters, through geometric cues
provided by the curve bundles. This idea is inspired by
the Gestalt principle of proximity [32], which stipulates
that spatially proximate objects are perceptually clustered.
Technically, we bundle the B́ezier curves by modifying their
control points so that curves from the same cluster tend to
be drawn close to each other.

3) It reduces visual clutter, utilizing the entire plot space to
provide an overview of the data.

4) It allows for the visualization of hierarchical clusters by
bundling curves in a hierarchical way.

Figure 1 shows a data set rendered using polylines and various
configurations of bundled curves in order to illustrate and compare
these variants of parallel coordinates plots.

A controlled user study was conducted to compare the effec-
tiveness of curve bundles and polylines. The study showed that
curve bundling maintains the users’ ability to recognize corre-
lation between data attributes, a traditional strength of parallel
coordinates. Furthermore, for revealing clusters to the user, curve
bundling is at least on par with color coding, the traditional way of
representing clusters. In consequence, curve bundling leaves the
color perceptual channel free for visualization of other attributes.

Our method allows fast construction of the curve bundles while
guaranteeing good visual continuation of the lines. It also offers
parameters for tuning the smoothness of the curves and the
tightness of their bundling, providing a range of representations
from pure polylines (a special case of curve bundling with
minimal smoothness and bundling) to tightly-bundled curve plots,
enabling the user to obtain different views of the data.
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(a) (b) (c) (d)

Fig. 1. An illustration of bundled curve parallel coordinates applied to a synthetic data set [19] containing 17,000 6-dimensional data items with five clusters.
(a) Standard polyline plot with cluster information color-coded. (b) Clusters shown geometrically by curve bundling. (c) Clusters enhanced with color coding.
(d) Clusters shown only by bundling, with a separate cluster attribute shown by color. The three red clusters share one value for the attribute, while the two
blue clusters share a second value. This example demonstrates that geometry-based curve bundles can free the color channel for other visualization uses. All
four images employ density plots to avoid line over-plotting.

II. RELATED WORK

In parallel-coordinates visualization, points inm-dimensional
space are represented as lines crossingm parallel axes in 2D,
so there is no inherent limit on dimensionality. The process
of discovering multivariate relations in a dataset is transformed
to a 2D pattern recognition problem. Parallel coordinates were
introduced in the seminal work of Inselberg [15], [16], and later
extended by Wegman [30].

However, traditional parallel coordinates suffer from several
problems, especially for large datasets. One issue is the potentially
heavy over-plotting of lines, resulting in visual clutter. A proposed
remedy is to replace fully opaque, rasterized lines by a density
representation of the plotted lines [23], [31]. This idea has
been adopted by several subsequent articles, e.g., for frequency
plots [26], gray-scale mappings in density plots [2], and high-
precision textures in combination with transfer functions [18].

Instead of using density plots, clutter reduction can also be
achieved through interactively controlled viewing. One example
of this approach is focus-and-context visualization with sam-
pling [6]: the focal region, identified by a user-controlled lens,
displays only a randomly selected subset of the lines to avoid
clutter, whereas the surrounding context region retains all the
original lines. Another example is the application of brushing-
and-linking [3], originally developed for scatter plots, to parallel-
coordinates plots in the form of interactive selection by angu-
lar brushing [12]. These interaction techniques complement our
parallel-coordinates method, which focusses on visual mapping
and therefore could be immediately extended by techniques like
brushing-and-linking.

Visual clutter can also be reduced by preprocessing the data
with a clustering algorithm [17]. The clusters can then be dis-
played by extensions of parallel coordinates. For example, Fua
et al.’s [9] hierarchical parallel-coordinates plots use aggregated
visual representations of clusters by thick graduated bands (with
width corresponding to the standard deviation of the cluster
spread) around cluster centroids; color is employed to distinguish
clusters. Cluster information is similarly included in a technique
of Wegman and Luo [31]. Berthold and Hall [4] apply density
plots along with cluster-based color coding to visualize fuzzy
rules for clustering; alternatively, they can show the regions of
fuzzy clusters by interlaced and opaque vertical lines instead of
blended density plots.

Whereas early clustering work focused on reducing the amount
of displayed data by displaying only markers of entire clusters,
recent work has instead focused on displaying all the data and
revealing details of the internal structure of clusters. Johansson

et al. [18] combine specific transfer functions for density plots
with feature animation, showing both an overview of the data
and the inner structure of its clusters. Novotny and Hauser [25]
extend such cluster-based parallel-coordinates visualization to
additionally display outliers and trends. Our parallel-coordinates
technique shares the same kind of input data (i.e., large multi-
dimensional data with cluster information), a similar density plot
approach, and the same general visualization goal, but it removes
the need for color coding to distinguish clusters. Instead, by using
geometric visualization based on proximity, we free the chromatic
channel for other uses.

There are two recent publications that follow the same percep-
tual motivation of geometric proximity as our method in order
to enhance parallel-coordinates plots [22], [33]. The approach
by Zhou et al. [33] starts with traditional polylines in parallel
coordinates and deforms them by applying attracting and repelling
forces. By construction, their method is based on proximity
between the initial polylines and, thus, achieves an implicit, yet
fixed type of clustering. The objective of their method is to
emphasize the proximity of the polylines, not to show externally
provided cluster information. Moreover, their visual clustering is
based on a piecewise model: the vicinity of polylines between two
neighboring data axes (or dimensions) of the parallel-coordinates
plot governs the visual clustering between those two data dimen-
sions; other pairs of neighboring data dimensions are clustered
independently. Therefore, high-dimensional data is not clustered
on a per-data-point level, but based on pairs of data dimensions.
The resulting visual clustering is thus sensitive to the order of
data dimensions in the parallel-coordinates plot.

The method by McDonnell and Mueller [22] is similar to our
method in its geometric, spline-based approach to computing
visual bundling. Both methods are inspired by Holten’s edge
bundling of tree layouts [14]. However, McDonnell and Mueller’s
technique has a different objective than ours: it targets illustrative
parallel-coordinates plots, utilizing visual simplification and non-
photorealistic rendering techniques such as silhouette lines, halos,
and shadows. Therefore, details of the internal structure of data
points within clusters are not a focal point of their research.
Moreover, cluster membership information is still based on color
coding, whereas our approach is effective even with a purely
geometry-based visualization.

Our method complements and improves upon the general
idea of the proximity-based parallel-coordinates techniques by
McDonnell and Mueller [22] and Zhou et al. [33] in the following
ways. First and most importantly, we provide an evaluation of the
effectiveness of curved parallel-coordinates plots by a controlled
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user study; without such an evaluation, it is unclear to which
extent the deviation from polylines might destroy the effectiveness
of parallel coordinates and which kind of curve model is most
effective. Second, we make better use of the available screen
space by re-distributing visually clustered curves in a uniform
way. Therefore, there is much less overlap in the important parts
of the plots—in the regions between two data axes, where users
identify correlation of data points. In addition, overdraw and
cluttering issues are reduced by this redistribution. Third, we
extend curve bundling to the visualization of hierarchical (nested)
clusters. Fourth, we guaranteeC1 continuity of the curved lines
across data axes, addressing the cross-over problem.

The cross-over problem for polylines arises when two or
more lines share common points on an axis. This may be
solved by using smooth curves, as shown in previous work.
Theisel [28] proposes a cubic B-splines model, while Graham and
Kennedy [10] choose a quadratic or cubic curve for a particular
section depending on the shape formed by that section and the
two adjacent sections. Moustafa and Wegman [24] build smooth
curves by replacing the piecewise linear interpolation of polylines
by interpolation via higher-order sinusoidal functions. All these
techniques guarantee curve smoothness, alleviating the cross-over
problem. Our method adopts the idea of smooth curves and
combines it with curve bundling.

There have been few previous papers providing user studies
on parallel coordinates, and those few papers are restricted to
polyline plots. Li and Van Wijk [21] compare polyline parallel co-
ordinates and scatter plots. Lanzenberger et al. [20] investigate the
effectiveness of stardinates and parallel-coordinates plots applied
to an example data set with psychotherapeutic data. Henley et
al. [13] evaluate scatter plots and parallel coordinates for the task
of comparing genomic sequences. Ten Caat and Roerdink [27]
study a tiled parallel-coordinates technique for visualizing time-
varying multichannel EEG data. Of these studies, only Li and
Van Wijk [21] examined the visualization of correlation. Our user
study has a similar goal and uses a similar design.

III. C URVE MODEL AND CURVE BUNDLING

The bundled curve model uses curve geometry to increase the
visibility of structure in the data over multiple axes. When the
curves are bundled based on cluster membership, structure within
clusters can be compared. The curve construction guarantees
C1 continuity of the curves, particularly at the coordinate axes,
alleviating the cross-over problem. At the same time, curve
control points and tangents are chosen to achieve good approx-
imation to the original polylines. The construction is designed
to maintain the desirable characteristics of polyline plots, in
particular, their ability to reveal correlations between variables.
Finally, the parameters of the model support exploration of the
data by adjusting its representation.

We use terminology and background knowledge from geo-
metric modeling, especially B́ezier curves and the concepts of
parametric (C) and geometric (G) continuity. Coverage of these
topics can be found in any standard text, e.g., [7].

A. Overview

Given an input ofN-dimensional data points with specified
cluster membership, bundled curves are designed to display the
data points and the cluster information.

(a) (b)

Fig. 2. Parallel-coordinates plot (a) using polylines with color coding to show
clusters, and (b) using bundled curves, where the two parametersα = 1/6 and
β = 1. Curves in the same cluster are strictly bundled at their respective cluster
centroids, which are uniformly distributed acrossvirtual axesin-between the
main parallel-coordinates axes.

Denote the parallel-coordinates axes byX1,X2, . . . ,XN, which
we refer to as themain axesto distinguish them from additional
axes created for curve modeling and bundling. For our purpose,
let us assume that the main axes are uniformly distributed and
separated by unit intervals. Given a data point(P1,P2, . . . ,PN), its
corresponding polyline is replaced by a piecewise cubic Bézier
curve, possessing the following properties:

• The curveinterpolatesP1,P2, . . . ,PN at the main axes.
• The curve isC1 continuous throughout. We can relax this to

G1 as well to add flexibility to our curve model. Compared
to theC0 polylines, the increased continuity provides better
visual cues to help reduce the cross-over problem.

• Curves corresponding to data points that belong to the same
cluster are bundled between adjacent main axes. This is
accomplished by inserting avirtual axis midway between
the main axes and by appropriately positioning the Bézier
control points along the virtual axis.

– To support curve bundling, control points that define
curves within the same cluster are attracted toward a
cluster centroid along the virtual axis.

– The cluster centroid is the centroid of the points of
intersection between polylines belonging to the cluster
and the virtual axis.

– The use of curves also allows us to take better advantage
of the entire plot area. Specifically, the cluster centroids
can be uniformly distributed along the virtual axis to
alleviate the line clutter problem.

• Two parametersα andβ are provided to allow for adjusting
the shape of the B́ezier curves. The parameterα controls
the extent the curve approximates the original piecewise
linear polyline, while retainingC1 continuity; we call α
thesmoothness scale. The parameterβ dictates thebundling
strengthof the curves within a cluster. It is worth noting that
polyline-based parallel-coordinates plots are simply a special
case of our curve model, when we setα = β = 0.

Fig. 2 compares a polyline plot with its counterpart using
bundled curves. Polylines require color coding to distinguish
clusters, whereas curve bundles rely on geometrical proximity to
naturally represent cluster information. The cluttered visualization
in color-coded polylines, which is the standard approach to
cluster-membership visualization, motivates the new geometry-
based method. Next, we explain the specification of an individual
curve in full detail.
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Fig. 3. Construction of B́ezier curve pieces between two adjacent main axes
Xi andXi+1. We insert a primary virtual axisVi midway betweenXi andXi+1,
as well as secondary virtual axes,Yi,1,Zi,1,Zi,2,Yi,2, placed at a distanceα
away from their corresponding main or primary virtual axes. Adjacent Bézier
pieces share the same tangent line and intersections between the tangent lines,
while the main, primary virtual, or secondary virtual axes define the control
points for the B́ezier curves. The control points forbi,1 are shown as blue dots.
The control points forbi,2 would be at corresponding locations on the right.
The pointCi is a cluster centroid which attracts the constructed Bézier curves
in curve bundling. As a result, while the original polyline passes throughQi ,
the curve pieces now pass throughQ′i .

B. Curve continuity and smoothness scale

Without loss of generality, let us consider two adjacent main
axesXi andXi+1 with pointsPi andPi+1 on them, respectively. Let
the intersection between the line segmentPiPi+1 with the (vertical)
virtual axisVi , which sits halfway betweenXi andXi+1, beQi , as
shown in Fig. 3. We shall convert the straight line segmentPiPi+1

into two cubic B́ezier curve segments:bi,1 betweenXi andVi and
bi,2 betweenVi and Xi+1. Due to curve bundling, we may move
Qi to Q′

i alongVi as a result of attraction by a cluster centroidCi ;
this is explained in Section III-C. The new pointQ′

i will serve as
a common control point for the two B́ezier curve pieces.

Let us describe the construction of the four control points for
the first piecebi,1; the case forbi,2 is implied by symmetry. As
mentioned earlier, the first and last control points ofbi,1 are Pi

and Q′
i , respectively. To ensureC1 or G1 continuity of bi,1 and

its left neighbor,bi−1,2, we force them to share the same tangent,
which is one that makes the same angle with the vector

#          �

Pi−1Pi

and the vector
#          �

PiPi+1. In other words, the curve’s tangent linel i at
Pi bisects the angle formed by

#          �

PiPi+1 and the extension of
#          �

Pi−1Pi

beyondPi ; the angle bisector provides a best approximation of
the two polyline directions

#          �

Pi−1Pi and
#          �

PiPi+1.
The second control point forbi,1 lies at the intersection ofl i

andYi,1, an additional virtual axis betweenXi andVi , placed at
a distanceα from Xi , where0≤ α < 0.25. To distinguishYi,1

from Vi , we callYi,1 a secondary virtual axisandVi the primary

A

B

A

B

(a) (b)

Fig. 4. A comparison of (a) polyline and (b) bundled curve representations
when data points collide at parallel coordinates axes. Bundled curves allow
the human visual system to infer the most likely pairing of curve segments.
At point A, theC1 continuity of the curves uniquely determines the pairing.
At B, the viewer can unambiguously infer that the lines representing the data
only touch and do not cross based on the way the model determines the curve
tangents at the main axes.

virtual axis. The third control point lies at the intersection between
a new tangent,r i , and an additional secondary virtual axisZi,1. r i

is chosen as the direction formed by the vector
#          �

PiPi+1. We force
the two piecesbi,1 andbi,2 to sharer i as a common tangent atQ′

i .
The secondary virtual axisZi,1 lies betweenXi andVi , and is at
a distanceα from Vi . Note that if eitherXi or Xi+1 is a boundary
axis, the tangent at that boundary axis can be set as the bisector
of the angle formed by the horizontal axis and the line segment
involved, which is eitherP1P2 or PN−1PN.

In Fig. 4, we illustrate howC1 continuity can facilitate curve
tracing in parallel coordinates. Compared to polylines, curves
help differentiate data points that share a common coordinate,
which implies a collision at the corresponding parallel-coordinates
axis. With polylines, pairing up the incoming and outgoing line
segments would be impossible without other visual aids, e.g.,
color. Utilizing only geometry information, the B́ezier curves
we generate allow the human visual system to infer the most
likely pairing by following the smoothest path across the point of
collision [32]. Although brushing-and-linking [3], [12] or other
filtering techniques may be applied to isolate a particular group
of lines, our approach usingC1 curves has the advantage of
eliminating the need to have a pixel-accurate and steady pointing
device for user interaction.

The smoothness scaleα has several functions. Clearly, using
the sameα for all the secondary virtual axes will ensureC1

continuity of the B́ezier curve throughout. The magnitude ofα
also controls the extent the curve will approximate the original
polyline. The valueα = 0 repeats control points for each Bézier
piece at the two ends. This results in a straight line segment,
producing a polyline plot. In this degenerate case,C1 and G1

continuity are unlikely to be maintained.
The requirement that the sameα be used for all secondary

virtual axes can be relaxed, to only requiring that the two adjacent
secondary virtual axes, either a(Zi,1,Zi,2) pair or a (Yi,2,Yi+1,1)
pair for somei, be equi-distant to the primary virtual or main axis
sitting in between; we still achieveC1 this way. We can add even
more flexibility by making the equi-distance constraint specific
to individual curves, still ensuringC1. Finally, if we remove the
equi-distance constraint completely, the resulting piecewise cubic
Bézier curve will beG1 throughout.

C. Curve bundling and bundling strength

The model can be extended to represent cluster membership
using bundling. Consider the set of polylines belonging to a
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(a-1) (b-1) (c-1)

(a-2) (b-2) (c-2)

(a-3) (b-3) (c-3)

Fig. 5. Effect of bundling strengthβ on the visualization of data correlations.
The first column (a-1, a-2, a-3) shows polyline plots of two variables with
strong negative correlation, no correlation, and strong positive correlation,
respectively; the second column (b-1, b-2, b-3) shows the corresponding
bundled curve plots with strict curve bundling (β = 1). The third column
(c-1, c-2, c-3) shows bundled curve plots withβ = 0.8.

particular clusterC . For each such polyline, we record its inter-
sections with all the primary virtual axes. For a particular primary
virtual axis Vi , we can use the centroidCi of the intersection
points corresponding to the polylines in clusterC as the common
control point shared by all the B́ezier pieces (those which replace
polylines in clusterC ) adjacent toVi . This will force all the B́ezier
curves in the cluster to pass through the common pointCi .

A disadvantage with strict curve bundling, as given above, is
that it may hinder our ability to visually distinguish a positive
correlation from a negative one. This is illustrated in Fig. 5, where
the first two columns show the polyline plots (Fig. 5a-1, Fig. 5a-2,
and Fig. 5a-3) and strictly bundled curve plots (Fig. 5b-1, Fig. 5b-
2, and Fig. 5b-3) on two variables with strong positive correlation,
no correlation, and strong negative correlation. It is still possible
to detect the minor differences in the curve plots shown in the
second column, but not as easily as for the polyline plots.

As a remedy, we introduce the bundling strength parameter
β . As shown in Fig. 3, let the intersection between a straight
line segment and the primary virtual axisVi be Qi . The bundling
strength controls the extent to whichQi will be pulled or attracted
toward the centroidCi defined above. Currently, we apply a linear
weighting scheme: the newQ′

i will be given by

Q′
i = Qi +β (Ci −Qi) = (1−β )Qi +βCi ,

where0≤ β ≤ 1. The choiceβ = 1 corresponds to strict curve
bundling, whereasβ = 0 disables bundling altogether. Any rea-
sonable nonlinear weighting scheme, e.g., Gaussian weights,

Q′
i = (1−η)Qi +ηCi , whereη = exp(−||Qi −Ci ||2/σ2),

for a suitably chosen widthσ , is possible. The same can also be
said about the weights used to compute the centroidCi .

In our current implementation, the sameβ is applied to all
instances of curve bundling. Obviously, one can gain more fine-
grained control by tuningβ individually for specific curves or
specific primary virtual axes; this would be at the expense of
introducing a more complex control interface.

(a) (b)

Fig. 6. A comparison between bundled curve plots (a) without and (b) with
redistribution of cluster centroids. Redistribution utilizes the entire plot area
and alleviates line cluttering. In both cases, the bundling strengthβ = 1.0.

By adjusting the bundling strength properly, we can detect
correlations in bundled curve plots just as easily as in polyline
plots, even in the presence of clear curve bundling. As shown in
Fig. 5c-1, Fig. 5c-2, and Fig. 5c-3, withβ = 0.8, more negatively
correlated data simply form denser, narrower crossing bands. A
quantitative, empirical comparison between bundled curve and
polyline plots in terms of discovering variable correlations is
given in Section V, where a controlled user study is reported.

D. Redistribution of cluster centroids

To take advantage of the entire available plot area and further
alleviate the line cluttering problem, we sort the cluster centroids
along each primary virtual axis and then redistribute themuni-
formly across the length of the primary virtual axis in anorder-
preservingmanner. A comparison is given in Fig. 6 to show its
effect in neutralizing line cluttering. An immediate extension to
uniform distribution is to take into account the sizes of the clusters
and adjust the positioning of the cluster centroids accordingly.

E. Preservation of line-line intersections

The bundled curve representation introduces a richer geometry
than the traditional polyline representation. We have argued that
the new representation increases the information available to
the viewer. Does it retain the information already available in
polylines? In particular, let us focus on the issue of intersections
between the lines, straight or curved, as these intersections may
cause line cross-overs and cluttering; they may also influence the
perception of data correlations.

Since the coordinates of the visualized points are fixed along
the parallel coordinates axes (i.e., each polyline segment is
transformed into a curve with its two end points fixed), it is
easy to see that an intersection between two polyline segments
necessitates at least one intersection between their associated
curves in a bundled curve plot. What remains to be discussed is
whether curve bundling may introduce extraneous intersections.

With our tunable parameters (the smoothness scaleα and the
bundling strengthβ ), an easy limit argument can show that there
are conditions under which two polylines intersect if and only
if their corresponding B́ezier curve segments intersect. It suffices
to choose a pair ofα and β that are sufficiently small since, as
α,β → 0, the resulting B́ezier curves will approach the polylines
they are intended to replace. Therefore, for smallα and β , we
can expect the line-line intersections and non-intersections to be
basically preserved when we go from polyline plots to curve plots.

In practice, larger values ofα and β may introduce extrane-
ous intersections. In particular, if the order between two non-
intersecting polylines belonging to different clusters is opposite
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Fig. 7. Example of extra line-line intersections introduced by curve bundling,
where cluster membership is indicated by color. (a) The order of two cluster
centroids (colored dots) is opposite to the order of two polylines belonging to
the clusters. (b) Bundling draws the curves to their respective cluster centroids
and introduces two new crossings.

to the order between the lines’ respective cluster centroids, curve
bundling may cause two extra line-line intersections, as shown in
Fig. 7. However, in many practical applications, the clustering in
the data is based on spatial proximity. In these cases, we would not
expect the above order reversal to arise often. Moreover, according
to the Gestalt principle of proximity, each cluster forms a visual
entity of its own, therefore the perception of groups of curves
belonging to the same cluster plays a more dominant role than
the perception of curves belonging to different clusters.

We can make stronger statements about preservation of in-
tersections for lines that belong to the same cluster. Within a
cluster, the order of the intersections between the lines and any
primary virtual axis is preserved along the virtual axis under
curve bundling and movement of the cluster centroid. Thus,
we only need to find a sufficiently smallα to guarantee that
two polylines intersect if and only if their corresponding Bézier
curve segments intersect; the bundling strength can be chosen
arbitrarily. If we were satisfied withG1 continuity, then we would
have the flexibility to individually tune theα ’s to ensure the
general smoothness of the curves we obtain and not have to
choose a minimalα that works across the board. With additional
computations, we can even optimize for theα ’s to avoid extra
intersections and ensure curve smoothness at the same time. This
reflects the versatility of our curve model.

To summarize, we have argued that although bundled curve
plots can potentially introduce extraneous line-line intersections,
their occurrences are expected to be small with appropriate chosen
parameters. Thus their influence on line cross-over, clustering, and
the perception of data correlations is expected to be small as well.
For this latter issue, the user study in Section V complements our
claim with empirical evidence.

IV. H IERARCHICAL CURVE BUNDLING

Our curve bundling paradigm can be extended to allow for the
display of hierarchical clusters. The key is to properly arrange the
cluster centroids to reflect the hierarchy, as well as to implement
proper bundling for the clusters. Note that our redistribution of the
cluster centroids essentially partitions the relevant interval along
a primary virtual axis into sub-intervals and assigns clusters to
the sub-intervals. Thus, to reflect a cluster hierarchy, we need to
produce a corresponding hierarchical partitioning of the primary
virtual axis. This can be accomplished so that the ordering of the
cluster centroids that share the same parent is preserved.

Suppose that the cluster hierarchy is available from the input
data we wish to visualize. We can first represent such a hierarchy
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Fig. 8. Arrangement of cluster centroids for hierarchical bundling. (a) Actual
cluster centroid locations along a primary virtual axis. The cluster hierarchy
is revealed in the subscripts of the cluster labels. (b) A tree layout showing
the cluster hierarchy, according to the ordering of the cluster centroids shown
in (a). (c) Hierarchical partitioning of the axis interval. (d) Initial locations of
the cluster centroids; these may be changed based on the bundling strengths
specified.

using a topological tree, with the polylines (data points) located
at the leaves. An example is shown in Fig. 8(b), where the layout
is obtained from the arrangement of cluster centroids shown in
Fig. 8(a). For each primary virtual axis, we could potentially
have a different tree layout. For our purpose, we would like the
tree layout to reflect the ordering between the cluster centroids
computed from the original data, along the primary virtual axis,
as given in Fig. 8(a). Note that ordering between cluster centroids
not sharing the same ancestor would not be preserved in general,
for exampleC11 andC23.

Let us focus on one particular primary virtual axis. For each
interior node i of the tree except for the root, we store a
bundling strengthβi and a cluster centroidCi . Initially, the cluster
centroids are determined by a uniform distribution (this can be
easily extended to take into account of the sizes of the clusters).
Namely, we partition the full interval along the primary virtual
axis according to the cluster hierarchy. Such a partitioning with
respect to the tree shown in Figure 8(b) is shown in Figure 8(c).
The initial cluster centroids are simply the centroids of their
respective intervals, as depicted in Figure 8(d).

Next, based on the bundling strengths specified, we alter the
cluster centroids, in a top-down fashion, where the cluster centroid
at an interior tree node is pulled toward the cluster centroid stored
at its parent, based on the bundling strength stored in that parent
node. Specifically for the example shown,C1 and C2 remain
unchanged. The newC12 would be C′12 = (1− β1)C12 + β1C1.
Finally, with the new cluster centroids computed for the lowest-
level interior nodes and the bundling strengths stored there, we
can compute the B́ezier control points for each curve segment. For
example, if a curve belongs to clusterC23 and the corresponding
polyline intersects the virtual axis atQ, then the control point
will be chosen atQ′ = (1−β23)Q+β23C23.

Figure 9 demonstrates hierarchical bundling. For this synthetic
dataset, separated into three top-level clusters with three sub-
clusters, hierarchical bundling by itself provides information
about the cluster structure. When supplemented by colors indi-
cating the top-level clusters, however, the continuity of the top-
level clusters is clearly improved across the axes. Similarly, when
sub-clusters are coded by color, the arrangement of the sub-
clusters at individual axes is highlighted instead. This example
illustrates that color may be used to improve the visualization
quality and, more importantly, that certain visual information (e.g.
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(a) (b) (c)

Fig. 9. Clustered version of an artificial dataset featuring three dimensions,n = 800. The k-means algorithm was used to generate 9 clusters, grouped as 3
top-level clusters, each with 3 sub-clusters. (a) 2-level hierarchical bundling without color (β = 0.87 for top-level clusters,β = 1.0 for sub-clusters). (b) 2-level
hierarchical bundling with color as an additional cue for top-level clusters (β = 0.70 for top-level clusters,β = 1.0 for sub-clusters). (c) 2-level hierarchical
bundling with color indicating sub-clusters (β = 1.0 for top-level clusters,β = 0.80 for sub-clusters).

the top-level clusters or the sub-clusters) can be well revealed by
geometry-based proximity encoding (via bundling) alone.

V. USERSTUDY

We performed a user study comparing the effectiveness of bun-
dled curves with polylines. Observers were asked to estimate (a)
correlations and (b) the number of clusters, in datasets represented
using polylines and bundled curves. We expected that bundled
curves would support correlation estimation at least as well as
polylines do, and that bundled curves would support superior
estimation of the number of clusters.

1) Design: The study design was single-factor, two-level, and
within-subjects. Observers viewed two data series. The first was
always the correlation estimation series, the second the cluster
estimation series. Within each series, line style was blocked, with
all trials performed first in one line style, then the other. Order of
the two line styles was counterbalanced across participants, with
participants randomly assigned to the order. Dependent measures,
computed separately for each series, were the Pearson correlation
r between the actual dataset correlation and the correlation
estimated by participants, and the Fleissκ measure of agreement
amongst participants.

Before running the full study, we ran a pilot study with five
participants to determine the best values of bundling strengthβ
and smoothness scaleα. The valuesβ = 0.8 andα = 1/6 achieved
the best balance of correlation detection and cluster visualization.
These values were used for the bundled plots in both series of
trials.

2) Participants: A convenience sample of 14 participants
(9 men, 5 women, ages 23–37) was recruited from graduate
students in computing science and engineering science at Simon
Fraser University. Of these 14, 2 had previously used polyline
parallel coordinates, 8 had experience with some form of infor-
mation visualization but had never used parallel coordinates, and
4 had never used any visualization software. Volunteers were paid
CDN$ 20.

3) Procedure for the session:Participants first answered a
brief series of questions assessing their level of experience with
information visualization and computers in general. They were
next tested for any color deficiencies using a Web-based test1.
All 14 participants had acceptable color vision. They next read a
tutorial on the basic principles of parallel coordinates and their
instantiation in polylines and bundled curves. The tutorial defined

1http://www.visionchannel.net/HealthProfiler/healthprocb.shtml

correlation and gave examples of positive and negative correlation
using both line types.

Participants then began the first series of trials, in which they
estimated correlations. Immediately after completing that series,
participants began the second series, in which they estimated the
number of clusters in plots. After completing the second series,
they indicated which line style they preferred and answered a
short list of open-ended questions about their experience during
the study.

Participants were allowed to take as long as they wished on
each trial. We believe this untimed task matches the context
in which data analysts typically use parallel coordinates, taking
enough time to consider their data in depth. Total time to
complete the session varied widely, from 50 to 110 minutes. Most
participants completed the study in less than 90 minutes.

A. First series: estimating correlations

In the correlation estimation trials, participants viewed a series
of datasets in 2D parallel coordinates (i.e., with two data dimen-
sions and two main parallel-coordinates axes), plotted in either
polylines or bundled curves. For each plot, the user was asked
to categorize the correlation as “strong negative correlation”,
“negative correlation”, “no correlation”, “positive correlation”, or
“strong positive correlation”.

1) Procedure:Before starting each line style, participants read
a short tutorial on estimating correlations in that style. For
polylines, the tutorial suggested looking for whether the lines
crossed or not, the distribution of line crossings (whether only in
the middle or distributed throughout the range), and the overall
shape of the plot. For bundled curves, the tutorial suggested
looking at the width of the middle band and the overall shape
of the plot. For each style, the tutorial presented example plots
of all seven degrees of correlation. To map the seven values
of actual correlation to the five categories of user response, the
tutorial recommended reportingz values of−1.0 and −0.5 as
both “negatively correlated”, and similarly for+0.5 and+1.0.

Participants began each line style with a training session. The
training session presented one plot of each correlation level in
the given style. Participants estimated the correlation and were
then told which answers would have been appropriate for the
dataset. Since there were seven levels of correlation but only five
levels of user response, two possible answers were suggested for
every example. After estimating all seven practice correlations, a
page was displayed reminding participants of the strategies for
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Polylines

Curves

−1.5 −1.0 −0.5 0 +0.5 +1.0 +1.5
Fig. 10. One of the three sets of plots used in the correlation estimation series. The correlation, specified in Fisherz, is shown below each plot.

estimating correlation for this plot style. Users pressed a button
to start the first experimental trial.

Experimental trials had the same interface as the practice trials,
but provided no feedback about the actual correlation. When the
participant was satisfied with their estimate for the current trial,
they pressed a button to start the next.

2) Trial data: Three groups of seven datasets were generated,
each with n = 40 data pairs. The pairs were generated from
normally distributed random seriesx and y, selected to ensure
that each set of 40 pairs had the given correlation coefficient.
Each group of datasets had exactly one set for each level
z=−1.5,−1.0,−0.5,0.0,+0.5,+1.0,+1.5, wherez is the Fisher
transform of the correlation. These were the same levels of
correlation used in prior work [21]. One group of datasets was
always used for the training phase. The remaining 14 datasets
were each used twice, once for each line style. Within each line
style, order of datasets varied randomly for each participant.

The bundled curve representation required two additional pa-
rameters for each data point: the directions of the line leaving
each axis. These are not required for polyline plots, where the
direction of the line leaving an axis is independent of the direction
the line entered that axis from the other side. However, the exit
direction of bundled curves is affected by the direction of the line
entering from the other side, due to theC1 continuity requirement.
Pilot tests showed that if all curves entered the axes at a constant
horizontal direction, observers used the consistent bending of
curves at the axes as a cue to estimate correlation. Since this
cue would not occur in actual use of bundled curves, which
would in fact enter their axes at varying angles, the direction at
which each curve entered each axis was randomly perturbed. This
random perturbation likely made correlation detection slightly
more difficult for bundled curves than it would be in practice,
where entry to the axes would vary but not be random.

Figure 10 illustrates example datasets with all seven different
correlation coefficients used for the experimental trials. The top
row shows polyline plots and the bottom row shows bundled curve
plots.

B. Second series: estimating clusters

In the cluster estimation trials, participants viewed a series of
clustered datasets in parallel coordinates ranging from two to six
dimensions, plotted in either polylines or bundled curves. Cluster-
ing was indicated by color (for polyline plots) and bundling (for
bundled curve plots). Color Brewer2 was used to define effective
color maps for the polyline plots [11]. For each plot, the user was
asked to estimate the number of clusters.

2http://www.ColorBrewer.org

TABLE I

DATASETS FOR THECLUSTER ESTIMATION SERIES (d IS THE NUMBER OF

DIMENSIONS, n IS THE NUMBER OF DATA POINTS)

Name d n Source
iris 4 150 Botany
netperf 6 179 Computer Science
htong 4 365 Earth Science
g40 2 40 Synthetic
g160 3 160 Synthetic
g200 5 200 Synthetic

1) Procedure: Before starting the series, participants read a
description of how clusters are represented in both line styles.
They then began working with either polyline plots or bundled
curve plots, depending upon which order had been assigned.
They practiced estimating the number of clusters in three trial
plots, with five, three, and eight clusters. Figure 11 shows typical
examples of such plots. After each training trial, the correct
number of clusters was reported. After the three training trials, a
page redisplayed the three datasets and the number of clusters in
each. Users pressed a button to start the first experimental trial.

Experimental trials had the same interface as the training trials,
but provided no feedback about the actual number of clusters.
After entering their estimate for the clusters, participants pressed
a button to move on to the next trial. Once they had completed
a series in one line style, they did the training and experimental
trials for the next style.

2) Trial data: Trial datasets were created from three real-world
and three synthetic datasets (Table I). The real-world datasets
are popular test datasets, taken from the Xmdv Web page3.
The synthetic datasets were generated by sampling normally
distributed series, selected to ensure the required correlation
across each dimension. Each of the 6 datasets was then clustered
by the k-means technique intok = 3,5,7, and 9 clusters. This
series of 24 datasets was plotted using both line styles. Within
each series, the order of trials varied randomly for each user.

C. Results

Figure 12 shows the distribution of participants’ responses
for the correlation estimation series. There was a strong linear
correlation between participants’ estimates and actual correlation
for polylines and bundled curves (bothr = 0.90). Considering
the estimates for positive and negative correlations separately,
estimates for negative correlations were stronger (r = 0.75 for
polylines, r = 0.79 for bundled curves) than for positive cor-
relations (r = 0.55 for polylines, r = 0.39 for bundled curves).
Agreement amongst participants was moderate (κ = 0.43 for

3http://davis.wpi.edu/xmdv/datasets.html
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Colored
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Bundled
curves

3 5 7 9

Fig. 11. Representative plots used in the cluster estimation series: polyline plots with color coding of clusters (top row), and bundled curve plots (bottom
row). From left to right, the data sets are g160 (number ofk-means clustersk = 3), iris (k = 5), g200 (k = 7), and netperf (k = 9).
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(a) Polyline plots (b) Curve plots

Fig. 12. Distribution of responses for the estimated correlations of 2D parallel
coordinates for polyline plots and bundled curve plots. Circle radius represents
the frequency with which participants estimated a correlation strength for each
actual correlation.

polylines,κ = 0.41 for bundled curves). The results for polylines
are comparable to those of Li and van Wijk [21]. The sample
size was small enough that statistical comparison of the two line
styles is inconclusive: there is insufficient evidence to conclude
one style displays correlation better, nor, for any reasonably small
specification of “equivalent”, enough evidence to conclude the
styles are equivalent.

Figure 13 shows the distribution of participants’ responses for
the cluster estimation series. The overall correlation is strong for
both line styles (r = 0.92 for polylines,r = 0.96 for bundled
curves). The correlations were much stronger for datasets with
three or five clusters (r = 0.98 for both line styles) than those
with seven or nine clusters (r = 0.41 for polylines,r = 0.68 for
bundled curves). Note the substantially stronger correlation for
bundled curves than polylines when the dataset had more clusters.
As with the correlation estimation series, there was insufficient
data to conclude the two line styles were statistically different or
equivalent in their support of cluster estimation.

Agreement amongst participants for cluster estimation was
slightly higher for bundled curves (κ = 0.65) than for polylines
(κ = 0.56). Each line style had higher agreement than their
corresponding levels for correlation estimation.

D. Discussion

The results for the two series of plots demonstrate important
strengths of the bundled curve representation. The correlation
estimation series demonstrates that correlation is as readily recog-
nizable when parallel coordinates are rendered in bundled curves
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(a) Colored polyline plots (b) Bundled curve plots

Fig. 13. Distribution of responses for the estimated number of clusters
in parallel-coordinates plots in two line styles. Circle radius represents the
frequency with which participants estimated a dataset to have a given number
of clusters.

as when rendered in polylines. This result is not obvious. Polyline
plots provide a clear focal point for estimating correlations: the
width of the center region is an excellent indicator of correlation,
with strong negative correlations producing a narrow center region
and strong positive correlations producing a wide center region.
In contrast, bundled curve plots by definition draw the curves into
one or more narrow center regions. The width of those regions
is only mildly determined by the correlation of the dataset. Yet
bundled curves nonetheless provided sufficient cues (width of
center region, shape of lines) that participants could estimate
correlation from bundled curves as readily as from polylines.

The cluster counting series demonstrates that viewers could
identify clusters through their bundles. This is not surprising, as
bundling provides a strong cue of cluster identity. Participants
likely determined cluster membership by looking between the
axes, where bundling has its strongest effect. In effect, a bundled
curve plot uses different regions to geometrically represent the
spread and the clustering of the dataset. The spread of data
values on each dimension is represented at the axis for that
dimension. The cluster identity of a data value is represented
between the axes, by bundling, with distinct clusters represented
by separating bundles. In contrast, polylines provide no geometric
representation of cluster membership, so it must be represented
using a different cue, color. Whereas polylines provide only
correlation information in the inter-axis regions, bundled curves
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(a) (b) (c) (d)

Fig. 14. Visualization of the iris dataset, clustered usingk-means withk = 3. Parallel-coordinates axes show (left to right in each plot): sepal length, sepal
width, petal length, petal width. (a) Polylines with color coding of clusters. (b) Bundled curves with strict bundling (α = 1/6, β = 1). (c) Bundled curves with
reduced bundling strength (β = 0.7). (d) Colors added to (c).

use that region to display correlation, number of clusters, and
cluster membership—a much more effective use of the space.

The geometric representation of cluster and distribution must
be simultaneous if the analyst is to compare the distributions of
the different clusters. We use the Gestalt principles of proximity
and continuity to argue that the bundling andC1 continuity of
bundled curves are essential for this comparison to occur, for
these features allow the viewer to be aware of both clusters and
distribution simultaneously. Bundling exploits the principle of
proximity, visually grouping the lines of a cluster in the middle
of the plot.C1 continuity exploits the principle of continuity to
maintain this visual grouping to the layout of the values on the
axes, where the distribution is represented. This allows the viewer
to compare the distributions of different clusters. As a secondary
benefit, theC1 continuity allows this cluster identification to be
maintained across multiple axes, the membership reinforced in
each middle region by the bundling.

The same bundling strength was used for both the correlation
and the cluster counting series. This demonstrates that each task
can be achieved without sacrificing the other. This is an important
finding because too high bundling strength would favor cluster
identification at the cost of reduced correlation visualization,
whereas too low bundling strength would favor correlation vi-
sualization over cluster identification.

VI. A PPLICATIONS

This section demonstrates several applications of bundled curve
plots, highlighting different features of the bundled curve ap-
proach.

The first example is the iris dataset, which is a popular
benchmark on the Xmdv Web page4 for the visualization of
multidimensional data. This data, introduced by Fisher [8], shows
three species of iris flowers. The dataset contains 50 data points
for each species, with four data dimensions (sepal width, sepal
length, petal width, and petal length). The iris dataset is a typical
example of real-world data with a small number of data points
and a few data dimensions. Figure 14 plots the iris dataset in
polylines and bundled curves with various parameters. This figure
shows that all bundled curves distinguish the clusters more clearly
than the polyline plot. Strict bundling (β = 1.0) distinguishes
the clusters most clearly, whereas relaxed bundling (β = 0.7)
reveals more of the inner structure of clusters. Color may be
added to bundled curve plots to reinforce the perception of visual
clusters, demonstrating that the color perceptual channel, which

4http://davis.wpi.edu/xmdv/datasets.html

has become available through the geometric approach of bundled
curves, can be used to improve visualization quality.

Figure 15 shows the visualization of the space science dataset
out5d4. This dataset contains 16,384 data points in five di-
mensions (SPOT, magnetics, potassium, thorium, and uranium)
collected from a grid of 1282. Compared with the iris dataset,
out5d contains substantially more data points and thus illustrates
the effect of over-plotting. The top row of images shows the plots
with all lines, while the bottom row shows density plotting. The
standard polyline plot (Fig. 15a) is unreadable. Adding density
plotting (Fig. 15b) shows the global structure but the clusters are
unavailable. The colored full polyline plot (Fig. 15c) provides
rough indications of some clusters, but others are completely
obscured. A density plot of colored polylines (Fig. 15d) is the
best version using polylines, but remains difficult to read.

The four corresponding bundled curve plots all show more
detail than their polyline counterparts. A full uncolored bundled
curve plot (Fig. 15e) shows the presence of the five clusters.
A density bundled curve plot (Fig. 15f) shows the detailed
cluster structure at the axes and theC1 continuity of the curves
allows structure at different axes to be compared—a considerable
improvement over Figure 15b. Coloring the clusters in a full
bundled curve plot (Fig. 15g) allows comparison of cluster values
at many axes, but some clusters remain occluded. The last plot,
a density bundled curve plot with clusters denoted by color
(Fig. 15h) provides the clearest display of how the cluster values
appear on every axis, particularly the middle three. This plot
shows both the overall structure and specific details quite well.

VII. C ONCLUSION AND FUTURE WORK

Bundled curve parallel-coordinates plots are designed to allevi-
ate some longstanding limitations of traditional polyline plots and
to geometrically reveal cluster structures specified for the input
data. Bundled curve plots are constructed from piecewise cubic
Bézier curves with control points judiciously selected to ensure
C1 or G1 continuity; this can alleviate the well-known cross-
over problems for polyline plots without any additional visual
aid beyond curve geometry. Cluster structures in the data are
emphasized by curve bundling, pulling curves belonging to the
same cluster toward their cluster centroid. The cluster centroids
are in turn uniformly distributed to take advantage of the whole
plot area and reduce line cluttering. For large datasets, line density
plots for each cluster can be employed to avoid the potential over-
plotting problem. Our technique can also be extended to reflect
hierarchical clustering structures via hierarchical bundling.
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Fig. 15. Visualization of the out5d dataset, clustered usingk-means withk = 5. Parallel-coordinates axes show (left to right in each plot): SPOT, magnetics,
potassium, thorium, and uranium. (a) Polylines without color coding. (b) Line density plot of polylines without color coding. (c) Polyline with color coding.
(d) Line density plot with color coding. (e) Bundled curves without color coding. (f) Line density plot of bundled curves without color coding. (g) Bundled
curves with color coding. (h) Line density plot of bundled curves with color coding.

The greatest advantage of bundling is that a wide range of views
from abstract high-level to detailed low-level representations are
easily obtained by tuning the bundling strength. Curve bundling
provides as effective an alternative for displaying clustering
information as color. At the same time, with a properly chosen
bundling strength, bundled curve plots retain the same strength
as polyline plots in revealing correlations between visualized
variables. Both of these points are supported by results from
our user study. In addition, we do not need to combine colors
with density plots to reveal inner structure of clusters, as done
in previous work. Instead, adjusting bundling strength generates
views of the datasets at different levels, providing a high-level
overview or detailed structure of the clusters. Of course, the vi-
sualization results with bundled curve plots can be enhanced with
other known visualization schemes, such as filtering, brushing, or
advanced color mapping.

In future work, we plan to systematically compare bundled
curve plots to the use of polylines and other curve-based ap-
proaches, as well as other approaches to visualizing cluster
information. The high effectiveness of curved plots compared with
polyline plots was not obvious. The results of our user study might
trigger further perceptual investigations of variants of parallel-
coordinates plots. It could be the case that other forms of parallel-
coordinates plots might be even more effective than bundled
curves—not only for cluster visualization but other applications.

Qualitative improvements of this work are also possible. One
problem of interest is the automatic determination of the visu-
alization parameters,α and β , as well as the arrangement of
cluster centroids, guided by optimization criteria. For example,
such criteria may be related to a measure of line cluttering and
curve smoothness. It is also interesting to consider combining
color mapping and curve density plots selectively in order to
further improve the high-level visualization of clusters and low-
level investigation of data items within each cluster.
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